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Abstract

Decision Mechanisms for Real-time Character Animation

Yongjoon Lee
Chair of the Supervisory Committee:
Professor Zoran Popović
Department of Computer Science & Engineering

Interactive applications including video games rely on motion-captured or carefully crafted
motion clips for real-time character animation. Unfortunately, it is impractical to provide
motion data samples for all possible behaviors – even the simplest example of walking
at different speeds require samples for many different speeds. Even if they can carry an
increased amount of data, the performance of the application then degrades significantly.
Moreover, since the animation mechanism is tightly bound to static data samples, it is very
difficult to create realistic responses to unexpected changes in the world. Even with significant advances in research, these fundamental issues have prevented real world applications
from creating any realistic virtual characters beyond simplistic and unnatural animation due
to performance reasons.

We provide techniques to tackle these issues by enabling motion engine to synthesize animation beyond rigidly defined in motion data samples. We create an efficient near-optimal
character controller that can intelligently adopt the input motion data to a dynamically
changing environment. We also significantly reduce the data requirement by finding the
most effective set of motion data to create the desired behaviors. The controllers can be
adapted as basic components in global path planning, and it further reduces the computational burden in the interactive applications. We also introduce motion fields to enable agile
and dynamic responses to the abrupt user directive changes or physical interactions.
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Chapter 1
INTRODUCTION

Main goals of real-time character animation research include enabling virtual characters to
produce fluid and believable motion that can quickly respond to user control in a dynamically changing complex environment. However, even with decades of research, these goals
are still not comprehensively within reach due to extremely large space of possible motion
and our keen ability to distinguish believable animation which appears to be a tiny fraction
of the space of all motion.

One promising avenue of research involves utilizing motion data samples in animating virtual characters. With recent advances in motion capture techniques and animation editing
tools, it is now relatively easy to obtain high-quality motion data for a wide range of behaviors of any virtual characters. This is a great advantage especially for real-time applications
that cannot afford huge resources for motion synthesis. Naturally, many researchers have
tried to exploit this advantage in what we call data-driven animation techniques that analyze
the input motion data set and try to produce seamless animation at runtime by figuring out
how the motion data are related together [34, 2, 27, 19, 36, 32, 28, 11, 3, 52, 50, 20].. However, these structures involve a lot of manual tuning and complex structures which makes
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it difficult to create wide variety of behaviors. Moreover, with limited storage and computational resources, the real-time applications can only produce distorted and unrealistic
motion and behaviors.

The fundamental issue is that the current techniques suffer directly from a property of motion data: rigidity. A sample motion data represent only static trajectories of recorded
motion, and provides no knowledge of how the character would improvise with rapidly
changing user directives or interaction with the surrounding world. This property makes
it difficult to interact with an unpredictably changing world. For example, if the character
is utilizing the ’walk forward’ motion data and received a ’walk backwards’ directive, it
is unclear at what point the system can switch from current motion data to the new motion data. A lot of work has focused on creating transition graph structures for on-line
lookup [34, 2, 27]. Unfortunately, even with ever increasing complexity of the structures,
[19, 36, 32, 28, 11, 3, 52, 50, 20] responses are not very agile and often degrade the motion
quality significantly. Moreover it is more difficult to synthesize responses to a dynamically
changing world – uneven terrain, unexpected pushes, or obstructing objects to name just
a few – because such responses are completely unknown. Researchers have tried to parameterize adequate responses to known changes, but this is still limited by the available
data.

The naive solutions run into the unmanageable storage and computational requirement.
Each motion data sample represent very specific instance of valid motion and is difficult to
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extrapolate interactively. Therefore data is explicitly required for changes in behavior such
as walking at a different speed or direction, or changes in styles such as more energetic
walk. Clearly it is infeasible to cover all possible motion produced by characters this way.
This also increases the runtime computational burden because real-time synthesis requires
search over much larger set of motion data for the next sequence of animation.
An alternate approach to data-driven animation is physics-based animation techniques.
They have been more successful in creating dynamic responses, but their systems are more
complex, fragile during simulation and less controllable. The overall animation also usually suffers significant loss of realism, looking like unnatural robots instead of believable
creatures.
In this thesis we present our solutions on three frontiers. First is an automatic mechanism
for analyzing the motion data and creating an intelligent believable animation engine. Second is how we can reduce the reliance on motion data so that we can synthesize wide range
of animation with much less data. Third is how we can enable the realistic interaction of
the virtual character with a dynamically changing world by letting them to use the data in a
more liberal way and even deviate away from the motion data set.

1.0.1

Real-time Control using Parameterized Data

We define the control mechanism for virtual characters as a mechanism that blends precaptured motion clips to achieve complex multi-objectives in real-time. In particular, we
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assume continuously changing environmental conditions and several dimensions of user
control over the character’s motion. For example, a virtual sports application might require
that the character’s speed, direction, and torso orientation all be independently controllable. Tasks like obstacle avoidance introduce additional control variables. For simple
navigational control, interactive applications have typically used precomputed motion cycles and carefully constructed graphs that blend between these cycles. However building
appropriate blend spaces and transitions requires a great amount of skill and manual adjustment. For complex objectives, researchers have also studied learning algorithms that
automatically determine optimal sequences of actions. The primary challenges for both
manual and learning approaches are high-dimensionality and the need for both rapid and
natural changes in motion.

We argue that reinforcement learning presents an attractive unifying approach to these problems. This approach outperforms greedy methods for navigational problems while retaining
the low memory overhead. At the same time, despite the compact representation, we can
still solve difficult problems such as obstacle avoidance.

Our technique has two components. First, an underlying motion model stitches together
parameterized motion clips in real-time. Second, a controller selects sequences of clips to
achieve some goal. The controller is based on a compact, parametric value function over
all possible states and goals. This approach has the following advantages: given a corpus
of motion capture data and a set of controller objectives, we automatically produce a highly
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compact real-time controller that blends motion near-optimally to achieve user goals. There
is no need to explicitly construct walk cycles or otherwise edit the underlying data. We
show that our technique is also expandable, in that we can construct a set of controllers
separately for different tasks, then transition between these controllers near-optimally, even
if they were learned on different underlying sets of motion. This greatly reduces the cost
of constructing complex controllers, as each individual task can be optimized separately
before connecting the controllers together. A similar idea allows us to parallelize precomputation along dimensions that do not change over time.

1.0.2

Taming Data Requirement

While controllers based on motion graphs have been successfully demonstrated for specific
subsets of human motions, the problem of constructing controllers that cover the entire
space of all human behaviors and motion tasks remains an open problem. Extrapolating
current techniques to build such a controller would require a prohibitively large number
of motion clips and value functions of dimensionality beyond what current methods can
handle.
To address this, we consider two fundamental hurdles towards the goal of comprehensive
controllers. The first hurdle is the selection of the right compact subset of motion data that
covers a large number of different controllers. It is important to provide the drastically
different sets of motion examples that each task requires, while minimizing non-essential
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redundant motion data so that the entire system can accommodate a wider variety of behaviors. In addition, for an aggregate controller system that represents many different behaviors by combining the separately constructed controllers, automatically finding the natural
transition examples among the controllers is an important advance. It enables the individual
controllers to be designed without worrying about their connection to other existing controllers. For example, we can separately create a standing controller and running controller,
and then automatically identify necessary speed-up motions to make the transition between
them more realistic. This is a practical way to rapidly expand a library of achievable tasks
with minimal design cost. Compact yet maximally expressive sets of clips allow complex
motion controllers to fit on game platforms with a relatively limited storage (e.g. mobile
devices).

The second hurdle towards automatic synthesis of comprehensive controllers is the appropriate selection of compact basis functions used for the value function representations.
When a complex task requires a lot of parameters to be modeled, its value function becomes sufficiently high-dimensional so that naive distribution of basis functions over such
space becomes impractical. An automatic basis selection and refinement method is required
before larger problems can be solved.

We present methods for constructing complex individual and connecting controllers over
an automatically selected compact set of motion clips. Our methods systematically analyze
the controller’s preferences and performance bottlenecks to produce larger aggregate con-
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trollers as well as complex high dimensional controllers using less resources. We demonstrate the effectiveness of our framework on a number of controller examples, and provide
compactness and optimality comparisons.

1.0.3

Agility and Responses to Perturbations

Natural human motion is a highly-varied and continuous phenomenon: it quickly adapts
to different tasks, responds instantly to external disturbances, and in general is capable of
continuing locomotion from almost any initial state. Although key framing and other traditional techniques have been successful in creating short clips of seemingly spontaneous
motion, animating characters interactively in real time remains a difficult task as it requires
infinite streams of motion which adapt to user commands. In particular with current techniques it is difficult to create highly agile lifelike controllers without a great deal of manual
labor, and one is forced to choose between the ability for a user to to control the character
and the ability to animate from any possible state.
We propose a new motion representation for interactive character animation, termed a motion field which provides two abilities that are key in generating reactive and flexible controllers: the ability for a user to control the character in real time and the ability to operate
in the fully-continuous configuration space of the character. This combination allows for
highly agile controllers which can respond to user commands in a short amount of time.
In addition our approach makes it straightforward to integrate techniques which perturb
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or deform the state of the character away from the input data, for instance by a method
which simulates the response to being pushed by an unexpected force. The motion field
representation thus combines the ability for real time near-optimal control of graph-based
representations [56, 37, 34, 2, 27]. with the representational flexibility of continuous-state
methods such as nonparametric latent-variable models of character motion [58, 61, 10].

In order to animate a character we require a database of motion capture. From this data we
construct the motion field automatically. At runtime, the character only needs a pose and
velocity representing their current state. In that sense there is no difference between the
initial pose and any other pose during the real time interaction with the character. At any
point in time, the motion field representation provides the possible ways in which might
move over the next frame. We generate a sequence of new states for the character by
searching the database for motions which start in a pose similar to the character’s current
state. In contrast to previous approaches we determine a set of possible motions, rather than
simply estimating a single motion for the character. Which motion is selected from this set
depends on the multi-valued user-supplied task and is determined by solving an optimal
control problem. For instance we may select one motion if the character needs to change
direction, another if the direction and speed need to change, and another if they should walk
over an obstacle. After an optimal motion target is chosen the character moves according
to it, giving rise to the next frame in the animation from which the process begins anew.

The motion of the character thus ‘flows’ through the state space according to the integration
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process, similar to a particle flowing through a force field. However, instead of the flowing
being statically defined it can be altered to optimally respond to user commands. This
results in controllers that are agile, since the character has a range of possible motions at
every frame, and can respond immediately to a new user command rather than having to
wait for a pre-determined transition point (such as an edge in a motion graph). By further
altering this flow with other external methods, such as inverse kinematics or with a physical
simulation, we can directly integrate these techniques into the motion synthesis and control
process without any special treatment. Furthermore, since our approach does not require
as much structure in the motion capture data that is uses, less manual effort is needed to
generate a new controller. Our implementation only requires data containing the desired
motions (segmented in any manner or not at all) and annotated foot contacts. The primary
contribution of this work lies in the combining of a continuous state representation with
an optimal control framework. We find that this approach provides many advantages for
character animation.
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Chapter 2
RELATED WORK

Motion capture and animator-authored motion data provide an effective basis for creating
new animations. By interpolating and concatenating motions, realistic new animation can
be generated [59]. A graph representation often describes allowable transitions between
poses. Pullen and Bregler [48] segmented motion data into small pieces and rearranged
them to meet user-specified keyframes. Kovar et al. [27] generated a graph structure from
motion data allowing characters to follow sketched paths using a branch and bound algorithm. Arikan and Forsyth [1] created a hierarchy of graphs and employed a randomized search algorithm for synthesizing a new motion subject to temporal and position constraints. These algorithms employ complex graph search and optimization techniques to
produce animations and are not well suited for interactive control. Lee et al. [34] used a
local on-line search algorithm which is demonstrated to generate 5 to 8 frames of motion
per second when the search horizon is limited. The graph search can be made more efficient by using a simple cyclic graph structure [19], by composing the world from smaller
environment-specific graphs [36], by precomputing search trees [32], and by grouping similar motion segments into parametrized graph nodes and building sparse hierarchical motion
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graphs [28]. Choi et al. [11] generated environment-specific graph representations that enable biped locomotion through a complex environment with obstacles. Arikan et al. [3]
showed that motion synthesis from a graph structure can be cast as dynamic programming.
Our motion model uses a graph structure, but the blending algorithm admits blends between
any two clips of motion and automatically prevents foot-skate without inverse kinematics
for a wide class of motion. Researchers have also generalized transition graphs to form
richer, more complete motion spaces [52, 50]. It would be highly interesting to extend our
idea to these more general spaces.
Our controller uses reinforcement learning methods, which are well studied in the control
community. Kaelbling et al. [24] provide a good overview of the discrete reinforcement
learning problem. Bertsekas [9] presents in-depth coverage of the continuous case, as well
as of the delayed rewards model which we use. LaValle [33] provides a good overview
with many applications to robotics and motion planning. Atkeson et al. [5] frame reinforcement learning in the broader context of function approximation. However, these
techniques suffer acutely from dimensionality, making control difficult or impossible in
high-dimensional spaces. Moore and Atkeson [43] address this problem specifically with
a multi-resolution reinforcement learning algorithm; however this method relies heavily
on storing samples which can become intractable for the large-scale problems we wish to
solve. Researchers have explored linear programming to efficiently solve reinforcement
learning problems [53, 57]. In this vein, Pucci de Farias presented a linear programming
approach that uses basis functions to compactly approximate the value function without
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storing samples [17]. This algorithm forms the basis for our approach to character animation because it greatly mitigates the cost of dimensionality by avoiding runtime sampling.
In this paper, we also reduce the dimensionality burden by learning optimal controllers only
within certain subspaces, while parallelizing precomputation along other dimensions.

Reinforcement learning is increasingly appearing in the graphics literature, for example to
create video textures [51] or for local character navigation [23]. Pre-planning and learning
methods have been used to create interactive controllers, including value iteration [35],
explicitly calculating (and caching) reward over a short window of time [23, 32], learning
user command statistics for responsive characters [41], constructing linear approximate
value functions using continuous basis functions [56], and a tree-based regression method
on parameterized data [39].

Researchers have tried to keep the data requirement manageable in data-driven animation.
Many works since Lamouret and van de Panne [30] pruned the database by identifying
similar or redundant motion data in the collection [26, 6, 7, 64]. Recent works incorporate
specific purposes or task objectives into consideration in addition to redundancy reduction.
Cooper et al. [13] used an active learning technique to adaptively improve the coverage of
motion synthesis. Reitsma and Pollard [49] adjusted given motion graphs to achieve a good
trade-off between the graph size and the ability to navigate through specific environments.
Our method automatically identifies highly compact sets of example data specifically tailored for the given user-defined task objectives or constraints. We improve the long term
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achievement of the task objectives, instead of simply creating a sparse coverage of various
motion repertoire.

Many methods for automatically finding the right basis functions to approximate the value
functions have been proposed. The proto-value functions use harmonic analysis on state
transitions to capture ridges in the state connectivity and decision boundaries [40]. Keller
et al. [25] used neighborhood component analysis to aggregate states of similar Bellman
error, and used the clusters as the basis functions. Variable resolution methods effectively
adapt the local structure of value functions [42, 46]. Munos and Moore [46] present an
octree-based hierarchical refinement process based on state influence and error variance
statistics.

In the past ten years, the bag-of-clips data structures such as motions graphs have emerged
as primary sources of realistic character controllers [34, 2, 27]. These structures are inherently discrete with coarse transitioning abilities that provide great computational advantages. Unfortunately, this discretization also loses the continuous properties of natural
motion space. First, it is difficult to create graphs which allow very quick responses to
changes of direction or unexpected disturbances since a change to the motion can only happen when a new edge is reached [?, 41]. Second, because the motions are restricted to the
clips which constitute the graph it is difficult to integrate these methods into techniques
such as physical simulators which can perturb the state away from anything representable
by the graph. More generally, it is very hard to use the graph structure controller when
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the character starts from an arbitrary state configuration [66]. Finally, although there exist
automatic techniques for assisting in the construction of a motion graph, doing so generally
requires a non-trivial amount of manual labor—particularly in cases where the graph allows
some interpolation between parallel clips.

Although a number of methods have been proposed to alleviate some of the representational weaknesses of pure graph-based controllers, including parameterized motion graphs
[52, 20], increasing the numbers of possible transitions [4, 63, 65] and splicing rag doll dynamics in the graph structure [66], the fundamental issue remains: unless the representation
can prescribes motion for every point in configuration space in a way that is controllable in
realtime, the movement of characters will remain restricted. Hence, even when the method
anticipates some user inputs [41], the character may react too slowly, or transition too
abruptly because it can follow no other path in the configuration space. Similarly, when
methods anticipate some types of upper-body pushes [63, 4], the character may not react at
all to hand pulls or lower-body pushes.

Various methods have also been developed which use nonparametric models to learn the
dynamics of character motion in a fully continuous space [58, 61, 10]. These techniques
are generally able to synthesize starting from any initial state, and lend themselves well
to applying physical disturbances [61] and estimating a character’s pose from incomplete
data [10]. The general approach taken with these methods thus far has been to model a
single ‘most likely’ motion for the character to take at each possible state. This precludes
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the ability to optimally control the character. The primary difference between our work and
these is that instead of building a model of the most probable single motion, we attempt to
model the set of possible motions at each character configuration, and only select the single
motion to use at runtime by using principles from optimal control theory. This allows us
to interactively control the character while enjoying the benefits of a fully continuous state
space. In some sense, our work combines the concepts of near-optimal character control
present in graph-based methods with those of nonparametric motion estimation techniques.
Although our controllers are kinematic, dynamic controllers have been extensively explored
as an alternative method of character animation. In principle, such controllers offer the
best possibility for highly realistic interactive character animation. However, high-fidelity
physically based character animation is harder to attain because physics alone does not
tell us about the muscle forces needed to propel the characters. Despite a broad repertoire
of demonstrated skills [22, 21, 60, 18, 62, 15], nonparametric modeling of coarse-scale
dynamics [14, 15], and use of motion capture [31, 55, 16, 45], agile, lifelike, fully-dynamic
characters remain an open challenge. We take a hybrid approach by creating kinematic
controllers that advance through time through an integration process similar to dynamical
systems.
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Chapter 3
PARAMETERIZED CHARACTER CONTROLLER USING
REINFORCEMENT LEARNING

This chapter describes the basic components of our real-time character animation system.
Our approach has two main components: a motion engine blends through captured motion
clips to produce real-time human animation, while a control policy determines the best
sequence of clips to achieve some multivariate control objective. We begin by describing
the motion engine.

3.1

Motion Model

Our model generates poses in real-time by blending sequences of prerecorded motion clips.
Unlike standard motion graphs [27, 1, 34], we allow transitions between any two clips,
and our method automatically prevents foot-skate for a large class of motion. Our model
assumes that we have captured a set C of motion clips, where each clip C ∈ C consists
of a sequence of poses: C = (x1 , . . . , xm ). Each pose x ∈ Rn is a vector specifying all
joint positions in a kinematic skeleton. We further assume that each clip C covers a single
walk cycle and is divided into two subsequences Cin and Cout . The subsequences start and
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end during flight or mid-stance, and each covers one foot plant. We specify one constraint
frame in each subsequence that occurs during the middle of the ground contact phase (see
Figure 3.1).

Figure 3.1: A clip. The first subsequence Cin runs from (a) to (c), while the second Cout
comprises (c) through (e). The constraint frames are (b) and (d).

To create longer motions, we partially overlap successive clips and blend between them.
The constraint frames allow us to prevent foot-skate during the foot plant without inverse
kinematics. Two realizations make this possible. First, when blending from C to C 0 , we
may mirror or arbitrarily reorient the root of C 0 while preserving continuity. Second, kinematic blending is linear in the root of the skeleton (although nonlinear in all other skeletal
nodes). Therefore, if we properly orient the foot and “re-root” the skeleton at its foot,
we can satisfy a foot position constraint. Blending between clips C and C 0 is a four step
process. First, clip C 0 is mirrored if necessary to blend along the same foot. Second, we
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overlap the constraint frames from Cout and Cin0 (Figure 3.2). Third, clip C 0 is reoriented
so that its ground-contact foot coincides with that of C at the constraint frame. Finally,
we blend from Cout to Cin0 , with the ground contact foot treated as the root of the kinematic
skeleton. By the linearity of blending at the root, if the foot is fixed during interval [ta , tb ] of
Cout and during [t0a , t0b ] of Cin0 , then there cannot be foot-skate on the interval [ta , tb ] ∩ [t0a , t0b ]
of the blended animation.
In summary, in our model, any subsequence of clips produces a valid animation. Because
our control algorithm avoids non-smooth blends, we do not need an explicit graph structure
to ensure good transitions, yet our model’s high branching factor allows for quick motion
changes. Another advantage of this model is that maximum blending occurs during ground
contact when ground forces can account for changes in direction; minimal blending occurs during the flight phase, better preserving the linear and angular momentum of correct
motion. The major drawback is that we can enforce only one constraint per blend, thus preventing foot-skate for only one foot at a time. When two feet are on the ground, one foot
might slide unless all double-stance clips have the feet spaced at a fixed distance. Nonetheless, we believe our model is highly useful for real-time foot-skate prevention for the wide
class of motions which do not have double stance, such as walking and running.

3.2

Control Setup

The motion model described above creates a valid motion for any sequence of clips. The
controller must decide which sequence best achieves it goals quickly and naturally. Before
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Cin

Cout

E in

E out

blend

Ain

Bin

Bout

: constraint frames

D in

Dout
time

Figure 3.2: Clip blending. We blend the sequence A, B, C, D, E ⊆ C. Constraint frames
(shown as solid vertical bars) are aligned across successive clips. Blending occurs where
two clips overlap.

explaining the control algorithm itself, we describe the state space S on which the controller
is defined.

Since our model blends through sequences of clips, it would seem natural to define the
state s ∈ S as the current clip. Unfortunately, this representation is insufficient for many
tasks. For example, if the character is to walk along a line, the state must keep track of the
character’s orientation relative to this line. Other tasks may require other state variables.
Therefore, although our control formulation is general, the specific state representation
depends on our controller’s objectives. In our results, we learned four tasks:
• Navigation. We divide the clips into several gaits, including standing, walking, and
running. The user controls the gait, linear motion path, and torso orientation.
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• Spinning Navigation. The user controls the motion direction as the character spins
in circles (Figure 1, left).

• Fixed Obstacle Avoidance. The character follows a line, avoiding a fixed planar
obstacle (Figure 1, right).

• Moving Obstacle Avoidance. The character follows a direction, avoiding a planar
obstacle with linear motion.

Although we learn these objectives independently, we consider them jointly in the state:


X = C, x, z, θ, xO , zO , x˙O , z˙O , Ĝ, τ̂ , ω̂ .

(3.1)

Here, C ∈ C is the current clip, (x, z, θ) is the character’s position and orientation on the
x-z plane, (xO , zO ) is the relative position of the obstacle, and (x˙O , z˙O ) is the obstacle’s
speed (Figure 3.3). Finally Ĝ, τ̂ , and ω̂ are the character’s desired gait, torso orientation,
and spin, respectively. The latter three variables represent intentions, and only change if
the user directly edits them (for example, by pushing the button to change the desired gait
speed). Nonetheless, it will be useful to consider these part of the state.

For every pair of clips, the blending algorithm (Section 3.4) determines the length of the
blend ∆t, as well as the linear and angular change (∆x, ∆y, ∆θ) in the character’s position.
Suppose we transition from clip C to C 0 . Then the state changes from s = (C, · · · ) to
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Figure 3.3: State Variable Examples. Root orientation θ is measured relative to the desired
path (along the positive x-axis). The torso orientation τ and actual motion direction ρ are
measured relative to the root.

s0 = (C 0 , · · · ) according to the transition function f : S × C → S as follows:
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3.2.1

Cost

We express goals by assigning a cost to each state and transition
cs : S → R

: State cost
(3.3)

ct : S × S → R : Transition cost
which are inversely proportional to how well these fulfill the goal. This framework is
very broad and can handle a great number of objectives. We now describe the costs used
specifically for our four tasks. Again, although we learn these tasks independently , we
consider them jointly for now.
The gaits partition the clip set C into different kinds of motion. For the navigation task,
we treat the desired gait Ĝ as a hard constraint so that if s = (C, · · · ) but C ∈
/ Ĝ, then
cs (s) = ∞. Otherwise, we ignore the gait and orient the coordinate system so that the
desired path coincides with x-axis. We penalize deviation from this path and proximity to
the obstacle:



−2
.
cs (s) = γx |x| + γO exp − (x2O + zO2 )σO
{z
}
| {z } |
deviation

(3.4)

obstacle

Here, γx and γO are scaling parameters, and σO controls the width of the obstacle. The
transition cost ct ensures smooth character motion in the right direction and with the correct
torso orientation and spin:
ct (s, s0 ) = γΨ Ψ(C, C 0 ) + γρ |θ + ρ| + γτ |τ − τ̂ | + γω |ω − ω̂| .
| {z } | {z } | {z } | {z }
Physics.

Direction.

Torso.

Spinning.

(3.5)
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Again, γΨ , γρ , γτ , and γω are scaling constants. The physics cost Ψ : C × C → R measures
the “physical error” in blending from C to C 0 as a weighted sum of squared differences
of the position and velocity across all joints. The motion direction ρ is measured relative
to the the root (Figure 3.3). Finally, the average of torso direction τ and torso spin ω are
compared to the desired torso angle and spin, τ̂ and ω̂, respectively.

3.3

Control by Near-optimal Policies

Having cast our goals in terms of numerical costs, we now look at strategies for achieving
these goals. We formalize this idea as a policy Π : S → C, a function that picks the next
clip based on the current state. The most obvious policy is greedy:

Πgreedy (s) = argmin {ct (s, s0 ) + cs (s0 )} ,

(3.6)

C 0 ∈C

where s0 is given by the transition function s0 = f (s, C 0 ) as in Equation (3.2). This policy
simply chooses the clip that directly minimizes our state and transition costs. In most cases
this policy does not produce good results because motion requires planning: sacrificing
short-term objectives to achieve more efficient results in the long run. For example, when
told to turn around, a digital character with planning will step so as to produce a sharper,
more realistic turn than under greedy control (see Figure 3.4).
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Figure 3.4: Planning vs. greedy controllers. This graph compares the cost cs + ct of a
greedy navigational controller (Equation (3.6)) with our planning controller. The characters act almost identically until the user reverses the intended motion direction (A). The
planning controller then chooses a high cost step (B) to enable a sharp and realistic turn
one step later.

3.3.1

The Optimal Policy

Instead of minimizing the immediate cost, we will minimize the entire policy cost, taking
into account the future. Suppose policy Π produces the sequence (s0 , s1 , s2 , . . .) with st =
f (st−1 , Π(st−1 )). We measure the cost cΠ (s0 ) of this sequence as:

cΠ (s0 ) =

∞
X
t=0



αt cs (st ) + ct (st , st+1 ) .

(3.7)
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The discount factor α ∈ [0, 1) accounts for future uncertainty and conveniently also ensures
that the series converges. However, the main reason for this functional form is that it can
be rewritten recursively:

cΠ (st ) = cs (st ) + ct (st , st+1 ) + αcΠ (st+1 ).

(3.8)

Under general conditions, minimizing Equation (3.7) for each initial state results in the
optimal policy Π? [9]. This allows us to define a value function V : S → R that measures
the long-term state cost under the optimal policy: V (s) = cΠ? (s). Thus for all s we can
rewrite (3.8) as:
V (s) = cs (s) + ct (s, s0 ) + αV (s0 ).

(3.9)

where s0 = f (s, C 0 ) and C 0 = Π? (s) is the optimal next clip. An ingenious and well known
reversal of logic turns this equation into a formula for the optimal policy. If Equation (3.9)
truly reflects the optimal long-term cost, then the best policy must be to minimize the right
hand side of this expression:
Π? (s) = argmin {ct (s, s0 ) + αV (s0 )} .

(3.10)

C∈C

Thus, the value V (s) completely specifies the optimal controller.

3.3.2

Near-optimal Policy

We generally cannot compute the exact value for continuous state spaces, and must content
ourselves with near-optimal policies based on some approximation of the value function.
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Sample-based approaches work well, but are efficient neither in learning time nor in controller memory costs. We instead adapt a linear programming approach used primarily in
operations research [17]. The idea is to define basis Φ = [φ1 , · · · , φn ] for the value function
where each basis function φi : S → R can be evaluated in closed form, such as polynomials or Gaussians. We then approximate the value function by a linear combination of these
basis functions:
V ≈ w1 φ1 + · · · wn φn = Φw.

(3.11)

Thus, we have reduced the problem of solving for the complete value function to the much
simpler (and lower dimensional) problem of solving for the n-dimensional vector w to
approximate it.
To derive this approximation, we draw draw a set of state samples S̄ ⊂ S at which we
will evaluate the value function. We also consider a set L ⊆ S̄ × S of state transition
pairs, each starting at a sample point. The algorithm starts with L ← {} and w ← 0, and
iterates towards a better value of w by alternating between the following two steps until
convergence.
1. Compile a set of optimal actions according to the current V from every sample in S̄
and add them as constraints:
L ← L ∪ {(s, s0 ) | s ∈ S̄}
where s0 is the optimal next state from s given our value function approximation
V ≈ Φw.
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2. Find V by solving the linear program
max

X

w

V (s)

s∈S̄

s.t. V (s) ≤ cs (s) + ct (s, s0 ) + αV (s0 ) ∀(s, s0 ) ∈ L.
Step 2 essentially inflates the value function as much as possible subject to the bounds.
These inequality constraints generalize (3.9) to the case where the transition (s, s0 ) ∈ L
may not be optimal. This technique has proved very successful for our purposes. The
convex optimization step of the algorithm yields globally optimal approximations of the
value function, up to the representative power of the basis and constraint sampling. Moreover, we can discard all samples after optimization, retaining only the highly compact basis
coefficient vector w.

3.3.3

Runtime Control

The runtime control algorithm is extremely fast and simple: every time a clip finishes,
the controller scans through all clips, picking the minimum value transition as in Equation
(3.10). User inputs such as changing the desired gait, torso orientation, or motion path alter
the underlying state variables in Equation (3.1), and thus affect the next state transition.

3.3.4

Dimensionality

Despite the advantages of approximate dynamic programming, high dimensional control
remains challenging. Basis approximations use far fewer variables than sample-based ap-
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proaches, but the number of bases must generally still grow exponentially with the size of
the state. We mitigate this problem by employing two related but subtly different concepts:
switchability and separability.

Both techniques exploit the property that some quantities remain constant through clip
transitions. For example, Equation (3.2) tells us that the desired gait Ĝ does not change.
Somewhat more subtly, the expression x + xO (the distance between the object and the
desired path along the x-axis) also remains unchanged, but only in the case of a stationary
obstacle. Since the controller cannot affect these quantities, we do not need to couple them
during optimization. Instead, we tabulate the value function along these dimensions and
learn them separately. The difference between switchability and separability is in how we
recombine the value function afterwards.

• Switchability simply means switching between the tabulated value functions. This is
well suited to discrete dimensions such as the desired gait Ĝ. We can even produce nearoptimal transitions across value functions that were optimized with different parameters or
used different clips. This is because Equation (3.10) holds even if state s is drawn from
a different value function than s0 . For example, when transitioning from a walking gait
to a running gait, the optimal policy is still to pick the running clip with lowest value.
This feature enables us to optimize the parameters of several controllers independently, and
automatically combine them with near-optimal transitions.

• Separability means blending the value function, producing a continuous value along the
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separable dimension. For example, we can learn separate value functions for various fixed
obstacle locations and blend between these for intermediate obstacle positions. Separability
can be interpreted as learning a single value function with linear interpolation (or “hat”)
bases along the separable dimension. The space of value functions is particularly well
suited for blending for the same reason that the value functions can be represented with a
small number of bases: the value functions for character animation tend to be smooth.

Switchability and separability do not fundamentally solve the dimensionality problem inherent in reinforcement learning. Nonetheless, they allow for some degree of sub-exponential
memory consumption (in serial implementations) or sub-exponential time usage (in parallel
implementations). Intrinsically dependent dimensions still require exponential resources,
however.

3.4

Adaptation to Parametrized Data

This section describes the basic components of our animation framework: the parametric
motion data representation and the reinforcement learning formulation. Both components
are largely adopted from Treuille et al. [56] and Lo and Zwicker [39] with some modifications.
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3.4.1

Parametric Motion Model

Our motion model is based on Treuille et al. [56] that uses the step-phase-based clip segmentation and foot contact annotation. This is the only partially manual processing necessary. Continuous animation is synthesized by the same process that aligns the pivot foot
and blends the clips. Lo and Zwicker [39] extended the model by weighted interpolation on the motion clips, which enabled a wider variety of animation and more precise
controls with a significantly reduced amount of data. We further extend the model by introducing another parameterization method by transformation. While the interpolated clips
produce novel motions by interpolating motion data, our transformation methods directly
alter the joint configurations to create new motion. We employ computationally inexpensive methods that can be used in real-time synthesis, such as directly modifying the root’s
translation, orientation, or clip length. By continuously increasing the modification amount
through time, we can alter the clips to turn different angles, climb steps of various heights,
or change step lengths and timing.

Transformation has advantages over interpolation. First, it does not require creating clusters
for similar motion clips which can be tedious manually, and error-prone through automated
methods. Second, transformation is better for precise controls over multiple parameters. A
clip can be transformed to satisfy many simultaneous desired changes such as step length,
height, direction, and timing. Constructing interpolated clips that represent such parameters requires exponential number of clip examples. Moreover, finding the blending weights
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that satisfy every simultaneous constraint is even challenging and often not possible. Another advantage is the predictability of transformation. The result of transformation can be
known with minimal prediction operations without actual transformation or interpolation
operations. This speeds up the decision processes described in Section 3.5.

Unfortunately, the transformation may violate physical properties and create unrealistic animation. Methods that produce physically correct motions through a full-body simulation
and extensive optimizations [38] are infeasible for interactive applications. Instead, we sacrifice physical correctness for efficiency by using simple transformations. However, such
transformations are far more likely to introduce unpleasant distortions as the amount of
warping increases and moves away from the original motion. The key idea is that reinforcement learning can be applied to intelligently adjust the degree of transformation in
order to achieve both runtime efficiency and motion quality.

The motion model synthesizes continuous animation by concatenating clips in succession
as in Treuille et al. [56]. The necessary constraint frames information can be recomputed in
any instances of parametrized clips by interpolating the constraint frame poses or applying
transformation on the pose. We can handle foot-skating artifacts using a stock IK solver,
although parameterized locomotion clips produce little foot-skating artifacts after blending.

A parameterized clip is specified by the clip data C and the clip parameters θP . For an
interpolated clip, C is a cluster of clips, and θP are the blending weights. For a transformed
clip, C is a single motion clip, and θP encode the transformation parameters.
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3.5

Control Formulation for Parameterized Data

We use a modified version of the reinforcement learning (RL) formulation in Treuille et al
[56] and Lo and Zwicker [39]. The learning algorithms construct intelligent mechanisms
that synthesize real-time animation for interactive user controls. Specifically, the mechanism makes decisions on which sequence of clips to concatenate, to produce a natural
and effective long term behavior. In this section we describe the components of the RL
formulation.
A state contains all the necessary information to make the decisions. With non-parametric
clips, states are defined as
s = (C, θT )

(3.12)

of the clip C, and the current task parameters θT that are unique to each task definition.
The θT are defined to be at the center of the clip (Figure 3.5(a)). With parameterized clips,
this definition is insufficient, because the clip parameters θP alter both the produced motion
and θT (Figure 3.5(b)). In other words, each variation C 0 = W (C, θP ) by a transformation
W acts as a distinct non-parametric clip. This means we need the clip parameters θP in the
state definition,
s = (C, θP , θT ).

(3.13)

Unfortunately, reinforcement learning tasks become exponentially harder as the number
of state parameters increases [8]. Lo and Zwicker [39] omitted θP in the state definition
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by crafting interpolated clusters with very similar motion clips. However, the errors are
still present, and many clusters are required because each represented a relatively small
variation of motion.

θT

(a)

θP
θT'

θP
θT"

(b)

(c)

Figure 3.5: Parameterization by transformation. (a) The original clip C. (b) The clip
C transformed by parameters θP . (c) The clip C transformed by parameters θP with transformation acceleration. In all figures, the solid line represents the original motion and the
dotted line represents the modified motion.

Parameterization by transformation allows an optional solution we call transformation acceleration, which accelerates the transformation to complete within the first segment (Figure 3.5(c)) instead of spanning over the entire clip (Figure 3.5(b)). The key observation
is that the next clip sees only the second segment of the current transformed clip. If the
second segment of the clip remains unmodified, the next decision can be made as if the
entire clip was unmodified. Since θP in Equation (3.13) captures the modification of the
clip data C, it can be ignored safely. Notice the task parameters θT00 are still affected by θP ,
but the original state definition already includes them.
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Note that the acceleration is optional. In cases where transformations need to span both
segments such as waving hands, the full state representation in Equation (3.12) can be
used. Also, states represented in Equation (3.12) and Equation (3.13) can coexist, allowing
us to use the correct representation when necessary, while using reduced state whenever
possible.
An action represents a decision on the next motion, such as turning, changing speeds, or
climbing stairs. With non-parametric clips, the action is simply the choice of the next
clip. In the parametric case, an action is a pair a = (C, θP ) because both the clip and its
parameters determine the resulting motion. The transition function f determines the next
state s0 from a state s and an action a: s0 = f (s, a).
A policy Π is an automatic mechanism that determines the action for any state, as in Π(s) =
(C, θP ). Since this is what a controller is, we use the terms “controller” and “policy”
interchangeably.
The goal of the RL framework is to construct controllers that achieve pre-defined tasks, as
described by the reward function, R(s, a). The learning algorithm finds the optimal policy
Π∗ that maximizes a discounted long term reward on every state s = s0 :
Π∗ = argmaxΠ

X

αt R(st , Π(st ))

(3.14)

t

for st+1 = f (st , Π(st )), the discount factor α ∈ [0, 1), and
Π(s) = argmaxa (R(s, a) + αV Π (f (s, a)))

(3.15)
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where the value function V Π of a policy Π is defined as
V Π (s) =

X

αt R(st , Π(st ))

(3.16)

t

= R(s, Π(s)) + αV Π (f (s, Π(s))).

(3.17)

For continuous state parameters in θT , the value function is approximated with a linear
combination of basis functions Φ = {φi }. Letting V Π (s) ≈ Φ(s)w, we can rewrite Equation (3.17) as,
Φ(s)w = R(s, Π(s)) + αΦ(s0 )w.

(3.18)

We use the least squares policy iteration (LSPI) [29] to solve for w:
min |[Φ(s) − αΦ(s0 )]w − R(s, Π(s))|, ∀s.
w

(3.19)

We measure the performance Q of a controller by how well it achieves the long term reward:
Q(Π) =

XX
s0 ∈D

αt R(st , Π(st ))

(3.20)

t

where the initial state distribution D can be chosen by the user. The distribution D can
span every state, or be restricted to interested regions. For example, when constructing a
controller to go through revolving doors, we can specify D to be the states before the doors.
3.6

Results

To produce our results, we learned four controllers (Section 3.2) to which we give the following symbolic names: navigation (N), spinning navigation (SN), fixed obstacle avoidance
(FOA), and moving obstacle avoidance (MOA).
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Task

Active State Variables

Cost Terms

Continuous Basis F

Switchable

Separable

Dependent

γx

γO

γΨ

γρ

γτ

γω

N

Ĝ

τ̂

C, x, θ

•

-

•

•

•

-

P2 (x)P2 (θ)

SN

-

-

C, θ

-

-

•

•

-

•

P2 (θ)

FOA

-

x + xO

C, xO , zO , θ

•

•

•

•

-

-

P4 (xO )P2 (zO ) ∪ G0,- 3 ,4 (xO )G

MOA

-

x˙O , z˙O

C, xO , zO , θ

-

•

•

•

-

-

P2 (θ) ∪ G-2,2,5 (xO )G-2,2,5 (zO )P

2

Table 3.1: Tasks. Columns 2-4: Active state variables. Columns 5-10: Nonzero cost terms
are indicated by bullets. Column 11: Continuous basis functions. (See Section 3.6.)

Table 3.1 summarizes the controllers. Columns 2-4 indicate the active variables for each
task. Variables that are neither switchable nor separable are dependent and must be coupled during value function optimization. Note that for FOA, the distance between the the
obstacle and the desired motion line x + xO is fixed. Therefore, we treat this expression
as separable. For moving obstacles, this expression is not fixed and cannot be treated as
separable. In fact, to save memory in MOA, we ignore deviation from the desired path and
measure only the character’s angular direction.

The current clip C is both discrete and dependent. Therefore, we tabulate the value function
along this dimension, but optimize for all clips at once. For our results we used 384 clips,
manually partitioned into gaits by speed: 18 standing clips, 87 slow walks, 124 normal
walks, 65 fast walks, and 90 runs. In practice, we allowed adjacent gaits to share some
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Figure 3.6: Moving obstacle avoidance. Moving obstacle avoidance allows us to model
short-horizon crowd dynamics. Each character who is viewed as an obstacle by another is
marked by a cylinder. Thus, characters automatically avoid one another.

clips, smoothing gait transitions. The navigation (N) task used all these clips, SN used a
subset of only 60 walking clips, while FOA and MOA used a set of 18 walking clips.
The rest of the dependent dimensions are continuous and we learn continuous functions
along these dimensions drawn from one of two families. The first is the polynomials:


PN (x) ≡ f (x) = xk k = 0, . . . , N .

The second is a family of N Gaussian bumps evenly spaced along the interval [a, b]:
n
−(x−x̄)2
Ga,b,N (x) ≡ f (x) = e σ2

x̄ = a + i

o
b−a
, i = 0, . . . , N − 1 ,
N −1

where σ 2 = 2 throughout this paper. Multivariate families of functions are defined through
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outer products. For example, we denote:

Q(x)R(y) ≡ f (x, y) = q(x)r(y) q ∈ Q, r ∈ R .

The bases for each task are shown in the last column of Table 3.1. In FOA for example,
we used the basis P4 (xO )P2 (zO ) of polynomials (Figure 3.7, (1)-(15)) for general control,
and added a set of Gaussian bases G0,- 3 ,4 (xO )Gx+xO ,x+xO ,1 (zO ) (Figure 3.7, (16)-(18)) to
2

improve the resolution of the value function in the crucial region around the obstacle.
All optimizations were performed with samples uniformly covering each dimension, with
between 5 and 8 samples per dimension. For cyclic dimensions, samples divide up the interval [-π, π), while along linear dimensions samples cover a 4 meter interval about the origin.
Our sampling is therefore much higher resolution than the value function bases. In fact, we
found we could delete up to 50% of the samples at random without appreciable detriment
to the controller. Because of our low-dimensional value function representation, learning
the controllers was relatively quick: our 2D navigational controllers with several hundred
clips never took longer than 45 minutes nor more than 2GB of memory to learn. Our more
complicated obstacle avoidance controllers never took longer than one hour to learn, and
also required about 2GB of memory. Precomputation time is measured as the longest single
process runtime when parallelizing along separable and switchable dimensions.
Our runtime controller requires 0.101 ms to choose state transitions and can blend poses at
0.04 ms per frame (not including rendering) on a Dual Core 3.5 GHz Intel Xeon processor.
Because of our compact basis representation, the runtime memory costs of our method
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are low. Navigational controllers require less than 13KB of memory while our avoidance
controllers require less than 18KB with double precision floating point numbers. In fact,
these numbers were dwarfed by the cost of storing the motion clips, which is 23MB for our
navigational controller and 1.1MB for our avoidance controller. Note that these costs are
amortized across all characters. The per-character memory footprint can be measured in
bytes.
Examples of our controllers can be seen in the accompanying video. Compared to greedy
methods, our planning algorithm produces better motion with sharper turns, an effect shown
in the video and demonstrated numerically in Figure 3.4. Surprisingly few bases are required to capture these results. We varied the polynomial degree along the θ axis for a
simple navigational controller and compared the value at sample points to the 10th-degree
approximation. While quadratic polynomials are about 11% different from the 10th-degree
value, they nonetheless produce motion visually indistinguishable in quality to higher degrees. Our results also demonstrate successful avoidance of fixed and moving obstacles.
The latter allows us to create simple crowd simulations. Specifically, each character fits
a moving obstacle model to all neighbors within a threshold distance. The highest value
neighbor is then treated as a moving obstacle. This avoidance approach is heuristic and can
fail in situations with too many neighbors. However, we found it worked well at medium
densities.
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Figure 3.7: Bases functions for fixed obstacle avoidance. (1)-(15) are the polynomial
bases for fixed obstacle avoidance (FOA). (16)-(18) are three of the four Gaussian bases.
All bases are shown as slices through the xO -z
VO plane, holding θ, C, and x + xO constant.

u
v

Figure 3.8: Value function for fixed obstacle avoidance. Our method solves for the linear
combination of the basis functions.
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Figure 3.9: Value function convergence. This graph varies the degree d of the root orientation polynomial Pd (θ) for a simple navigational controller. Errors are measured relative
to the 10th-degree approximation as the sum of squared differences over a set of samples
along the θ axis.
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Chapter 4
MOTION SELECTION AND BASIS REFINEMENT
4.1

Motivation

Parametric motion clips can synthesize a wide variety of novel motions with significantly
less data. The reduced data requirement translates to tangible savings in storage because
a clip typically needs more storage than other components do such as value functions.
The growing demand for a richer set of character behavior controllers with better runtime
performance, especially on mobile gaming platforms, further motivates storage savings.
Unfortunately, it is unclear how to find a compact set of data, or clips in our setup, that
produces a well-performing controller for an arbitrary task. Experienced designers usually
rely on their intuition to identify relevant motion data for the character’s given task. However, it is becoming less practical to use human intuition on the growing amount of motion
data and even larger number of parametric transitions. This is a significant bottleneck to
the content creation pipeline when each new behavior or task definition requires the entire
selection process to be redone.
Systematically selecting the right set of clips is a challenging problem. In a typical motion
database, there are numerous versions of similar motions, yet we have found that visually
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similar clips can have drastically different effects on the controller. Omission of key clips
noticeably degrades the perceived intelligence and realism, so we have to judiciously pick
the right clip even among the similar clips. Naively searching over all possible combinations of clips is impractical even with a modest-sized motion clip database.
In this section, we present a method to automatically identify compact sets of clips that
produce high performance controllers. In order to cope with the exponential search space,
we employ an iterative search process. At each iteration, we score every candidate clip
according to how much it benefits the controller, and pick the one with the most desirable
effects.
4.2

Motion Selection Criteria

We need a clip selection criteria to measure the benefit of using a particular clip for a
controller. Since an optimal controller by definition more frequently utilizes clips that are
beneficial to achieving the task, the controller’s usage preference gives a good insight of
which clips are considered more useful by the controller.
The concept of influence captures such usage preferences [46]. The influence I of a state s0
under a policy Π is,
I(s0 ) = 1s0 ∈D +

X

αI(s)

(4.1)

s∈B(s0 )

where B(s0 ) = {s|f (s, Π(s)) = s0 } and D is a user-specified initial state distribution.
Informally, the influence of a state s0 measures how many other states s eventually transition
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to s0 under policy Π. A policy change at the state s0 recursively influences the policy at
every preceding state s, hence the term. The discount factor α ensures the immediate states
have more impact on the influence than the distant states in a transition chain. We set D to
match the D in the performance metric in Equation (3.20) so that we get the influence on
the user-interested states in D. Intuitively, a clip becomes influential when the controller
decides to use the clip more than others: An influential clip is a useful clip.
On the other hand, not all useful clips are influential. For example, in a directional controller, straight clips are more influential than turning clips because the controller only uses
the turning clips in a couple of steps to converge to the desired direction of movement, after
which only the straight clips are used. However, the lack of responsive turning ability will
significantly decrease the quality of motion and perceived naturalness. That means we need
to consider the actual performance contribution of each clip to the controller.
The marginal value contribution of a clip C to a state s is defined,
∆VC (s) = VC+ (s) − VC− (s)

(4.2)

where VC+ (s) is the value of state s when C is included in the controller, and VC− (s) is the
value when C is not included.
The marginal value contribution alone as a selection criteria is also insufficient. If the clip
brings drastic improvements to states that are almost never visited by the controller, such
contribution will do little to enhance overall controller performance. Therefore, the most
beneficial clips have high value contribution on the controller’s influential states. This leads
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to a combined scoring metric,

M (C) =

X

I(s) · ∆VC (s).

(4.3)

s

Notice the term I(s) · ∆VC (s) approximates the actual change of performance in the controller, because the improvement of value predicted by ∆VC (s) propagates exactly the
amount of I(s) in sum to the states that lead to s.
See Appendix XXXXXXX for how Equation (4.3) and Equation (3.20) are related under
some assumptions.

4.3

Motion Selection Process

We formulate the motion selection process as an iterative clip addition process, where we
start with a single clip then successively include more clips until we reach the desired clip
size or controller performance. At each iteration, we need to evaluate a candidate clip C
for its additional benefit to the controller. Since C ∈
/ C, we have VC− (s) = V (s). VC+ is
the better of the current value and the value induced by taking the optimal action aC+ that
uses C,

VC+ (s) = max(V (s), R(s, aC+ ) + αVp (f (s, aC+ ))

(4.4)

where Vp is a predicted value for the new state containing C, approximated by taking the
better of the values induced by taking the optimal action into C and the optimal action containing C again. This approximation correctly predicts the actual change of performance
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Algorithm 1 Motion Selection Process
Input: The reward function R, the initial clip C.
C ← {C}
repeat
Construct Π from R and the current C.
Update influence I for Π.
C ∗ ← argmaxC ∈C
/ M (C).
C ← C ∪ {C ∗ }.
until desired |C| and Q(Π) trade-off is achieved.

with correlation coefficients ranging from 0.77 to 0.91. The initial clip can be chosen to
be one that produces the best controller with a single clip, but in our experience the choice
makes little impact on the final convergence.

A major advantage of this approach is the computational feasibility. The evaluation of the
score metric is more efficient than the full value function construction especially for larger
clip sets. For a candidate set of size C and a target number of clips N , our method requires
the fast score evaluation CN times and the slow value function construction N times. This
means our method scales well with respect to both C and N . On the other hand, a brute
force search requires

C
N



number of the expensive value function construction.

As an iterative process, our formulation lacks any optimality guarantee. A smaller set
of clips could achieve better performance, or the selection process could potentially fail
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completely when a task requires long elaborate sequences of motion clips. The influencebased scoring metrics implicitly assumes a static current policy, even though the optimal
policy could be substantially different after an addition. Nevertheless, our evaluations show
a remarkable convergence to the global optimum after just a few iterations.
Alternatively, we can start with all candidate clips included, then iteratively remove the
least scoring clips. We can set for a clip C,

VC− (s) =





R(s, aC− ) + αV (f (s, aC− )), if Π(s) contains C



V (s),

(4.5)

otherwise

for the optimal action aC− not containing C. However, this method is less viable because
it requires a huge initial value function with all the clips. Also the selection process needs
much more iterations because typically a fraction of candidate clips performs almost as
well as the entire set.

4.4

Applying Motion Selection in Larger Contexts

The motion clip selection extends beyond single controller cases. It is possible to formulate
similar selection methods for a group of controllers to improve collective performance.

Controllers with Separable Parameters.

For some tasks, the task parameters θT contain

s
separable parameters θT
. Treuille et al. [56] shows that partial policies Πi using specific
s
settings of θT
can be separately constructed and then combined to form the full policy that
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covers the entire parameter space. The separated partial policies are much easier to construct, so we can build higher dimensional controllers using the partial policies as building
blocks.
We are interested in the motion selection process that benefits the full policy Π. Since the
reward functions are identical in every Πi , the scores M Πi are directly comparable. Also
we maintain the identical set of clips in all Πi through the selection process. Therefore we
can define the aggregate scoring metric to be the sum of the scores of individual partial
policies.

Magg (C) =

X
Πi

M Πi (C) =

XX
Πi

I(s) · ∆VCΠi (s)

(4.6)

s

Transitions for Switching Controllers. Switching is also possible between any controllers with different set of clips, because the optimal action depends only on the next controller’s reward and value functions (see Equation Equation (3.15)) and the motion model
admits valid transition between any clips [56]. This means we can add new controllers
to the framework with no modification to existing controllers. A rich library of modular
behaviors can be built by simply adding independently created controllers.
However, switching between controllers does not always produce visually natural transitions. For example, a walking controller and a running controller with no clips for speed
adjustments would produce abrupt unnatural speed changes while switching. The compact
controllers with small specialized sets of clips from the selection process only exacerbate
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the issue.

S1

T1'

S1

T'

T

S
T

(a)

T

S2

T2'

S2

T'

(b)

S3

(c)

Figure 4.1: Transition controllers. (a) A transition controller T 0 mediates switching from
S to T by finding better paths that lead to T . (b) Specialized transition controllers can be
built for each switching scenario. (c) A single transition controller can be optimized for
multiple transition scenarios simultaneously.

We can apply the clip selection process to find natural transitional clips for switching. In
order to keep the existing source and target controllers unmodified, we introduce a transitional controller that incorporates the newly selected clips into the switching process,
as described in Figure 4.1(a). When switching from the source controller S to the target
controller T , the transitional controller T 0 provides an alternate transition route using the
transitional clips not included in T . We construct T 0 with the reward function of T , so the
alternate route is an optimal path for the target task. Also by fixing the value function of T
during construction of T 0 the policy T can remain unmodified.
We define the scoring metric to measure the benefit of a given clip to the entire switching
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process using the transitional controller.
Mtran (C) =

X

0

T
T
(s) − VC−
(s))
I S (s) · (VC+

(4.7)

s∈DS

for the source controller’s state distribution DS , the source controller’s influence I S , the
0

T
T
predicted value VC+
of the transition controller, and the value function VC−
= V T of the

target controller.
A transition controller is built for each controller pair, therefore can be highly specialized
and modular (See Figure 4.1(b)). Alternatively, the selection metric can consider clips that
benefits all switching transitions by summing every transition’s score (See Figure 4.1(c)).
This can further reduce the overall number of clips at the cost of specialization of each
transitional controller.
The automation of transitional controller synthesis enables a designer to concentrate on
crafting novel individual controllers without concerns for connections with existing controllers.
4.5

Basis Refinement for Compact Value Functions

A controller’s ability to make optimal decisions relies directly on the correctness of the
value functions, which are in turn approximated by a set of basis functions. Therefore the
basis functions must have enough representational power to approximate the value functions especially for complex tasks that have complicated value functions. Each value function has a different set of basis functions that can approximate it well. Naively using all
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possible basis functions is clearly infeasible.
A common approach is to adapt a set of basis functions until they provide enough representational power. Munos and Moore [46] identified and iteratively improved regions where
basis functions need more power. This refinement process effectively produced solutions
for high dimensional problems. In this section we present the refinement process and how
we incorporate it in our setup.
We need basis functions that allow high degree of localized modifications for the refinement
process. To that end, we employ piecewise constant basis functions Φ that are a collection
of functions φBi = 1s∈Bi for a boxed region l ≤ Bi < u for various l, u. The supports
Bi are mutually exclusive and exhaustive in the parameter space. Each boxed region, or a
cell, can be split to locally increase the resolution of the piecewise constant basis functions
and provide additional representational power. Figure 4.5 shows a splitting example. From
now on, we simply denote φi = φBi .
The approximation by basis functions inevitably produces inaccuracies called the Bellman
error,
e(s) = [R(s, Π(s)) + αV (s0 )] − V (s)

(4.8)

which is the disagreement between the approximated value at the current state and the
one-step look ahead value. An important observation is that the Bellman error should
be zero everywhere for a correct value function (see Equation Equation (3.17)). In fact,
nonexistence of the Bellman error is a sufficient condition for obtaining the optimal value
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function [8]. To identify the regions with policy degradation due to Bellman error, Munos
and Moore [46] introduce the concept of variance σ 2 ,
σ 2 (s) = α2 σ 2 (s0 ) + e2 (s)

(4.9)

for s0 = f (s, Π(s)). In essence, the variance measures an aggregate approximation error
including the state’s own Bellman error as well as the discounted approximation error propagated from the future states. Since the errors lead the current state to suboptimal actions,
states with high variance are good candidates for the refinement effort. The influence is useful for measuring the scope that the state’s error potentially propagates to. The combined
scoring metric

M (φi ) =

X

φi (s)I(s)σ(s)

(4.10)

s

therefore identifies the cells that cause large overall propagated errors in the entire value
function.

4.6

Results

We demonstrate the effectiveness of our methods creating compact controllers on several
locomotion tasks. We captured the motion data by freely performing given locomotion
tasks without specific instructions other than to try various turns and speeds at will. The
motion data is captured at 120Hz using a Vicon system. Each clip is about 70 to 120 frames
long, and takes about 60KB of storage.
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For motion selection experiments, we arbitrarily picked the set of candidate clips using
rough tags such as ’walk straight’, ’sharp turn’, or ’ascend stairs’. We limited the size
of the candidate set to 100 to make the comparison with human manual selection process
feasible in a reasonable amount of time. We note that the motion selection scales well
(linearly) with the number of clips, so we can easily use our entire database of more than
3000 clips.

4.6.1

Motion Selection for Single Compact Controller

Parameterization by transformation provides variations to example motions so we can create a walking controller with a single clip. However, the resulting animation has lower
quality due to large amount of transformation. On the other hand, a walking controller
using 88 clips produced natural and responsive animation.
We used the motion selection process to find a set of only 5 clips that produce visually
indistinguishable animation with the 88-clip controller. The value function was stored in
less than 1KB.

4.6.2

Motion Selection for Separable Controllers

We applied the motion selection on a stairs navigation controller. We captured the motion
data for this example on multiple set of stairs with varying heights. The motion capture
subject freely walked around for some time. Parameterization by transformation enables
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navigation on stairs with different tread heights and widths.
The task parameters are defined as θT = (θc , θd , ds , ws , hs ) where θc is the orientation of
the character, θd is the desired direction of movement, ds is the distance from the next
tread, ws is the width of a tread, and hs is the relative height of the next tread (Figure
4.2). Notice that θd , ws and hs are separable parameters. The clip transformation has three
parameters θP = (τ, µ, h) where τ ∈ (−0.2π, 0.2π) is the amount of directional change
and µ ∈ (0.8, 1.2) is the ratio of adjusted step length with respect to original motion clip.
The step height adjustment h is determined by the next step location. The reward function
is defined as,
R = Ψ − ωd |ρ − θd | − ωF F

(4.11)

where Ψ is the naturalness of the transition, θd is the desired direction, ρ is the actual movement direction, F is the foot collision penalty, and ωd and ωF are weighting coefficients.
We applied the motion selection algorithm on the 8 partial controllers with separable parameter θd spanning [−π, π), with ws and hs fixed. The performance improvement after each
iteration is plotted in Figure 4.2. The improvement occurs early in the first few iterations of
motion selection and quickly approaches the global optimum performance produced with
all 100 candidate clips. We set D for the performance measure to be the entire state space.
For comparison, we asked an animation researcher to select a set of clips from the candidates. In Figure 4.2, M4 and M12 represent the best performance achieved by the researcher
in 30 minutes using 4 clips and 12 clips respectively. We also ran a naive random search

θd
θc
ws

ds

Performance
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Figure 4.2: Left: Stairs Task Parameters. Right: Performance improvement by motion
selection.

over combinations of clips for the same amount of time with the selection method. R4
and R12 represent the best performance found by random trials using 4 clips and 12 clips
respectively.
The result shows our selection method outperforms both human and random selection by
producing a better controller with only 4 motions than the manual controller with three
times as many motion clips (R12). Random selection with limited time significantly underperforms both methods. We believe the manual motion selection on separable controllers
is difficult because one needs to consider possible benefits to every partial controller simultaneously.
We believe our method outperforms the manual selection because the manual process
involves inspecting an overwhelming number of possible parametric transitions between
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clips. In addition, it is difficult for humans to predict the overall contribution of a clip from
isolated inspections. Due to these difficulties, the users tend to lean towards simply picking
natural transitions in a few isolated cases.

4.6.3

Motion Selection for Transition Controllers

We applied our motion selection to generate transition controllers between controllers that
walk forward, walk backwards, jog and jump over ditches. Each controller is generated
through the motion selection algorithm. The walking and running controllers have the
reward function
R = Ψ − ωd |ρ − θd | − ωτ |τ − τd | − ωv |v − vd |

(4.12)

where τ , τd are actual and desired torso orientations, v, vd are actual and desired movement speed, and ωτ , ωv are coefficients. The jumping-over-ditch controller uses the reward
function
R = Ψ − ωd |ρ − θd | − ωJ J

(4.13)

for the desired direction θd fixed perpendicular to the ditch and the successful jump reward
J. The jumping controller initially contains four jumping clips only, so the transitional
controllers are crucial.
We construct transitional controllers for all possible 12 pairs of controllers. We used D to
be the entire state space except for the jumping controller where D is restricted to before
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Figure 4.3: (a)-(d) Performance improvements for each pair of controllers, relative to the
global optimum. Walking forward, walking backwards, jogging, and jumping-over-ditches
controllers are abbreviated to F, B, R, and J, respectively. (e) Comparison with manual
selection on the BJ transition controller.

the ditch. Figures 4.3(a)-(d) show their performance improvements relative to the global
optimum that uses all the given candidate motions. In general, our algorithm converges to
the global optimum very quickly. Figure 4.3(e) shows the performance improvement for
walking backwards to jumping controller transitions with our algorithm, compared with the
manually selected clips by a motion expert who spent approximately 8 hours to beat our
method. Our method significantly outperforms the manual selection: with only 2 clips, it
performs better than the best 11 manually picked clips.
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4.6.4

Basis Refinement

We applied the basis refinement method to create a controller that can navigate through a
checkerboard with varying tile sizes. The goal is to follow the desired direction, stepping
only on the white tiles. The task parameters are defined as θT = (θc , θd , ls , px , pz ) for the
orientation of the character θc , the desired direction θd , the length of the square ls , and the
relative position of the character to the checkerboard (px , pz ). Here θd and ls are separable
parameters. We use the same clip transformation as the stairs controllers, with the step
height change h fixed at 0. The reward function is defined

R = Ψ − ωd |ρ − θd | − ωT T

(4.14)

with the black tile step penalty T and coefficients ωd , ωT .
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Figure 4.4: Left: Checkerboard task Parameters. Right: Performance improvement by
basis refinement.
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Figure 4.4 shows the performance of our iterative basis refinement compared to the one
using uniform piecewise constant basis functions. Refined bases clearly produce better
policy than uniform bases: the performance with one million uniform bases is equivalent
to the one with our 0.13 million refined bases. Figure 4.5 shows the successive refinement
results.

(a)

(b)

(c)

(d)

Figure 4.5: Basis refinement iterations. The axes represent the orientation θd and the
relative position px , pz of the character. (a) Before refinement. (b) Iteration 1. (c) Iteration
2. (d) Iteration 6.

Our octree keeps the parent, children and its value in each cell. The revolving door example
used up to 1 million cells, or 6MB.

4.6.5

Combination

The motion selection and the basis refinement methods can be combined to create a highly
complex controller that can navigate through a set of revolving doors spinning at constant
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velocity. The task parameters θT = (θr , dr , θc , tr , wr , sd , nd ) include the direction θr and
the distance dr from the door , the relative character orientation θc , the timing tr , the width
wr and the speed sd of the door, and the number of doors nd . Here wr , sd , nd are separable,
but θr , dr , θc , tr form a single high dimensional control problem. We use the same clip
transformation as the checkerboard controller. The reward function is defined as

R = Ψ + ωd |ρ − θd | + ωC C

(4.15)

where C(s, a) is the collision penalty for any body part against doors or walls, and ωd , ωC
are coefficients.
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Figure 4.6: (a) Revolving doors task parameters. (b) Performance improvement comparison by basis refinement. Our method outperforms uniform basis functions with significantly
fewer basis functions and computation time. In both graphs, we used the 7 motion clips that
our motion selection method produced.
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We started with a single-clip controller using coarse uniform piecewise constant bases, and
applied basis refinement algorithm and motion selection algorithm iteratively. We split
20% of the bases at each refinement step. On an Intel Xeon 2.33GHz machine with 8GB
RAM, creating a controller with seven clips from 63 candidates took about 11 hours in
our unoptimized C# implementation in the release mode. Motion selection, basis refinement, and value function construction took 79%, 8%, and 13% of the precomputation time,
respectively.

Figure 4.6(b) compares the performance of our refined bases and one of uniform piecewise constant bases given an identical set of motions. Refined bases require less storage
and computation time to achieve the same performance as that of the uniform piecewise
constant bases: the performance of 3.8M uniform bases is almost same as the one of 0.4M
refined bases, while the computation time of the former takes about 15 times more than the
latter does.

We expedited the computation by caching. Because the basis refinement keeps a huge
portion of the bases from the last step, it can reuse previously computed transitions and
rewards. In Figure 4.6(b), it takes about 70 minutes to compute a value function with a
million bases with eight refinement processes, while it takes about 50 minutes to compute
a value function with 1.2 million uniform bases. Considering that the former constructed
nine value functions, it is a significant increase in speed.
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4.7

Discussions

A major limitation of our motion selection is the lack of theoretical guarantee of optimality.
Each selection iteration greedily picks the single best contributing clip, instead of considering collaborative effect of several new clips. Thus it can fail to identify a long specific
sequence of clips typically required for more deliberate tasks. Still, for locomotion tasks in
our experiments we obtained a consistent convergence to the global optimum.
Another limitation is that our selection process cannot synthesize novel clips to use. Instead, the algorithm does its best with the existing clips. If no improvement is possible
with existing clips, the user has to provide more relevant data. It will be very interesting to
start from only a description of the task and progressively build the most effective motion
repertoire.
The basis refinement depends on an octree-based representation that requires exponential storage space. This is currently the fundamental limiting factor on the complexity of
achievable tasks. A storage-efficient spatial partitioning structure, such as linkless octrees
[12] can be beneficial in the near term. In the long term, more effective methods to model
high dimensional decision processes will enable more delicate and complex behaviors.

63

Chapter 5
MOTION FIELDS FOR ENHANCED INTERACTION
5.1

Basic Concepts

Our approach to character animation is motivated by the desire to represent the continuous space of natural human motions. Unfortunately it is infeasible to accurately model
the entire space with known methods. However, motion capture data gives us an easily
obtainable sampling of the space of natural human motions. So long as we remain in the
vicinity of this data, we can use it to locally approximate the space of natural motions. The
primary structure we locally estimate in this manner we term a motion field, defined to be
a mapping which associates a set of actions with each possible state of a character. We will
provide a more detailed explanation for how we represent and construct motion fields later
in section 5.2, but at a high level they are used to represent the set of possible single-frame
motions which a character can take from each possible state.
Before we give the details of our animation method, it is useful to have a high-level picture
of the entire process. We begin with a character defined as a kinematic tree and a set of
motion capture data for the character. We regard each pair of frames in the motion capture
data as giving a sample of a single action taken at each of a sequence of states. Given a
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query state (possibly not in the database) we use k-nearest neighbors to estimate the value
of the motion field at this state by combining the actions associated with nearby states in
the database. At runtime we generate actions by determining the value of the motion field
at each frame, selecting an action from this set, and moving the character according to this
action to reach the next frame. Since it is difficult to determine the best action to pick based
only on local information, we solve an optimal control problem which allows us to select
actions in light of their long-term expected behavior. We will now give more detail on how
each of these steps is performed.

preliminary definitions A pose x = (xroot , x0 , x1 , . . . , xn ) consists of a 3d root position
vector xroot , root orientation quaternion x0 and joint orientation quaternions x1 , . . . xn . The
root point is located at the pelvis. A velocity v = (vroot , v0 , v1 , . . . , vn ) consists of a 3d root
displacement vector vroot , root displacement quaternion v0 , and joint displacement quaternions v1 , . . . , vn , all found via finite differences. Given two poses x and x0 , and abusing
notation, we can compute their difference and treat it as a velocity:

0

v =x −x=



x0root

x0n
x00 x01
− xroot , , , . . . ,
x0 x1
xn



By inverting the above computation and using the same notation, we can add a velocity v to
a pose x to get a new displaced pose x0 = v + x. We can also interpolate multiple poses or
velocities using linear interpolation of vectors and unit quaternion interpolation[47], which
we also write with a sum. Which of these two sums is meant should be clear from context.
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Finally, we define a motion state m = (x, v) as a pose and a associated velocity, computed
from a pair of successive poses x and x0 with m = (x, v) = (x, x0 − x). The set of all
possible motion states forms a high dimensional continuous space, where every point represents the state of our character at a single instant in time. A path or trajectory through
this space represents a continuous motion of our character. When discussing dynamic systems, this space is usually called the phase space. However, because our motion synthesis
is kinematic, we use the phrase motion space instead to avoid confusion.

neighborhoods In order to define the set of actions the character can take at each motion
state m (i.e. the motion field) we consider the actions taken at the motion states in the
database which are similar to m. We call the set consisting of the motion states in the
database which are similar to m the neighborhood of m and denote it with N (m).
Given a motion state m, we construct N (m) using a k-nearest neighbor lookup into the
set of motion states in the database M . Provided we have a distance metric on our motion
space, this is straightforward [44]. We use the following expression for our distance metric
(technically a pseudometric):
v
u
u
u
u
u
u
u
u
0
d(m, m ) = u
u
u
u
u
t Pn

i=1

0
wroot ||vroot − vroot
||2 +

w0 ||f (v0 ) − f (v00 )||2 +
Pn

i=1

wi ||xi −

x0i ||2

(5.1)

+

wi ||(vi + xi ) − (vi0 + x0i )||2 +

where the weights wroot , w0 , w1 , . . . , wn are tunable parameters and f (q) is the quaternion
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corresponding to q, but with the planar yaw rotation factored out. In our experiments, we
set wi as bone lengths of the body at the joint i in meters, wroot and w0 are set to 0.5. Note
that since our metric is Euclidean, the differences here inside the norms are quaternion subtractions, and do not stand for division as in the aforementioned difference of poses. This
distance was chosen to (a) factor out any dependence on planar position and orientation
and (b) be a Euclidean distance to more easily interface with the k-nearest neighbor algorithm. In theory any distance may be used provided one has a nearest-neighbor library that
supports it.
Using this distance metric we find the neighborhood N (m) = {mi } of the character’s
current state m by querying for the k-nearest neighbors to m in the motion database M .
We then use N (m) to define the set of actions C(m) that the character can take at m. The
different ways of defining this set of actions from the set of neighbors each give different
ways of defining the motion field.
5.2

Motion Fields

At each motion state m, we represent the value of the motion field at m with a set of vectors
denoted C(m), each giving a convex set of weights over the elements in N (m). For each
c ∈ C(m), we define the action associated with c to be a velocity vector at m given by:
v0 =

X

ci vi , for (xi , vi ) ∈ N (m)

(5.2)

i

In order to ensure that our character doesn’t drift too far away from the states in the motion
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database, we also introduce a small drift correction coefficient β = 0.1 and accompanying term to drag the character from their current pose x towards the closest pose in their
neighborhood x̄:
v 00 = (1 − β)v 0 + β(x − x̄)

(5.3)

Finally, copying the interpolated velocity v 0 yields the next motion state used in the synthesis process:
I(x, v, c) = (x + v 00 , v 0 )

(5.4)

In general there are many ways of defining C(m), each giving rise to a different motion
field. We will discuss two possibilities in particular. First a trivial definition in which C(m)
always has only a single element. This is used in passive synthesis, and does not allow any
user control of the character. The more interesting and novel definition of a motion field
is one which allows controlled synthesis by letting C(m) have more than one element. We
will discuss this latter possibility in section 5.3.

passive synthesis

Passive synthesis is provided by motion fields which only define a

single action at each state: i.e. where CP (m) = {cm }. We define the weight vector cm
associated with this action at m as [c0 , . . . , ck ] by using the distances to the k neighbors in
N (m) so that

ci =

1
1
η d(m, mi )2

(5.5)
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A

B

C

weight:
Figure 5.1: Passive Synthesis. (A) Given current motion through the motion field, (B)
we identify the neighbors of the motion state, (C) then integrate a weighted blend of the
neighbors’ velocities to obtain the next motion state.

where m0i is the ith element in N (m) and η =

1
i d(m,mi )2

P

is a normalization factor to

ensure the weights sum to 1. We call this particular choice of weights, the passive weights.

This formulation of a motion field does not allow for user control and is roughly analogous
to previous nonparametric approaches to passive character animation [61]. The method
here primarily differs in that we preform all the calculations in the full-dimension space of
character poses and velocities, rather than projecting into a lower-dimensional subspace. A
more interesting and powerful definition for the motion field can be obtained by allowing
multiple actions at each state, as the multiple options for the action at each frame can now
be exploited to control the character in real time.
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Foot-skate cleanup The result of motion synthesis might contain foot-skating artifacts.
We remove this by applying inverse kinematics on the contact foot. To do this, we first
annotate foot contacts in the motion data. Then at runtime, we determine foot contact by
taking a weighted voting of the neighborhood motion states.

vcontact (m) =

X

ci vcontact (mi )

(5.6)

i

where ci are the passive weights associated with the neighbors of m (Equation (5.5)) and
vcontact (mi ) = 1 if in contact, and 0 otherwise for the pre-annotated neighbor motion states.
We say the foot at the novel state m is in contact with the ground if vcontact (m) ≥ 0.5. When
the foot finishes being in contact, we blend out of the inverse kinematics solution that holds
the foot in place during the contact phase, within 0.2 seconds.

5.3

Control

In this section we describe how we enable user control in the motion fields. The basic
element that allows us to control the outcome of motion synthesis is the blend weights ci
of the neighbor velocities in section 5.2. Changing weights alters the interpolated velocity,
and subsequently produces a different resulting motion as in Equation (5.4).
In order to express the user intent, we use reward functions. By rewarding more desirable
outcomes of the blend, we can influence the synthesis mechanism to produce a motion that
satisfies the user’s commands as well as possible. A reward function is defined as a function
R : S × A → R where S is a set of possible task states, and A is a set of actions. Here,

70

a task state s ∈ S is defined as a pair (m, θT ) of a motion state m and task parameters
θT , which represents the current configuration of the character with respect to the user’s
objectives. In general an action a ∈ A is any valid input to alter the motion synthesis in the
immediate next time step, but in our setup it corresponds to changing the blending weights
in section 5.2. See Section 5.5 for specific definition of the reward functions used in our
demos. By evaluating the desirability of a task state and the effectiveness of an action, the
reward function can communicate what the user wants the character to do.

A

B

weight:

weight:

Figure 5.2: Control using blend weights. Using optimal control to assign different weights
to the neighboring motion states, results in a different next state (dashed circle), and consequently a different motion flow. Examples A and B show a different weighting of the same
neighborhood, and the resulting different next state.
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5.3.1

Control by Reward

The goal of a control mechanism is then to find actions that maximize the reward. Given a
current task state s, an obvious approach is to find a greedy action ag :
ag = argmax R(s, a)

(5.7)

a

Unfortunately, greedy action is severely limited in motion fields because each action is
chosen based on its effect in the next 1/30 of a second. Even for a simple task of changing
directions, we need a much longer horizon to evaluate how well the turning was executed.
In other words, a greedy action based on a single step reward ignores all but a tiny portion
of the consequences, and completely fails to generate the correct behavior.
It is more meaningful to take an action that leads to a desirable behavior over a longer
period of time. A lookahead action aL considers the sum of reward in the subsequent task
states
"
aL = argmax R(s, a) + max
a

N
X

#
αt R(f (st , at ))

(5.8)

t=1

for s0 = s, a0 = a, a discount factor α ∈ [0, 1), and a transition function f that takes
the current task state and action to produce the next motion state (using Equation (5.4))
and updated the task variables for the next task state. Using a naive approach, however, the
lookahead action is very expensive to find. We have to search for nearest neighbors in every
transition evaluation. Coupled with high branching factors in choice of action at every step,
it quickly becomes infeasible even for a reasonably small N . This is ill suited to runtime
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applications.
In order to alleviate the runtime burden of finding an action which optimizes a long term
reward, we adopt methods from reinforcement learning. First, we define our long term
optimal action a∗ by taking N = ∞ in Equation (5.8):
"
a∗ = argmax R(s, a) + max
a

∞
X

#
αt R(f (st , at ))

(5.9)

t=1

Note that we can pre-compute the second term of Equation (5.9) in a value function V :

V (s) =

∞
X

αt R(st , a∗t )

(5.10)

t=0

for task states st and a discount factor α ∈ [0, 1). The a∗t denotes the optimal action taken
at state st . At runtime, the the optimal action is found by:

a∗ = argmax [R(st , a) + αV (st+1 )]

(5.11)

a

where st+1 = f (st , at ). This way, the the long term reward is considered, but we still only
need to calculate a single transition from current state. Here, the set of candidate actions
defined on a task state s = (m, θT ) is,

{λ(Cp (m), i)|0 ≤ i < k}

(5.12)

where λ(v, i) sets the ith element of the vector v to 1 and renormalizes v. In principle many
other choices for the set of actions would also be possible.
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A

B

C

next state?

value:

value:

Figure 5.3: Action search using a value function. At every state, we have several possible
actions (dashed lines) and their next states (dashed circles) (A). We use value functions of
all neighbors (black points where point size indicates the value) of all possible next states to
determine the interpolated values of the next states (B). This interpolation effectively forms
a neighborhood value function approximation (depicted by isocontours). The near-optimal
immediate action will be the one that leads to the next state with largest value (C).

5.3.2

Value Function Representation

While the value function is useful for efficient runtime control, it is very resource-intensive:
value functions are defined on all possible task states, so a value needs to be computed and
stored for any possible pair of motion states and continuous task parameters. This poses a
big challenge in constructing, representing and storing the value function.

Hat-basis for continuous parameters.

While there are many well-known ways to ap-

proximate continuous functions and reinforcement learning methods that work directly
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with approximated functions such as LSPI [29] or LP formulation [17], we chose value
iteration to calculate the value function because value iteration is more memory-efficient
than other formulations we know, and easily allows parallel distribution of the calculation
in a compute cluster. The value iteration algorithm involves updating local values during
the value function computation, so in order to accommodate highly local changes to the
function, we explicitly store values for a small subset of states, and calculate the values of
in-between states using weighted linear interpolation. The value of a task state s = (m, θT )
is calculated by

V (s) = V ((m, θT ))
=

X

(5.13)

ci · V ((ni , θT ))

(5.14)

Cp (s)

!
=

X
Cp (s)

ci ·

X

wi V ((ni , θTi ))

(5.15)

i

where θTi are the ‘sample’ task parameters with explicitly stored values, and wi are set to
the passive weights (Equation (5.5)) determined by the proximity of θT to θTi .

Temporal value function compression. The values of the continuous parameters can
be represented using interpolation on a small number of pre-computed values, but we still
need to define such a value function on every possible motion state. In other words, we
need store several floats for almost every frame in the motion data base, just to represent
a value function. This problem alone can render the entire motion fields framework itself
unusable because it becomes infeasible to maintain multiple value functions with different
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tasks, or create a value function with high dimensional task parameters.
In order to reduce the storage requirement, we avoid calculating value function for every
motion state with a method we call temporal value function compression. A key observation
is that the value functions of the consecutive motion states constructed from consecutive
poses in the underlying motion data are very similar. In other words, similarity in poses
likely means similarity in optimal action and consequences, and thus values.
We calculate and store the value functions for every N -th motion state in each motion
capture sequence, and linearly interpolate the values for motion states for ‘temporally inbetween’ motion states. For instance, we compute the value associated with the ith frame
in between two states at which the value is stored with
V (si ) =

i
N −i
· V (si0 ) +
· V (siN −1 m)
N
N

(5.16)

where si = (mi , θT ), si0 = (mi0 , θT )), siN −1 = (miN −1 , θT )) and mi is contained in the
interval of consecutive motion states [mi0 , . . . , miN −1 ]. This greatly reduces the storage
requirement as well as value function computation time for the value function.
5.4

Response to Perturbation

As mentioned in section 5.2, the space of motion states the character can occupy is identical
to the phase space of the character treated as a dynamic system. This identification allows
us to easily apply arbitrary physical or non-physical perturbations and adjustments. For
example, we can incorporate a dynamics engine or inverse kinematics. Furthermore, we do
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not have to rely on target poses or trajectory tracking in order to define a recovery motion.
Recovery occurs automatically and simultaneously with the perturbation as a by-product of
our motion synthesis and control algorithm.
To illustrate one possible way of integrating perturbations into our synthesis algorithm, we
describe a simple technique which provides pseudo-physical interaction with the ability
to apply forces to any part of the body. This approach blends the results obtained by a
physical simulator with the results of our motion synthesis technique. This blend occurs
over a window of k update steps, beginning when a set of forces is first applied. (We set
k = 20 i.e. 2/3 of a second in our implementation.) During this blending phase, we change
the formula in equation 5.4 for computing the character’s next motion state to:
ID (x, v, c) =

i
k−i
I(x, v, c) +
D(x, 0, i)
k
k

(5.17)

where D(x, 0, i) is the state after i steps of dynamic simulation starting at pose x with
initial velocity 0. I(x, v) can be used in conjunction with any other synthesis method, such
as passive synthesis (Equation (5.5)) or control driven synthesis (section 5.3).
In our implementation we use Open Dynamics Engine (ODE, [54]) to calculate D(x, 0, i).
At each of the next k frames after a force is applied we set the state of the character in
ODE to x with zero initial velocity. We then apply any perturbation forces and simulate
the resulting dynamics for i frames with gravity disabled. This setup (with zero initial
velocity and no gravity) has the useful property that in the absence of any perturbation
forces the character’s pose x goes unaltered. In order to better mimic the way in which an
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A

Figure 5.4: Responding to external perturbation. When external force (dashed vector) is
applied at state A causing a discontinuous change of behavior, the system can immediately
find a new path around the motion fields to naturally recover from the impact.

actual person would “tip” about their feet when pushed we also pin any contacting feet to
the ground with ball joints during this simulation. When a new force is applied during an
ongoing blend, we simply terminate the old blending process early and begin again with the
new force. As a result, velocities do not transfer correctly between multiple quick pushes.
However, in most cases this is not particularly visually apparent, even when multiple large
forces are applied in quick succession. Nevertheless, we believe that a more complete
integration of dynamics into our synthesis process is a useful avenue for future work, and
consider our particular implementation of dynamics primarily useful as an illustration of
how perturbations can be integrated into the synthesis process.
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5.5

Experiments

This section presents analysis on two important properties of the motion fields – agility in
responding to user directive changes and the ability to respond to dynamic perturbation.

5.5.1

Agile responses to user control

Experiment setup

The motion fields enables very agile responses to user directive changes by admitting action at every frame. To demonstrate this, we created value functions for two example tasks:
a direction following task that follows an arbitrary user-specified direction, and a line following task that stays on a straight line while moving along a direction. (See Figure 5.5).
The reward function for the direction task is defined as
Rdirection (s, a) = −|ρ(s, a)|

(5.18)

where ρ measures the relative travel direction with respect to the desired direction. The line
following task is defined by the reward function
Rline (s, a) = −ω0 |ρ(s, a)| − ω1 |dL |

(5.19)

where ωi are scalar weights.

Motion data setup

We have used 142 seconds of motion data that contains 121 seconds

of leisurely-paced locomotion and 21 seconds of quick responses to direction changes.
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dL
șc

(a) Direction

șc

(b) Line Following

Figure 5.5: Task Parameters. For the direction following task (a), the difference in angle
θc of the desired direction from the character facing direction is used. For the line following
task (b), distance to the desired line dL is also considered with θc .

We selected the source motion data with zero care except to roughly cover the space of
possible motion judging by the filenames. The only pre-processing done was foot contact
annotation.

Value function computation

We use value iteration to calculate the value function. For

the direction task, we uniformly sample 18 different θc to explicitly store their values. For
the line following task, we take a cross product sampling between 18 uniform θc samples
and 13 uniform dL samples spanning -2.0m to 2.0m. We set the discount factor α = 0.99.
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For each task, we also created ‘temporally compressed’ versions of the value functions,
where we set N = 1, 10, 20, 30 in Equation (5.16). By caching the candidate actions and
next task states, we can compute the value functions within 3 minutes. However, such
caching exceeded the 2GB limit of a 32-bit application on Windows while creating the
uncompressed value function for the line following task, and had to wait 3 hours to create
the value function. We believe distributing the value iteration updates over compute clusters
can easily address the computation time and memory burden we experienced.

Analysis

Control: greedy action vs optimal action

Greedy action completely fails to direct the

motion to user’s controls. For both tasks, the character appears to meander randomly. On
the other hand, the optimal action enables the character to reliably meet user’s changing
objectives.

Agility: graph-based control vs motion fields control In order to compare how quickly
the character can adjust to abruptly changing directives, we created a graph-based task controller [37] with the same set of underlying motion data and rewards. In order to maximize
agility, we allowed a wide range of up to ±45 degrees of directional warping on clips, and
gave minimal importance to the physicality cost. (See Lee et al. [37] for details.) Figure
5.6 shows typical responses to changing user directions. For both tasks, the motion fields
demonstrates much quicker convergence to new directives, as shown in the accompanying

Angular Deviation from Objective
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Graph Based
Motion Field

Time Elapsed
Figure 5.6: Response Time. Direction adjustment over time with three consecutive direction changes within 4.23 seconds. The motion field control adjusts in a significantly in a
significantly shorter time period than the graph-based control.

video. See Table 5.1 for numerical comparison of response times.

Agility: effect of value function compression

We also tested the effects of temporal

value function compression. We uniformly sampled user direction changes and simulated
responses using the compressed value functions. With increasing compression ratio, the
system achieved user controls reliably, but gradually lost agility in the initial response (See
Table 5.1).
A similar experiment is run using the line following task. We measured response time
from uniformly sampled user direction changes as well as line displacement changes. We
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Representation

Minimum

Average

Maximum

Graph-based

0.31

0.94

2.36

Motion Field

0.21

0.40

1.01

Motion Field ×10

0.21

0.49

1.23

Motion Field ×20

0.25

0.66

1.19

Motion Field ×30

0.38

0.78

1.93

Table 5.1: Response times in seconds for the direction following task until converging with
5 degrees of desired direction. Motion Field ×10 denotes ten-fold temporally compressed
value function on the motion field (N = 10). Motion Field ×20 and ×30 are defined
similarly. By this measure a motion field with a thirty-fold temporal compression has agility
similar to graph-based control, while even a twenty-fold compression is significantly more
responsive than the graph-based alternative.

measured the response time until the character converges within 5 degrees from the desired
direction and 0.1 meters from the desired tracking line. Similar loss of agility occurs (See
Table 5.2).

5.5.2

Perturbation

Using the algorithm described in section 5.4 we have integrated pseudo-physical interaction
into motion field based synthesis, both passive motion synthesis, as in equation 5.5 and with
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Representation

Minimum

Average

Maximum

Graph-based

0.47

1.30

2.19

Motion Field

0.30

0.57

1.26

Motion Field ×10

0.30

0.68

1.42

Motion Field ×20

0.42

0.91

2.51

Motion Field ×30

0.55

1.45

3.56

Table 5.2: Response times in seconds for the line following task until converging with 5
degrees of desired direction and 0.1 meters from the desired tracking line. In this twodimensional control example, the twenty-fold compression is still more responsive than the
graph-based control.

user-control as in section 5.3. We can apply forces to any part of the character. Furthermore,
since these perturbations immediately alter the underlying state in the motion field, the
character immediately reacts to disturbances in a natural way. For instance they will change
the direction they are walking when pushed in that direction. Even in cases where the
underlying motion capture does not contain any pushes, our technique still yields plausible
responses to disturbances. We tested the perturbations on the following four datasets:
1. 18 walks, including sideways, backwards, and a crouch.
2. dataset 1 plus 7 walking pushes and 7 standing pushes.
3. 5 walks, 6 arm pulls from standstill, 6 arm pulls while walking, 7 torso pushes from
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standstill, and 7 torso pushes while walking.
4. 14 walks and turns.
We find that our character responds realistically to small or moderate disturbances and
that such disturbances result in realistic looking motions which are not in the underlying
data. This effect is particularly evident in datasets 1 and 4 which only contain non-pushed
motion capture. If we include pushed data, as in datasets 2 and 3, then we achieve an even
wider variety of realistic responses. In all data sets forces applied to different parts of the
character’s body generally result in appropriate reactions from the character. This is true
even in the presence of user control.
We have, however, observed some cases where forces produced unrealistic motions. This
occurs when the character is pushed into a state which is sufficiently far from data resembling a reasonable response. This shortcoming can be alleviated by including more (or in
some cases, any) data for pushed motions. We suspect that choosing a different distance
metric (perhaps using techniques along the lines of [4]) or using a more dynamics-aware
integration method, would yield further improvements.

5.6

Discussions

Just as with any other data-driven method, the interactive character operates reasonably
only in parts of the continuous pose space where nearby data exists. So long as the character remains close to the data the synthesized motion appears very realistic. When the
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character is far from the data, realism of the motion declines. Although always limited
by the presence of data, we expect that the range of plausible motion can be extended by
switching from first-order to a second-order integration model. For example, because the
character is not subject to gravity forces, it may appear to float back towards known motions
after a strong perturbation into a dataless region of the motion space. A deeper integration
of dynamics would likely help solve this artifact.
We have successfully used our technique to generate controllers for two-dimensional nearoptimal control problems using a moderate-sized motion database. In order for this technique to scale to much larger sets of motion data and all possible tasks, the current time
and space performance of the algorithm needs to be improved. Our algorithm consumes
as much space as motion graphs to store the raw motion data, but we require more space
than graph-based methods to store the value function. Motion graphs only require the value
function to be stored at branch points [56], our approach requires it to be stored at a more
dense subset of the motion states. We discuss a compact representation in section 5.3.2. As
we have shown, our technique allows flexibility in choosing the compact subset. However,
as we represent the value function more and more coarsely the agility of our controller
decreases to that of graph-based approaches. Because the value functions for locomotion
tasks are generally smooth both in space and time, we expect that more advanced compression techniques can effectively enable motion flows on more complicated control tasks on
massive data sets. One particularly interesting possibility would be to apply a motion fieldbased analogue of [37] and adaptively choose the points at which to store motion states and
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value function samples so that the maximum compression is achieved with the a minimal
amount of change to the behavior.
At runtime, our algorithm consumes more time to compute motion updates than motion
graphs do. This extra cost is due to the k-nearest neighbors lookup and interpolation of
data from said neighbors. None the less, we have found that even with our unoptimized
implementation interactive motion synthesis runs at approximately 200 frames per second.
Further efficiency improvements—such as incremental nearest neighbor searches—are an
interesting avenue of research. This would allow for large crowds of characters to be animated as well as enable motion fields which have very large sets of actions at each state.
Ideally this set of actions could be made continuous and an action could be selected at
runtime by solving a nonlinear optimization problem.
One final current limitation of motion fields lies in the lack of well-understood tools to
analyze and edit them. This is in contrast to motion graphs, which can rely on an extremely
well-understood set of algorithms for manipulating graphs developed over many decades.
For instance, motion graphs are usually pruned to ensure that they are strongly connected;
starting from any state, a character can reach any other state. Although we have not found
this pruning to be necessary in our controllers, this is the sort of task for which we do not
yet have good tools in the context of motion fields. We think that the development of such
tools would be useful in authoring new controllers, and would potentially have applications
in areas outside that of character animation.
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Chapter 6
CONCLUSION

This paper presents a new control model for realtime character animation subject to high
dimensional, continuously changing user control. The underlying motion model enables
rapid transitions while enforcing foot-skate constraints for a wide class of motion. The
control mechanism chooses sequences of clips using a compact, continuous value function
representation that admits fast, near optimal control, even in high dimensional spaces.
Our solution by no means solves the fundamental problem of dimensionality in control.
However we show that by combining a number of different strategies, we mitigate this
problem. Foremost is our use of basis functions to represent the value space. This has
several advantages: the basis functions can correlate information between dimensions, reducing the pure dimensional explosion of sampling, while the wide support of each basis
function enables significant reduction in required samples. Also, parallelizing along constant dimensions allows us to further increase the dimensionality of our controllers. This
has allowed us to create complex high dimensional controllers in less than one hour of
optimization.
Our framework automatically produces near-optimal controllers given a set of objectives.
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There is no need to explicitly construct walk cycles or otherwise edit the underlying data.
Our system is able to blend through ground contact points, preventing foot-skate for singlestance motions in realtime without post-processing such as inverse kinematics. We show
that our technique is also expandable, in that we can construct a set of controllers separately for different tasks, then transition among these controllers near optimally, even when
they were learned on different underlying sets of motion. This greatly reduces the cost of
constructing complex controllers, as each individual task can be optimized separately before connecting the results together. Finally we demonstrate our technique for a number of
tasks including navigation with independent control over gait and torso orientation, as well
as 2D obstacle avoidance. The latter allows us to create crowd simulations in which each
character fits a local linear model to the movement of near characters and then avoids those
characters in realtime, all without explicitly defining collision avoidance strategies.
Secondly, this paper presents methods for constructing compact controllers with significantly reduced data requirement and improved performance. The motion selection algorithm can select a compact set of clips that produces high performance controllers. Our
method consistently outperforms expert manual selections and approaches a global optimum in just a few iterations. We extend the method to automatically create high quality
transition controllers. This enables creating a rich library of behaviors with completely
modular controllers as building blocks. The basis refinement method selectively enhances
the power of the value function near critical decision boundaries, while sparing resources in
less critical regions. The refinement can adapt very coarse initial basis functions to create

89

effective controllers for highly complex tasks. These methods enable a five-dimensional
(one discrete, four continuous) revolving doors controller which would be infeasible with
known alternatives.

Our selection and refinement methods apply naturally to our parametric motion model,
but also to any motion representation where a Markov decision process (MDP) can be
defined. For example, on the original motion graph, an MDP can be defined by states at
each branching point of the graph. The motion selection would be choosing which edge
to admit. Interpolated or parametrized motion graph structures are all similarly applicable.
Application on the modular dynamic step controllers [45] should be an interesting step
towards compactly representing a dynamic human motion mechanism.

We believe our work enables interesting applications. Automatic selection of clips and
bases brings the entire process of controller authoring closer to a level where novices can
author complex realistic controllers. Simply by choosing a few task objectives, one can
generate a specialized compact task controller and transition controllers to other existing
task controllers. Our hope is that game players and virtual world participants will be able
to author not just their appearance, but also their behaviors, and enable avatars to learn
new skills by extending the existing behaviors with new controllers that can deal with new
environments.

With the ability to create large interconnectable collection of controllers, we can envision
planning techniques with the controllers as the building blocks. This higher-level meta-
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controller finds an optimal sequence of controllers that achieves its high level objectives.
For example, when the character is thirsty, a standing up controller, a door opening controller, a walking down the stairs controller, and a drink from a water fountain controller
can be sequentially activated. A meta-controller can potentially plan very efficiently by
delegating the responsibilities for motion quality and local task achievement to specific
task controllers. This should enable the character to navigate complex scenes that are even
changing dynamically, with the same motion quality provided by the controllers. The motion selection can be extended as a controller selection method, where we pick essential
controllers for a meta-task.

Finally, this paper introduces a new representation for character motion and control that
allows realtime-controlled motion to flow through the continuous configuration space of
character poses. This flow can altered in response to realtime user-supplied tasks. Due to
its continuous nature, it addresses some of the key issues inherent to the discrete nature of
graph-like representations, including agility and responsiveness, the ability to start from an
arbitrary pose, and response to perturbations. Furthermore, the representation requires no
preprocessing of data or determining where to connect clips of captured data. This makes
our approach both flexible, easy to implement, and easy to use. We believe that structureless
techniques such as the one we propose will provide a valuable tool in enabling the highly
responsive and interactive characters required to create believable virtual characters.

Although the motion field representation can be used by itself, we think it can easily in-
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tegrate with graph-based approaches. Since motion fields make very few requirements of
their underlying data, they can directly augment graph-based representations. In this way,
one could reap the benefits of graphs (computational efficiency, ease of analysis, etc.) when
the motion can safely be restricted to lie on the graph, but retain the ability to handle cases
where the motion leaves the graph (for instance due to a perturbation), or when extreme
responsiveness is requried. Finally, we are interested in techniques to more deeply incorporate ideas from dynamics into the distance metric and integration process, creating
characters who behave in physically plausible ways, in a wide range of situations, using
relatively little underlying data.
More generally, we feel that motion fields provide a valuable starting point for motion representations which wish to move beyond a rigidly structured notion of state. We believe that
structureless motion techniques—such as ours—have the potential to significantly improve
the realism and responsiveness of virtual characters, and that their applicability to animation problems will continue to improve as better distance metrics, integration techniques,
and more efficient search and representation methods are developed.
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