Progressive Meshes for Large Models of Arbitrary Topology

ChrisPrince

Departmenbf ComputerScienceandEngineering
University of Washington Seattle

ABSTRACT

Recentadwancesin 3D scanninghave madeit feasibleto generate
highly detailedmodelscontaininghundredof millions of triangles.
OnepopularapproacHtor renderingcomplex modelsis to usevary-
ing levelsof detail (LOD). In particular the progressivemesh(PM)
hasprovento beaneffective datastructurefor representingneshes
with LOD control. However, progressie meshesanbetime con-
sumingto generateandthemodelbeingprocessedustfit entirely
into mainmemoryduringsimplificationandrendering Whenmod-
els containhundredsof millions of facestheseissuescanmale it
unreasonablto usePMs.

We describea systemfor generatingand renderingprogressie
meshedor large modelsof arbitrary topology By using hierar
chical simplification and various optimizations(when creatinga
PM), and by using partial array loading (when renderinga PM),
we areableto createandview progressie meshrepresentationsf
large models. In additionto describingthe detailsof our system,
we presentthe limitations of our currentimplementationandwe
demonstratsomepromisingresults.

1 INTRODUCTION

A continuingtrendin computergraphicss thegrowing compleity
of the scenesand modelsbeingrendered.This is understandable;
increasinglycomplex modelsarebothdesirableandfeasible.Com-
plex sceneshelp us comecloserto the elusive goal of realism,and
improved modelingtools and 3D scanningtechniquesnale these
large modelseasyto produce.

Onecommonapproactto dealingwith thesecomplex modelsis
to usevarying“levelsof detail” (LOD). A populamethodof imple-
mentingLOD is to usea datastructureknown asaprogressivemesh
(PM). The progressie mesh,which was introducedin [Hop96],
consistof a coarsebasemeshanda setof refinemeninformation
that can be usedto increasethe meshs complity. Progressie
meshedave severalusefulfeaturessuchastheability to adddetail
to the meshbasedon viewer-dependentriteria, only addingdetail
whereit is neededand therebydecreasingenderingtime. They
alsoallow for smoothvariation betweendifferentlevels of detail,
andthey areefficientin practice.

However, progressie mesheshave someimportantlimitations.
For example,the modelfrom which the PM is createdmustfit en-
tirely into main memory as mustthe resultingprogressie mesh
whenit is beingrendered.Although somework hasbeendoneto
overcometheseimitations, the problemhasnot beensolvedin the
generakase.

This requirementhatmeshedit in memoryis morethana sim-
ply academidssue.Becausef advancesn 3D scanningit is now
possibleto generatedetailedmeshescontaininghundredsof mil-
lions of triangles,which requireseveral gigabytesof storage.As a
result,thesemesheswill notfit in the mainmemoryof mostmod-
ernmachines.Thusthe requirementhat progressie meshedit in
memoryhasbecomea very practicallimitation.

Another problemis that the algorithmfor creatingprogressie
meshess not terribly fast. Large modelsonly sene to exacerbate

the problem. Sofor usability reasonsit is desirableto have a PM
creationalgorithmthat runs quickly. However, the quality of the
outputshouldnot be sacrificedfor the sale of speed.

In this paper we presentextensionsto progressie mesheghat
allow usto moreeasilyhandlelarge models.We addresghe prob-
lemsregardingmemoryusageandrunningtime. Specifically we
demonstratémprovementsn thefollowing areas:

e PM Creation: Creatinga progressie meshrequiressimpli-
fying an input mesh. We presentdetails of a techniqueto
do this simplificationhierarchically reducingthe memoryre-
quirementsof the PM creationprocess.In addition, we de-
scribesomeoptimizationsthatimprove the speedf simplifi-
cationwithout noticeablyaffectingthe quality of the output.

e PM Rendering: We describea systemfor renderinga pro-
gressve meshwithoutloadingthewholemodelinto memory
By only loadingthe areasof detail thatarecurrentlyneeded,
we significantlyreducethe memoryrequirements$or render
ing largemeshes.

The remainderof this paperis organizedas follows. We first
give anoverview of relatedwork, pointing out similaritiesanddif-
ferencescomparedo our own. We thendiscussthe detailsof our
simplificationalgorithm. After that,we describeour renderingsys-
tem. Following thatis a summaryof our results.We concludewith
somepossibleextensionso our work.

2 BACKGROUND AND RELATED WORK

In this section,we describethe motivationsfor our work andgive
somebackgroundnformation regardingprogressie meshes.We
alsoshav how ourresearctcomparedo work in relatedareas.

2.1 3D SCANNING

Ourwork on progressie meshedor largemodelswasmotivatedby
recentadvancesin 3D scanningtechniques.Thesetechniquesan
generatevastamountsof data,makingit possibleto createhighly
detailedmeshesontaininghundredsof millions of triangles. Al-

thoughsuchdetail canbe useful,beingableto procesgheselarge
amountf datahasalwaysbeenanissue.

A goodoverview of 3D scanningandrangeimagingsensorgan
be foundin [Bes83. Someof the mostcomplex and mostaccu-
ratemodelsyet producedusingrangescanningmethodsarethose
createdas part of the Digital MichelangeloProject[LPCT00]. A
portion of sucha model, which hasbeensimplified and rendered
usingour techniquesis shavn in Figure8.

2.2 PROGRESSIVE MESHES

Progressie meshewvereintroducedby Hoppein [Hop96]. A pro-
gressve meshconsistsof two parts: (a) a coarsebasemesh,and
(b) asequencef vertex splitsthatgraduallyadddetailto the mesh
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Figurel: A progressie meshconsistsof a coarsebasemeshand
a sequencef vertex splits that, when appliedto the basemesh,
producea moredetailedmesh.
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Figure 2: Edgecollapsesandvertex splits are inverseoperations
thatcanbeusedto coarseror refineamesh respectiely.

(seeFigurel). A progressie meshis createddy startingwith anin-
putmeshandapplyinga seriesof edee collapses Becausea vertex
split andan edgecollapseareinverseoperationgasshavn in Fig-
ure 2), onecanapplya seriesof edgecollapsesandthenapplythe
correspondingertex splits(in reverseorder)to recovertheoriginal
mesh.

The original work on progressie mesheshas beenextended
in several ways, most notably to allow view-dependentrefine-
ment[Hop97], to improve efficiency [Hop984, andto handlelarge
terrains[Hop98Y. Theterrain-relatedvork introducedatechnique
to simplify terrainshierarchically(thatis, by processingheterrain
in small piecesand slowly meging thosepiecesback together).
Although this techniquereducedmemoryrequirementsvhensim-
plifying largeterrainmodels,it madeassumptionaboutthe layout
of theinput mesh,andit wasnever generalizedo handlearbitrary
(non-terrain)meshes.Our hierarchicalsimplificationtechniqueis
similar, but it workswith meshe®f arbitrarytopology

In addition,the codefor renderingprogressie meshesassumes
thattheentiremeshwill fit into mainmemory In [Hop98Y, Hoppe
mentionghepossibilityof doingsparsenemoryallocationof mesh
datastructuregduring rendering but thatschemewasnever imple-
mented We presenthedetailsnecessarjo implementhisscheme.

Finally, EI-SanaandVarshng have presented schemeor pro-
cessinglarge datasetausing parallel processingESV99]. They
mentiona data-meging schemethatappearsimilar to our hierar
chicalsimplificationschemeHowever, their algorithmusesa sim-
ple edgecollapseheuristichasedn edgelength,andthusthey only
needto meige priority queuesof edgesduring simplification. Our
work handlesghe moredifficult problemof hierarchicallymeiging
the triangle mesheghat are more commonlyusedduring progres-
sive meshprocessing.

2.3 RENDERING LARGE MODELS

The generalproblemof renderinglarge modelsis not a new one.
Thenumberof techniqueshathave beendevelopedto rendersuch
modelsinteractiely is too largeto list. However, to give a senseof
the scopeof the topic we shall describetwo contets in which the
problemof renderingarge modelshasbeenaddressed.

ARCHITECTURAL WALKTHROUGHS. The basic goal of

mary architecturalwalkthroughsis similar to ours: to allow inter-

active viewing of a modelthatwill not fit entirely in main mem-
ory. Two notableexamplesof suchprojectsarethe UC Berkeley

Walkthru project[FST92,FS93],andthe Massive Model Render

ing projectat UNC [ACW™99]. In both casestheir solutionsfor

managinglarge modelswhen renderingare similar to ours; they

placetheir datain a hierarchy perform carefulmemory manage-
ment,andpre-fetchdataat appropriatgimes.

However, architecturalwalkthroughsdiffer from our work in
several importantways. Sincethey arefocusedon handlinginte-
riors of buildings, their modelsusually consistof mary small dis-
creteobjectsinsteadof onelarge one. Also, becausehey typically
represenbbjectsusingstaticlevels of detail (asopposedo our use
of continuouslyvarying LOD), memorymanagemenis an easier
problemthat hasa more obvious solution. Finally, they canrely
heavily onvisibility culling, usingtricks basedon thefactthatthey
aredealingwith interiors.We make no suchassumptionsboutour
models.

POINT RENDERING. A quite different techniquefor render

ing large modelsinvolves point rendering[LW85, GD9g. As its

nameimplies, point renderingusespoints insteadof polygonsas
the basicrenderingprimitive. Recently Rusinkievicz and Levoy

shaved that this techniquecan be successfullyapplied to large
models[RLOQ], including the Digital Michelangelodatasetghat
we useto demonstrateur results.Althoughtheirsis aninteresting
techniguetheimagequality is slightly differentfrom thatobtained
usingpolygons andit maynotbesuitablefor all purposesFurther

more,while moderngraphicsacceleratorgandtheir device drivers)
areoptimizedfor polygonrenderingthey arenotaslikely to beop-

timizedfor pointrendering.

3 HIERARCHICAL SIMPLIFICATION

In this section,we discussour algorithmfor creatinga progressie
meshusing hierarchicalsimplification. Our schemefor rendering
theresultingprogressie meshwill becoveredin thenext section.

Our objectie is asfollows. We wish to convert anarbitrarytri-
anglemeshto a PM representationBecausave wantto dealwith
large modelswhich may containhundredsof millions of faceswe
would like to do two things: (a) keepthe runningtime of our pro-
cedureaslow aspossible(without seriouslyaffecting the quality
of our output),and (b) keepour memoryrequirementgo a mini-
mum (without drasticallyhurting our runningtime). Thelower the
runningtime andmemoryrequirementsre,the morepracticalour
algorithmwill be.

Beforedelvinginto the detailsof our hierarchicalkimplification
processwe shall give a brief overview of the procedure.The pro-
cessis summarizedgraphicallyin Figure 3. At a high level, our
simplificationprocedureconsistof thefollowing steps:

1. Spatiallysubdvide theinput meshinto smallerblocks. (Ide-
ally, eachof theseblocksshouldbesmallenoughtofit entirely
into memory).

2. Simplify eachblock of datauntil someuserspecifiedthresh-
old is reached(Theresultis progressie meshconsistingof a
coarsebasemeshandasequencef vertex splits.)
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Figure3: Overview of the procedurdor hierarchicallysimplifying a progressie mesh.

3. “Stitch” togethel(i.e.,memge)neighboringblocksof themesh,
forming largerblocks. (Importantnote: sincetheblockswere
simplified before they were stitchedtogether the resulting
basemeshshouldcontainonly a fraction of the total mesh
information;therestwill bestoredasvertex splits.)

4. Repeatsteps2 and 3 in a hierarchicalfashion,until all the
piecesof the original meshhave beenstitchedbacktogether

5. Simplify theresultingtop-level mesh.

We will now discussthe detailsof eachof thesestepsin our
hierarchicakimplificationprocedure.

3.1 SPATIAL SUBDIVISION

Our first stepis to spatially subdvide the input meshinto smaller
blocksof data. The purposeof this stepis to breakthe input into
piecessmallenoughthateachonewill fit entirelyin mainmemory
during later stageof our simplificationprocess By doingthis, we
reducethe memaoryfootprintof our procedureA nicesideeffectis
thatit alsoreducesour relianceon virtual memoryandtemporary
files,whichwill in generaimprove therunningtime of our process.

To actually subdvide the mesh,ary schemewould sufice as
long asit associatecachfacewith oneand only one subdvided
block. We chooséo subdvide basednauniform 3D grid because
of its simplicity. Specifically we simply calculatethecenterof each
triangularfacein the meshandusethis pointto determineheblock
in whichto placethatface.

Themainvariablein this stepis thechoiceof block size.Smaller
blocks, which take up lessmemory will help reducethe memory
footprint of our simplificationprocedure.In addition, one advan-
tageof smaller morenumerouslocksis thatwhenwe arerender
ing our final meshwe will beableto loadandunloadpiecesof the
meshatafiner granularity

However, thereexists a point at which decreasinghe block size
is no longer adwantageous. This is becausewe cannotcollapse
edgeson a block’s boundarywhenwe are simplifying that block
(aswe will describelater). So oncethe blocks are small enough
thatasignificantpercentagef theiredgedie ontheblock’s bound-
ary, thereis little gainto be hadby usingsmallerblocks. In fact,
ary gainatthatpointwill likely beoffsetby theslight overheadn-
curredby dealingwith smaller morenumerouslocks(bothwhen

simplifying andwhenviewing the mesh). Thoughin practice,we
have notfoundthis overheado bea significantconcern.

3.2 FAST SIMPLIFICATION

Oncethe input meshhasbeenspatially subdvided, we are ready
to startsimplifying the datablocks. Our simplificationalgorithm
is very similar to the onesHoppehasdescribedor processingro-
gressve meshesHowever, someimportantchangesrenecessary
becauseve are processinghe input hierarchically We will first
outline the basicsimplificationprocess.We will thendescribethe
changeswe have madeto supporthierarchicalsimplification and
themodificationswve have madeto keeptherunningtime andmem-
ory usagaeasonable.

In general,simplification when generatinga progressie mesh
proceedssfollows:

1. A costis associatedvith eachpossibleedgecollapse,and
thesecostvaluesareinsertednto a priority queue.

2. The edgecollapsewith minimum costis removed from the
priority queueandappliedto the mesh(assuminghatthecol-
lapseis “legal’ by somemeasureasdefinedby thealgorithm
beingused).

3. Informationregardingthe correspondindi.e., inverse)vertex
split is recorded,along with a residualerror value that ap-
proximategthe error betweenthe resulting(simplified) mesh
andthe original mesh,in the areanearthe vertex split. (This
value getsusedduring renderingto determinewhich vertex
splitsmustbe appliedto meetsomedesiredevel of quality:)

4. Becausethe meshhaschangedthe costsof edgecollapses
neartherecentlycollapsededgemustberecomputedandthe
priority queuemustbe updatecappropriately

5. Steps2 through4 arerepeatedintil someuserdefinedstop-
ping pointhasbeenreachedsuchasa maximumresidualer
ror or agivennumberof meshfacesin thebasemesh).

In our particularimplementationthe basicsequencef stepsis
the same. But as we have mentioned,there are someimportant
differencesbetweenour schemeand other simplification schemes



becauseursproceedierarchically Thesadifferencesalongwith
thekey aspect®f our schemeareasfollows.

EDGE COLLAPSE COST METRIC. We useHoppes memory-
lessquadricerror metric (QEM) to computethe costof edgecol-

lapsegHop99. We take into accountgeometryandfacenormals
whencomputingthe QEM. We chosethe memorylesQQEM for our

edgecollapsecostmetricbecausé hasbeenshavn to producevery

accurateresults,and becauset is computationallyefficient. Fur

thermoreamemorylesschemds importantto usbecausé means
wedon't needto storeextravalueswith eachfaceof themesh.Thus
usingHoppes QEM satisfieourgoalsof keepingdown therunning
time andmemoryusageof our algorithm.

BOUNDARY SIMPLIFICATION. Whensimplifying our mesh,
we do an extra check (comparedto mary other simplification
schemesyvhendeterminingthe legality of edgecollapses.In par
ticular, we disallov edgecollapseghatareneara boundaryof the
currentblock. By doing this check, we ensurethat neighboring
blocksof datacanbe successfullystitchedtogetherafterthey have
beensimplified. If we didn’t performthis check,thenwe couldend
upwith neighboringblocksthatdidn’t “line up” aftersimplification
andthuscould not be stitchedtogether To implementthis legality
check,we simply saythatall four “neighborfaces”aroundanedge
(denotedas in Figure2) mustexist for thatedgecollapseto be
consideredegal.

As Hoppeshawved for the caseof terrain meshesthe overhead
imposedby not simplifying boundariess very low (lessthana 1%
increasan the numberof facesrequiredwhenrendering). This is
becausdoundarieghat are not simplified at onelevel of the hier-
archywill usually be simplified at the next level of the hierarchy
whenthey have beenstitchedtogetherwith their neighbors. (At
that point, mary of the edgesthat wereformerly on block bound-
ariesarenow in thestitchedblock’s interior.)

NEW RESIDUAL CALCULATION. As mentionedearlier the
residualerror termis an estimationof the error betweena region
of a simplified surface and the correspondingareaon the origi-
nal mesh. We calculatea residualfor eachedgecollapsecarried
out. Residualerrortermsareusedfor determiningwhenrendering
the mesh whethereachvertex split needso be appliedin orderto
achiee somedesiredevel of visualquality.
Calculatingaresidualerroris typically somevhatcostly Hoppe
usesdensepoint samplingto estimatethe error[Hop97. Thisre-
quiresaccesgo the original mesh(which we wish to avoid loading
becausef memoryconsiderationsandis computationallyexpen-
sive. Otherschemesave beenproposedhatdon't requiretheorig-
inal mesh,andwhich still provide someguaranteedoundon the
residualerror [CVM 796, CMO97. However, theseschemesstill
requiresomeamountof datato be carriedthroughwith the mesh

as simplification proceedsthusincreasingmemoryrequirements.

Furthermorethey too requirenon-trivial amountsf calculation.
To help avoid high memoryusageand running time, we have
choserto usea muchsimplerapproximationof the residualerror
In our schemewe simply measurgheresidualerror (for eachedge
collapse)as the minimum distancefrom the pre-collapsedrertex
(seeFigure?) to the post-collapséacesn theresultingmesh
Intuitively, it seemseasonablehat this shouldbe a decentap-
proximationof the “real” residualerror And while our technique
doesnt provide ary guaranteethoundsontheerror, we have found
thatit workssufiiciently well in practice.
However, for this schemeto work well, thereis one extra step
we mustcarryout,andit involvesthe propagatiorof residuakerms.

INote that this operationis well defined,becauseve only allow half-
edgecollapsesin which  musttake thepositionof or , andcannot
lie arywherein-between.

Figure4: Thevertex split operationmpliesa dependenchbetween
verticesin a progressie mesh,andsowe canthink of the vertices
as forming a hierarchy Before a “child” vertex canbe created,
its “parent” and all its ancestorgmustexist. Notice that the root
nodesn this hierarchymake up thebasemeshwhile theleafnodes
representhefully refinedmesh.

Recallfrom Figure2 thatsplittingavertex  (the“parent”) creates
two new vertices, and  (the“children”). A vertex split can
only beappliedif theparentvertex exists,whichimpliesthatall the
parentsancestorsnusthave beensplit. SeeFigure4 for agraphical
representationf this hierarchyamongvertex splits. Whenrender
ing, we traversethe verticesin this hierarchy using the residual
error storedwith eachvertex split to determinewhetherit mustbe
appliedto the mesh.

Normally, residualerrorvalueshave animportantproperty:the
residualat a parentis alwaysgreatetthanor equalto the residualat
its children.Intuitively, thisis becausepplyingeachedgecollapse
resultsin a slightly worseapproximatiorof the original mesh.We
happerto make useof this propertywhenrenderingthe mesh.

But if one usesour estimationto calculateresidualerror, this
importantpropertymaynothold. Soafterwe have completelysim-
plified our meshwe mustpropagateesidualerrorsupward, sothat
parentalwayshave residualsatleastashigh astheir children.For-
tunately doing this propagatioronly requiresdepth-firstaccesgo
the vertices,and becausef this the memoryrequiredfor residual
propagatiorcanbe keptlow.?

OTHER OPTIMIZATIONS. There are several other optimiza-
tions that we make in our simplification code. But the mostim-
portant(andmostinterestinglarethe onesthatexist becausdierar
chicalsimplificationallows usto dealwith smallerblocksof data.

More concretely the amountof memoryrequiredwhensimpli-
fying a block is directly proportionalto the size of the basemesh
in thatblock (sincewe only needto simplify thebasemeshandnot
the vertex split partof a progressie mesh).By simplifying hierar
chically, we canboundthe sizeof the basemeshateachlevel. And
asa resultof this, we canencodevariouspartsof the meshvery
efficiently.

For example,we encodeedgesusinga 32-bit value,threebits of
which aretaken up by variousflags. Althoughthis limits usto
possibleedgesiit is not a problem. Eventhoughour entire mesh
might exceedthis numberof edgeswe canensurethat no single
basemeshin the hierarchywill doso.

Anotheradwantageof only having to dealwith smallbasemeshes

2Currently our codedoesnot male useof this fact. In the interestof
simplicity we loadall vertex splitsatoncewhendoingresidualpropagation.
This causedarge spikes in memoryusageduring simplification, and we
have foundit to be a significantproblemfor very large models. Thusit is
importantto implementthe aforementionedchemeo keepmemoryusage
low, andwe planon doingsoin the nearfuture.



is thatour overallmemoryusages reduced As aresult,it becomes
feasibleto storevertex splitsin memoryduring simplification, as
opposedo writing themoutto atemporaryfile, reversingthe order
of linesin thefile, andre-loadingthe file (asHoppedid). Avoid-
ing this useof a temporaryfile improvesthe runningtime of our
algorithmsignificantly

3.3 GENERALIZED STITCHING

Recallthatin our hierarchicakimplificationalgorithm,we startby
spatially subdviding the input mesh. While this allows usto pro-
cessthe meshin smallerpieceswhensimplifying, it alsorequires
thatwe have someway of puttingtheseblocksbhacktogetheyform-
ing largerblocks. Hencewe needa “stitching” algorithmto mermge
neighboringblocksin our hierarchy

In [Hop98Y, Hoppesolved a specialcaseof the stitchingprob-
lem. However, his scheme(which was usedfor large terrain
datasetsmadeassumptionsegardingthe topology of the datain
the blocks being stitched. It also madeassumptionsabouthow
the verticesat the edgesof eachblock werenumbered.To handle
the caseof arbitrary(non-terrainymeshesHoppeproposedisinga
Voronoiconstructiorto partitionthe original meshinto a hierarchy
of patchesBesidedeingoverly complicatedthatschemeloesnot
fit in with our (simpler)techniqueof subdviding the original mesh
usinga uniform 3D grid. Thuswe have developeda new, general-
ized stitchingalgorithmthat makesno suchassumptionaboutthe
topologyof thedatain the blocksbeingstitched.

Our schemeworks asfollows. We aregiven a list of blocksto
be stitched. We procesgheseinput blocksone at a time, and for
eachvertex encounteredye attemptto enterit into a hashtable,
basedon its position. If the point alreadyexistsin the table,then
we know thatwe’re dealingwith a duplicatevertex. (Eitherit is
usedby two faceswithin thesameblock, or it is on aboundaryand
is sharedby multiple input blocks.) If a vertex is not a duplicate,
we assigna new ID to it. But if a vertex is a duplicate,we use
the ID that was previously assignedo that vertex. In this way,
we constructa stitchedmeshin which verticesthatwerethe same
in the original mesh(but which happenedo be duplicatedduring
thespatialsubdvision step)aresuccessfullye-combinedandonce
againtreatedasa singlevertex.

We mentionedearlierthat we could not simplify block bound-
arieshecausef how our stitchingschemeworked. It shouldnow
be clearwhy thatrestrictionwasin place. If we hadallowed sim-
plification of boundaryedges the topology at block edgeswould
have changedand our simplificationalgorithmwould have failed
becauseerticesandfaceswould nothave “lined up” correctly

As afinal note,we point out that our stitching schemas fairly
efficient, both in termsof runningtime and memoryusage. The
hashtablewe usefor detectingequivalentverticeshasa low look-
uptime. In addition,our memoryfootprintis minimal (for themost
part)becauseve only needto have onebasemeshloadedatatime.
Currently the mostmemoryintensie part of the procesccursat
the end,whenwe have to processall the vertex splitsto renumber
values(suchasfacelDs) thathave changedsa resultof thestitch-
ing. However, by beingmore carefulabouthow facesarerenum-
beredin the first place,we feel we could eliminatethesebloated
renumberingables. We plan on doing exactly thatin the nearfu-
ture.

3.4 AUTOMATED PROCESSING

Eventhoughwe have attemptedo optimizethe simplificationpro-
cedure,processingvery large modelscan still take a significant
amountof time. Fortunately our schemds easilyautomated.We
usePerl to script our meshgenerationusing hashtablesto con-
cisely describeour block hierarchy Having an automategrocess

is importantbecausefor usability reasonsJarge modelsrequire
toolsthatmale it easyto processuchmodels.

4 RENDERING

Whendealingwith large models,generatinghe progressie mesh
representatiois only half of the problem. Renderingsucha large
meshis theotherproblem,sincecurrentschemesor renderingPMs
assumethat the entire meshwill fit in main memory Whenthe
meshcanbesereralgigabytesn sizethisbecomes veryrealprob-
lem, becausen operatingsystems virtual memorymanageis not
effective for managingthis data. We now discussour solutionto
the problemof viewing large progressie meshesnteractvely.
Although our progressie meshmay be too large to fit entirely
into main memory we shouldnever needto have the entiremesh
loadedat once,becausehe meshwill likely containmore detail
thanwe canpossiblyrequireatonetime. For example,if theviewer
is far avay from the mesh,the basemeshmight be sufficient to
accuratelyrepresenthe model. If the viewer is zoomedin on one
small portion of the mesh,thenwe might only needto load detail
informationfor the areabeingviewed. So by takinginto account
the view frustum and screen-spacerror, we can load just those
partsof the progressie meshthat are needed given a particular
view positionanddirection. This cangreatlyreducethe amountof
memoryrequiredfor viewing large progressie meshes.

Giventhis basicplan,thequestionghatcometo mind are:

1. How do we determinewhat parts of the meshneedto be
loaded andhow do we do this quickly?

2. How dowe goaboutloadingandunloadingpartsof themesh,
andhow do we preventour codefrom accessingartsof the
meshthatarenot currentlyloaded?

4.1 DETERMINING WHAT TO LOAD

In theidealcase mainmemoryshouldcontainonly thosefacesand
verticesthatarerequiredfor accuratelyrenderingour mesh,given
the currentviewpoint. However, loadingandunloadingpiecesof
the meshon a faceby facebasiswould be extremely inefficient.
It would requiretoo much processingpower to determineexactly
which facesshouldbe loadedandthe overheadf loadingandun-
loadingonefaceat a time would quickly becomeunreasonablein
addition,maintainingconsistentiatastructuresould becomevery
complicated.

Soinsteadof consideringheproblematthegranularityof faces,
we handleloadingandunloadingat the granularityof bloc refine-
ments A block refinements simply the seriesof vertex splits we
outputwhensimplifying a singleblockin ourblock hierarchy (See
Figure5 for agraphicalrepresentationof this.)

Specifically we proceedasfollows. We know the currentposi-
tion andorientationof the viewer. We wantto determinewhether
or not eachof our meshs block refinementseedsto be loaded.
A block refinementshouldbe loadedif andonly if two thingsare
true. First, the block shouldbevisible. Secondthe detailinforma-
tion storedin theblock shouldbe somethinghatwe require(based
onour allowedscreen-spacerrortolerancethe maximumresidual
insidetheblock, andthe minimumdistancebetweerthe block and
the viewer). The purposeof the visibility checkshouldbe obvi-
ous; the purposeof the “max-errormin-distance’checkis to pre-
ventloading of detail information that the viewer will be too far
away to notice.

However, to avoid visualartifacts,it is not quiteenoughto know
whethera block refinemenshouldcurrentlybe loaded. We would
also like to know whethera block refinementmight needto be
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Figure5: Relationshipbetweenthe arraysof faces,vertices,and
vertex splitsin a progressie mesh. Notice that eachblock refine-
mentis simply storedasa setof rangef elementsn thesearrays.

loadedin thenearfuture (basednsomemaximumpossiblechange
in the viewer’s positionand direction). In this way, we pre-fetch
block refinementsothatthey will beloadedwhenwe needthem.

Preciselydeterminingvisibility and max-errormin-distancen-
formation would require non-trivial computationsjf we wereto
take into accounall possibleviewer positionanddirectionchanges.
Sincesuchprecisionis notcritical (it only affectshov soonwe pre-
fetchdata),we simplify our problemslightly. By placinga bound-
ing spherearoundeachblock refinementa decentapproximation,
sinceeachblock is a cube),and by thinking aboutthe problemin
aslightly differentframeof referencewe cangreatlysimplify our
calculationsjn the endrequiringlittle morethana sphere-conén-
tersectiortest. Theresultingtestis efficient, is conserative, andal-
lows usto quickly determinevhethereachblock refinemenshould
beloaded.

Given this simpletest, our techniqueis to loop throughall the
meshs block refinementdeforeeachframeis rendereddetermin-
ing which blocksshouldbeloadedandwhich canbeunloaded The
amountof work hereis proportionalto the numberof block refine-
ments,andthoughthis could be improved, we have foundthatour
currentschemeseemso work well in practice.

4.2 LOADING AND UNLOADING DATA

Oncewe know which block refinementshouldbe presentin mem-
ory, thechallengés to actuallycarryouttheloadingandunloading.
Two challengesrekeepingour datastructuresn aconsistenstate,
andpreventingour codefrom accessingartsof themeshthatarent
loaded.

The datastructuref a progressie meshareroughlyorganized
asshavn in Figure5. We have parallel arraysof faces,vertices,
andvertex splits. Therearetwo faceindicesand two vertex in-
dicesassociatedvith eachvertex split. Block refinementswhich
arestoredoneafter another canbe thoughtof simply asrangesof
elementswithin thesearrays. Thusthe loading and unloadingof
blockrefinementganbeseenasa problemof partialarrayloading.

Toimplementpartialarrayloading,we make useof theVi r t u-
al Al l oc() andVi rtual Free() systencallsin theMicrosoft
Win32 API. Thesefunctionsallow usto resere rangesof virtual
addressspacefor our entire arrays,andthento allocateand free
chunksof memorywithin this addresspaceaswe please .Usinga
contiguougegionof virtual addresspacds muchbetterthanusing
mal | oc() andfree() forindividual blockrefinementbecause
(a) it helpsreduceghe chanceof memoryfragmentatior(sincewe
have moreexplicit controlovertheaddresspace)and(b) whenwe
wantto access particularelemenbf anarray(whichhappensery
often), we cando so without going througha level of indirection,
which couldbecomevery costly

For the sale of completenesdet uslist the stepsrequiredto loada
block refinement.They areasfollows.

1. UseVirtual Al'l oc() to allocatememoryfor the desired
rangesn our arrays.

2. Seekto the startof the block refinemenbn disk (the offsetis
storedwhenthe meshfile is first loaded),andreadthe neces-
sarydata,filling in the (partial) arrays.

3. Foreachvertex loaded,updatethe “parent” vertex to indicate
thatit cannow be split (i.e., becausets childrenareloaded
into memory). This works becausehe ID for the parentof
eachvertex is storedin thefile on disk.

Unloadinga block refinements similar, thoughslightly simpler;it
proceedssfollows.

1. Foreachvertex beingunloadedupdateheparentvertex toin-
dicatethatit cannotbesplit (sincethenecessarghild vertices
andfaceswill notbeloaded).

2. UseVi rt ual Free() todeallocatanemoryfor thedesired
rangesn our arrays.

Onefinal note: sincewe resene virtual addressspacefor our
entirearrays,the size of the entire meshis limited by the amount
of addresspaceavailableto our program.Thusundermost32-bit
operatingsystemspur meshcannotbe larger thanroughly 2 GB.
Althoughthisis currentlya very practicallimitation, we do not see
it asa seriousproblem. That's because4-bit architectureswhich
will do away with the 2 GB limitation, will be availablevery soon.
Thuswe felt that developingtechniquedo get aroundthe current
limitation would be of limited value.

5 RESULTS

We will now presentsomeresultsof our work. We discussresults
for bothourhierarchicakimplificationschemendfor ourrenderer
We analyzeourwork in termsof runningtime, memoryusageand
visual quality.

All testswereconductedn a550MHz Pentiumlll runningMi-
crosoft Windows 2000. Our systemhad512 MB of RAM anda
graphicsacceleratobasedontheNVIDIA GeForce256chip.

We presentesultshasedn threedatasets(1) a small“f andisk”
mesh,(2) a moderatelysizedmeshcontainingGrand Caryon el-
evation data,and (3) a large meshcontaininga subsetof the St.
Matthev modelfrom the Digital Michelangeloproject. Informa-
tion regardingthe sizesof thesedatasetganbefoundin Tablel.

5.1 SIMPLIFICATION RESULTS

We simplifiedall threemodelsusingourtools;theresultsareshavn
in Tablel. Themostimportantaspect®f thesimplificationprocess
to analyzearetherunningtime, visualquality, andmemoryusage.

RUNNING TIME. By optimizing our code,andby taking adwan-
tageof the factthatwe only needto storebasemeshesn memory
we wereableto achieve significantspeedmprovementsn our sim-
plificationalgorithm. Thesimplificationtimesshavn in Tablel are
roughlyfive timesaswhat's achieved by Hoppes coderunningon
the samemachinewith the samedatasets.

Furthermorewe noticedthatroughly 80% of our time is spent
updating, after eachedgecollapse,the cost of nearbyedgecol-
lapses.It turnsout thatmostof thetime, this work is unnecessary
We expectthat by usinga “stale” flag to lazily updatethe costsof



Tablel: Simplificationresultsfor variousdatasets.

Input InputSize, | Simplification Faces| Hier. OutputSize, | PeakMem.
Model Faces| onDisk (MB) | Time (minutes) | persec. | Depth | onDisk (MB) | Usageg(MB)
Fandisk 12,946 0.3 0.25 863 1 05 3
GrandCaryon 2,000,000 72.5 40 833 2 67.3 87
St. Matthew 11,400,000 205.1 186 1021 4 364.1 512
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Figure 6: Although memoryusageduring hierarchicalsimplifica-
tion is typically low, therecanbelarge spikes.

edgecollapseqasdescribedn [CMO97]), we could dramatically
speedupur algorithmevenfurther

VISUAL QUALITY. Ourfastersimplificationalgorithmwould be
of little valueif it producecpoorresults.Thusit isimportantto ver-
ify the quality of the simplificationsproduced.Figure7 compares
the resultsof our simplificationalgorithmto thoseproducedusing
Hoppes standardechnique.

As thepicturesshaw, thereis notanoticeabldifferencein qual-
ity betweerthetwo algorithms.This is expected becausenostof
our speedmprovementsaredueto the factthatwe alwaysprocess
small basemeshesgven when dealingwith large models. Thus
we cando all our simplificationin memory asopposedo the old
schemewhich useda large temporaryfile to store simplification
information.

MEMORY USAGE. Recallthatwith non-hierarchicasimplifica-
tion schemestheamountof memoryrequiredis determinecy the
sizeof theentiremesh.But sincewe simplify hierarchicallywecan
(ideally) boundthe amountof memoryrequiredduringthe simplifi-
cation,becaus¢heamountof memorywerequireis proportionato
thesizeof thebasemeshesve areprocessing@ndnotthesizeof the
vertex split recordsalsostoredin the progressie mesh.By varying
thesizeof the subdvidedinput blocksandby adjustingour criteria
for how farto simplify at eachlevel, we cancontrolthe amountof
memoryrequired.

Tablel shav thepeakmemoryusageduringsimplificationof the
variousdatasets.Although thesenumbersmight seemdiscourag-
ing, they aresomeavhat misleading.During mostof the simplifica-
tion processpur memoryusagss far below thesepeakvalues.But
thereare shortstagesduring simplificationthat causehugespikes
in memoryusage asshavn in Figure 6. Having investigatedhe
problem,we feel confidentthat thesespikes canbe eliminatedby
beingmorecarefulabouthow we procesour data.

As aresultof our changeswe arevery closeto having a simpli-

ficationtool that canbe run on a standarddesktopmachine.Once
the problemswith spiking memoryusagearesolved, we will have
finishedmakingit practicalto usesuchmachineso corvert large
modelsinto progressie meshes.

5.2 RENDERING RESULTS

It is difficult to characterizehe performancef our rendererusing
a single number We know that memoryusageshouldalways be
lower thanary rendererthat loadsthe entire mesh. But the exact
performancecan vary widely basedon the path the viewer takes
whenviewing amodel,aswell asthe choiceof block sizeandsim-
plification parametersisedwhencreatingthe mesh.

However, examiningoneparticularviewing sessiomevealssome
generaltrends. In Figure 8, we shav picturestaken asthe viewer
zoomedin on the statue. Along with eachpicture, we list the
amountof memoryallocatedby the rendererand the numberof
facesbeingdrawn. This exampleshaws thatour useof partialarray
loadinghasthe desiredeffect. Portionsof the modelnot required
for renderingareunloadedreducingmemoryusage.

In termsof renderingspeedthe only noticeableeffect of partial
array loadingis a very brief pausewhen eachblock needsto be
loaded. This pauseis usually short (lessthan 1 second)because
the size of eachblock refinements typically small. However, we
couldeliminatethe pauseby implementinganasynchronoublock
loadingscheme.

Thoughtheseresultsare positive, it is importantto note that
choicegnadeduringthesimplificationpre-processansignificantly
affect renderingperformance Carefulchoicesregardingthe block
size and other parametersare necessary Otherwiseit is easyto
endup with a very large basemesh,too muchor too little datain
eachblock refinementpor someotherpropertythatcanslow down
renderingspeeds.

6 FUTURE WORK

We have demonstratedechniquedor creatingand viewing large
progressie meshes.However, thereare mary areasin which our
work couldbeimproved. Possiblddeasfor futurework include:

Improvementsto hierarchical simplification. The shortspikesin
memoryusagethat we experienceare a significantproblem. This
problemshouldbe fixed so that memoryusageis low during the
entiresimplificationprocess.

In addition, it would be corvenientto know, a priori, how ver-
tex informationwill be spreadthroughoutthe block hierarchyof
the outputmesh. The currentlack of suchknovledge meansthat
gettingdesiredresultsrequiresa high degreeof experimentation|f
the issuewere analyzedmore carefully then perhapshe amount
of simplificationdoneat eachlevel of the block hierarchycouldbe
dynamicallyadjusted,automatically to meetsomeuserspecified
goal.

Improvementsto the renderer Our renderercould be improved
in severalareas.Thereis currentlyno way to placehardlimits on



the amountof memoryusedduring rendering;the ability to do so
would be corvenient. One possiblesolutionwould be to dynami-
cally adjusttheallowedscreen-spacerror, increasingt whenavail-
ablememorygetslow sothatfewer block refinementsareloaded.

Furthermorepur block loadingandunloadingschemecould be
improvedby takinginto accounthevelocity andacceleratiorof the
viewer. Doingsowould make moreefficientuseof systemmemory
becauseherenderemvould be morelik ely to only pre-fetchblocks
thatwill beneeded.

New applications. An extensionof our techniquesould enablea
classof next-generatiormultimediaapplicationsFor example,one
might usetechniquessimilar to oursto streammeshinformation
off a CD or DVD. This would make interestingdatasetssuchas
thosefrom the Digital MichelangeloProject,accessibldo a larger
population.
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(a) Fully refined(12946faces) (b) Simplified (2004faces) (c) Simplifiedfurther(504faces)

Figure7: Comparisorof visual quality betweenHoppes standardorocedureor creatingprogressie meshegtop row) andour fasteralgo-
rithm (bottomrow). Althoughour algorithmrunsfasterthereis no noticeabldossof quality.

(a)49,800faces 39.8MB (b) 117,710faces, 79.2MB (c) 252,096faces, 86.9MB (d) 111,260faces, 44.9MB

Figure8: Demonstratiorof partialarrayloadingandunloadingduringrendering Below eachpictureis the numberof facesbeingdravn and
the amountof memoryallocatedby therenderer Notice thatwe avoid loadingdetailsthataretoo far avay, asdemonstrateth (a). We also
avoid loadingpartsof the meshthatareoutsidethe view frustum,which canbeseenin (d).



