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Abstract

Towards a Generative Model of Natural Motion

Cheng-Yun Karen Liu

Chair of the Supervisory Committee:
Professor Zoran Popovi�c

Computer Science & Engineering

Understanding how animals move has fascinated scientists in many di�erent disciplines

since the ancient Greece. Today we have an unprecedented ability to study the control

mechanisms of animal's functional activities, analyze thekinematic and dynamic properties

of the locomotion, and build scienti�c models to recreate and predict a wide range of natural

motions. The power that enables us to achieve what the scientists of the past could only

hypothesize stems from three sources. First, we have more complete and integrated domain

knowledge across biomechanics, robotics, kinesiology, and physics. Second, we have better

computing tools to tackle the problems that were intractable in the past. Third, we have

more accurate and e�cient data acquisition methods that enable large datasets of motions

in details.

This thesis work introduces a physics-based model that makesthe �rst step towards a

generative model for synthesis of human natural motions. Wedesign a model that produces

both highly dynamic motions and low energy motions. Exploiting the dynamic properties of

highly dynamic motions, we describe a simple but powerful algorithm to synthesize realistic

motions such as jumping, diving, and gymnastics. For low energy motions that are not

strictly determined by the dynamic rules, we introduce a physics-based representation of

motion style based on several factors of locomotion derivedfrom biomechanical hypotheses.

We also introduce an automatic method for extracting style parameters from a single motion

sequence and for synthesizing a new motion sequence in the same style but performing a





di�erent task. In practice, this generative model can be applied to producing realistic

motions in real-time in a parameterized motion space. Furthermore, we can extend this

model to creating complex motion with multiple characters.





TABLE OF CONTENTS

List of Figures iv

List of Tables vi

Chapter 1: Introduction 1

1.1 The study of computer animation . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

Chapter 2: Background 8

2.1 Representation of musculoskeletal system . . . . . . . . . . .. . . . . . . . . 8

2.2 Representation of motion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3 Numeric methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

Chapter 3: Synthesis of Realistic Highly Dynamic Motion 21

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3.2 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3.3 Algorithm overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.4 Constraints and stage detection . . . . . . . . . . . . . . . . . . . .. . . . . . 26

3.5 Transition poses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.6 Controlling the character momentum . . . . . . . . . . . . . . . . . . . . . . . 33

3.7 Objective function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

3.8 Putting it all together . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.9 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.10 Discussions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .. 43

i



Chapter 4: Adaptation of Highly Dynamic Motion 44

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

4.2 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4.3 Algorithm overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.4 Motion editing with momentum constraints . . . . . . . . . . . . . . . . . . . 50

4.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

4.6 Discussions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

Chapter 5: Learning Physics-Based Motion Style for Low Energy Mo-

tion 65

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

5.2 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

5.3 Algorithm overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

5.4 Motion dynamics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

5.5 Motion synthesis by minimizing muscle usage . . . . . . . . . .. . . . . . . . 77

5.6 Nonlinear inverse optimization . . . . . . . . . . . . . . . . . . . . . . . . . . 79

5.7 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

5.8 Discussions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

Chapter 6: Composition of Complex Optimal Multi-character Motion 93

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

6.2 Related work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

6.3 Optimization framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

6.4 Motion composition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

6.5 Discussions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .108

Chapter 7: Conclusion and Future Work 109

7.1 Applications beyond computer animation . . . . . . . . . . . . . . . . . . . . 111

7.2 Other types of motions and characters. . . . . . . . . . . . . . . .. . . . . . . 112

ii



7.3 Musculoskeletal modeling . . . . . . . . . . . . . . . . . . . . . . . . .. . . . 112

7.4 Model accuracy and uniqueness . . . . . . . . . . . . . . . . . . . . . .. . . . 113

7.5 Extensions of learning framework . . . . . . . . . . . . . . . . . . .. . . . . . 113

7.6 Biomechanics research . . . . . . . . . . . . . . . . . . . . . . . . . . . .. . . 114

7.7 Natural motion in real time . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

7.8 Motion-based interface . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

7.9 Reusable motion libraries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

Bibliography 117

iii



LIST OF FIGURES

Figure Number Page

1.1 Pioneer photographerEadweard Muybridge . . . . . . . . . . . . . . . . . . . 2

1.2 Two types of control mechanisms for robots . . . . . . . . . . . .. . . . . . . 3

1.3 The rotoscoping technique . . . . . . . . . . . . . . . . . . . . . . . . .. . . . 4

1.4 The motion capture technique . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2.1 The joint con�guration and the mass distribution . . . . . . . . . . . . . . . . 9

2.2 Muscle models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.3 Hill's muscle model and an anatomical muscle model . . . . .. . . . . . . . . 15

2.4 The spline representation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.5 Representations for cyclic motions . . . . . . . . . . . . . . . . .. . . . . . . 18

3.1 An example of input and output motion sequences . . . . . . . .. . . . . . . 21

3.2 Algorithm overview. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.3 Three types of positional constraints . . . . . . . . . . . . . . . . . . . . . . . 27

3.4 A positional constraint and a line constraint . . . . . . . . . . . . . . . . . . . 28

3.5 Transition poses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.6 The pattern of a momentum constraint . . . . . . . . . . . . . . . . . . . . . 33

3.7 A handspring motion: simple and synthesized animation. . . . . . . . . . . . 37

3.8 A high-bar gymnastic exercise: simple and synthesized animation. . . . . . . 37

3.9 Jumping on ice-skates: simple and synthesized animation. . . . . . . . . . . . 38

3.10 Spin jump by a three-legged creature: simple and synthesized animation. . . 38

4.1 An example of motion editing . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.2 System overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

iv



4.3 Coe�cients of a momentum curve in the pre-�tting phase . . . . . . . . . . . 53

4.4 Three types of motion families . . . . . . . . . . . . . . . . . . . . . . . . . . 56

4.5 An example of the inverse control . . . . . . . . . . . . . . . . . . . . . . . . . 58

4.6 The motion blending technique for the real-time control . . . . . . . . . . . . 60

4.7 Examples of the inverse control and the real-time control . . . . . . . . . . . 63

4.8 An example of physically non-realistic motion . . . . . . . . . . . . . . . . . . 63

5.1 An example of synthesized motion in the \happy" style . . . . . . . . . . . . 65

5.2 Model overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

5.3 A damped spring that models the passive elements around ajoint . . . . . . 75

5.4 The model of ground contact force . . . . . . . . . . . . . . . . . . . .. . . . 76

5.5 The model of the elastic force from the shoes . . . . . . . . . . .. . . . . . . 77

5.6 Intuition for NIO . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

5.7 The convergence of NIO . . . . . . . . . . . . . . . . . . . . . . . . . . . . .. 82

5.8 Examples of synthesized motions in various styles . . . . .. . . . . . . . . . . 83

5.9 Gradients of the objective function with respect to muscle preference . . . . . 85

5.10 The comparison of gradients at the initial point and the 50th iteration . . . . 85

5.11 Comparison to motion warping and ground truth . . . . . . . . . . . . . . . . 89

6.1 A composite sequence from a single cycle of walking motion . . . . . . . . . . 93

6.2 Warping the timing of a constraint . . . . . . . . . . . . . . . . . . . . . . . . 99

6.3 A time warping function and a joint function . . . . . . . . . . . . . . . . . . 100

6.4 Two examples of optimization schedules . . . . . . . . . . . . . .. . . . . . . 102

6.5 An example of decreasing-horizon planning schedule. . . .. . . . . . . . . . . 106

v



LIST OF TABLES

Table Number Page

4.1 Computation time for optimizations . . . . . . . . . . . . . . . . . . . . . . . 59

vi



ACKNOWLEDGMENTS

This thesis would certainly not have been possible without the support of many people

in my life. My sincerest gratitude goes to you all. First, my advisor Zoran Popovi�c was a

great source of inspiration and support. Collaborating with him in the past �ve years has

been a life transforming experience. He provides much of theinspiration for the philosophy

that pervades this thesis. The same holds true for Aaron Hertzmann, who has been my

co-adviser on the most crucial part of my thesis. Collaboration with Aaron broadened my

research interests and visions beyond the boundary of computer graphics. I was also lucky

to have Michael Cohen and Steve Seitz to be on my thesis committee. Their insightful

comments and advice have guided me in my early forays into research.

University of Washington is also home to some of the best gradstudents in the world.

It has been an honor to work in this cooperative environment with some truly talented

people. Brett Allen, Gary Yngve, Li Zhang, Mira Dontcheva, J iwon Kim, Jiachi Wu, Steve

Capell, Yung-Yu Chuang, and Yeuhi Abe have gone out of their way to provide advice and

encouragement. Special thanks to Brett Allen, a great colleague and a wonderful friend.

Special commendations to Stephen Spencer for his impeccable technical support.

Thanks to my sister Cheng-Wei and my brother Cheng-Hao. My childhood would not

have been nearly as fun without them.

Thanks to Dave for always being there.

Most importantly, thanks to Mom and Dad for their perpetual c are and absolute con�-

dence in me.

vii





1

Chapter 1

INTRODUCTION

Human motion is the product of a musculoskeletal system comprising 206 bones, over

600 muscles, and controlled by a complex nervous system thatwe are only beginning to

understand. While recognizing and performing locomotion may seem straightforward and

e�ortless to most of us, understanding the fundamental dynamics and control mechanisms

of natural motions is still well beyond human knowledge in the foreseeable future. The

inquiry of understanding human natural motions began with the ancient Greeks who sought

knowledge of the mechanics within their own bodies. This quest of understanding of our

own nature has become the fundamental inspiration shared bymany disparate disciplines.

Researchers from biomechanics, robotics, and computer science all contribute to this ever-

growing body of work on understanding human natural motion and reproducing it in other

forms.

The origin of biomechanics can be traced to Aristotle, who wrote the very �rst book

on the topic, entitled \De Motu Animalium" - On the Movement o f Animals. Departing

from Plato's philosophy, Aristotle advocated observations and experiments as a vital part

of qualitative science that led to the deductive method of modern science. Biomechanicists

have made monumental steps in studying human natural motionsince the 19th century when

photography and cinematography came into play. Photographer, Eadweard Muybridge, in-

geniously photographed a series of human movements that consist nearly 300 actions (Figure

1.1). This series captured ephemeral details of motions theeye could not pick out at such

speeds, inspiring scientists to see photos as data. Modern technologies allow biomechanicists

to collect and analyze the mechanical characteristics of human movements with accuracy

and detail. Kinematics analysis describes the motions we see, using instruments attached
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Figure 1.1: Pioneer photographerEadweard Muybridgecaptured a series of movements in
781 plates of nearly 300 separate actions. Most of the platesshow three di�erent simulta-
neous perspectives on a single action from the front, rear, and side views.

to the joints to measure displacement. These kinematic measurements, including velocity

and acceleration of joints and the trajectory of the center of mass, are then integrated with

kinetics analysis that determines the linear forces and rotational torques of the motion. In

general, biomechanics emphasizes scienti�c analysis of the motion data acquired from the

real world, rather than studying dynamical models and control mechanisms for synthesis

of natural motions. The knowledge of biomechanics might shed light on how a speci�c

musculoskeletal component works, but it still falls short of providing guiding principles for

designing a generative model that produces a wide variety ofhuman natural motions.

Researchers in robotics test biomechanics hypotheses by designing physical machines and

comparing their dynamic behaviors and stability control to human motions. The hallmark

of anthropomorphic robots is the ability to perform various functional activities and share

some of the same behavior patterns as human beings. The mainstream control mechanisms

in robotics emphasize on precise joint angle control that leads to versatile and intricate

motions (Figure 1.2). The requirements of high precision and large energy consumption,

however, seem de�cient for two distinctive features of human natural motions: robustness

and e�ciency. As a result, the movements appear unnatural and overly sti�. Departing

from position-based control, a new design and control paradigm that exploits the passive

dynamics of human motion has been proposed in recent years ([18]). In contrast to main-
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Figure 1.2: Left : Robots based on mainstream control mechanism emphasize onprecise
joint angle control that leads to versatile and intricate motions. Right: passive dynamic
robots are designed for minimal energy use by utilizing the spring-like devices that generate
passive forces

stream robots, which actively control every joint at all tim es, passive dynamic robots are

designed for minimal energy use by utilizing the spring-likedevices that generate passive

forces (Figure 1.2). The success in incorporating passive dynamics in locomotion further

implies that the evolution may have favored energy e�ciency and low demands on the neu-

ral system. However, the sensitivity to initial conditions makes it di�cult for these passive

dynamic robots to achieve a robust steady-state. A hybrid approach based on passive dy-

namics with e�cient actuation and control could be a plausib le model for generating stable

and natural anthropomorphic robot motions.

Animation artists have also shown great interests in modeling human natural motion.

To di�erentiate a live character from a mechanical robot, th e artist not only has to create

realistic human movement, but also the expressiveness in motion that portrays the personal-

ity of the virtual character. While technologies such as traditional rotoscoping and modern

motion capture help artists truthfully capture the rich nuances of live human motion (Figure

1.4), the process of creating natural motions still heavilydepends on the artistry and the

skills of the artist.

Today, the collective knowledge of biomechanics, robotics, and computer animation still

falls short of presenting a satisfactory model that captures the full range of human move-

ments when functional activities are undertaken. This thesis work draws scienti�c insights
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Figure 1.3: Rotoscoping produces human natural motion by tracing animation over �lm
footage of live actors

Figure 1.4: Motion capture is the process of recording 3D motion data from a human actor
for analysis or playback. An optical motion capture system consists of cameras that trace
re
ective markers placed on the subject in real time. The collective data from a group of
cameras are then used to reconstruct the 3D poses of the subject

from a collection of domain knowledge and strives to discover guiding principles towards a

generative model of human natural motion. Moreover, this generative model enables rapid

and e�ortless creation of realistic animations for users ofall skilled levels.

As a researcher in computer graphics, my work shares the common thread of creating

models to produce complex data that can be manipulated and transformed for speci�c pur-

poses. However, much of the complexity of human motion can bemodeled by biomechanical

principles and Newtonian physics. To automate the process of creating animation, it is cru-

cial to exploit these properties of the natural motion, instead of treating motion as merely

another data format, such as text and images. In particular, my work exploits domain

knowledge in physics and biomechanics to formulate optimization and machine learning

problems for synthesizing a wide range of motions. Because the motion synthesis is based
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on a strong model, only a small amount of input data is required for identifying the model

parameters.

1.1 The study of computer animation

Animation, once considered merely a source of entertainment, has evolved into a power-

ful medium of communication in our daily life. The overwhelming need for animation in

education, science visualization, architecture, medicine, and even forensics has created a

great environment that nourishes research in di�erent disciplines. Despite the prevalence

of animation, the process of creating animation is di�cult a nd labor intensive. Character

animation poses a still more challenging problem. Unlike passive rigid body motion, an-

imals use muscles to exert self-propelling forces to achievecertain goals when locomotion

is undertaken. Moreover, the animator has to portray the style and expression that bring

characters alive. Finally, even minor glitches and oddities in the synthetic motions are easily

detected by the scrutiny of sensitive human perception of natural motion.

Most character animations appearing in movies or video games products were generated

painstakingly by hand. The Keyframe technique enables animators to choreograph and

build an animation by arranging characters and taking snapshots at key moments during a

sequence of movements. The advent of computers alleviates part of the manual process by

automatically generating in-between frames in a motion sequence. Since it is still up to the

artist to convincingly portray the expressiveness of the movement from one keyframe to the

next one, computers are not of much use when dealing with complex and intricate motions.

Due to its lack of 
exibility to generate to new motions, the t raditional keyframe technique

serves as a poor choice of general framework for producing natural motions.

Data-driven methods leverage the high �delity of motion capture data to produce be-

lievable character animations with expressive details [6,7, 11, 33, 46, 45, 50, 52, 69]. By

learning a statistical model from a large dataset of existing motion sequences acquired from

the real world, data-driven methods can synthesize new motions that are similar to the

training motion sequences. Since these methods do not explicitly model physics, the output

is limited to direct modi�cations to the existing motions. I f the desired motion is drastically
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di�erent from the existing motions, a large number of new motions that are similar to the

desired motion need to be acquired. Consequently, extremely large motion datasets may be

required for general-purpose motion synthesis.

In contrast to data-driven methods, the spacetime constraints framework casts motion

synthesis as a variational optimization problem of minimizing some physical measure of

energy. These methods search for the optimal trajectories that represent the motion while

satisfying dynamic and user-speci�ed constraints. In addition to producing physically plau-

sible motion, spacetime constraints provide the user an intuitive way to control the output

motion through constraints. However, because many aspectsof the real-life physics are

abstracted away from the model, the optimization tends to produce reasonable results only

for high energy motions (jumping, diving, acrobatics, etc.) which can be well de�ned by

straightforward Newtonian dynamics. Low energy motions (walking, reaching, etc.), in

contrast, contain more stylistic variations which have not been described in any dynamic

models.

This thesis work takes the approach of casting motion synthesis as a variational opti-

mization. The distinctive feature of the optimization fram ework is a physical model that

accounts for key aspects of the musculoskeletal structure,that accurately predicts a wide

range of new motions, and that extracts motion variations from a small amount of motion

data. When synthesizing highly dynamic motion, we use a small set of simpli�ed physical

rules to ensure the momentum of the motion satisfying Newtonian Laws. For synthesis of low

energy motions, the model takes into account the relative strength of muscles, impedance,

and neutral position parameters of passive structures around each joint.

1.2 Contributions

This thesis describes a generative model that produces bothhighly dynamic motions and

low energy motions. This model can also be generalized to create complex motions involving

multiple tasks or multiple characters. The contribution of this work is the following

Synthesis of realistic highly dynamic motion. We design a simple framework for cre-

ating realistic highly dynamic motions by enforcing a small set of linear and angular
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momentum constraints. This simpli�ed approach helps us avoid the complexities of

computing muscle forces. Simpler dynamic constraints alsoallow us to generate an-

imations of models with greater complexity, performing more intricate motions. We

design two applications to demonstrate the e�ectiveness ofthe momentum constraints.

In Chapter 3, we introduce a general method for rapid prototyping of realistic charac-

ter motion from a simple animation provided by the animator. In Chapter 4, we show

that the same momentum constraints provide a powerful motion editing framework

that allows the animator to drastically modify an existing m otion sequence. From

a single motion sequence, the animator can systematically create a family of sample

motions in a parameterized space. Once the sample motions are generated o�-line,

a simple and fast linear blending of these sampled motions can be used for real-time

exploration of this synthetic motion space.

Learning physics-based motion style for low energy motion. We present a physics-

based representation of motion style in Chapter 5. The dynamical model incorporates

several factors of locomotion derived from the biomechanical literature. The param-

eters of this model de�ne a wide range of style of natural human motions. We also

introduce Nonlinear Inverse Optimization, an algorithm for estimating optimization

parameters from motion capture data. Our method can extract the physical param-

eters from a single short motion sequence. Once captured, motions can be generated

in the same style but performing di�erent tasks.

Composition of complex multi-character motion. We present a physics-based method

for creating complex animation of single character, and of multiple interacting char-

acters (Chapter 6) We extend spacetime optimization by adding a novel timewarp

parameterization in order to optimize motion together with the timing and location

of the environment constraints. We additionally describe an optimization framework

based on block coordinate descent and continuation that canbe used to compose a

large, varied set of long motions, in which characters interact and perform multiple

actions.
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Chapter 2

BACKGROUND

2.1 Representation of musculoskeletal system

The musculoskeletal system is the combination of the muscular system and the skeletal

system. These two systems work in harmony to provide basic functionality essential to

life. Besides orchestrating locomotion that mobilizes animals, musculoskeletal system also

provides support of upright posture, protection of internal organs and the brain, storage for

minerals and fat, and formation of blood cells. The musculoskeletal system is composed of

several basic elements: bones, ligaments (attaching bone to bone), skeletal muscles, tendons

(attaching muscles to bones), and cartilage (gel-like substance lining the joints to cushion

against shock). Exactly how these elements work together toproduce locomotion under the

control of the central nervous system is still not well understood.

Our work focuses on designing a generative model for motion synthesis. The choice of the

representation of the musculoskeletal system is crucial tothe success of motion synthesis.

Our goal is to �nd a representation of the musculoskeletal system that is sophisticated

enough to model the key elements of human locomotion, and at the same time, compact

enough to pose a tractable problem.

In this section, we discuss a simpli�ed human model in three components: joints, prim-

itives, and muscles structures. We also provide a rather short derivation of the Lagrangian

Dynamics Equations to describe the measure of external and internal forces applied to each

joint. Finally, we describe a simple muscle model, theHill Muscle Model, well-known in the

�eld of biomechanics. Our simpli�ed muscle model resemblesHill's model in many ways.
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Figure 2.1: Left: The joint con�guration of a simpli�ed human model. Right: Mass distri-
bution of an average male model from biomechanics literature[19].

2.1.1 Simpli�ed human model

The choice of the representation of the human body varies according to the applications. For

a motion synthesis problem, some amount of abstraction and simpli�cation in the human

musculoskeletal system is inevitable in order to retain tractability. Our simpli�ed model

can be decomposed into three parts: joints, primitives, andmuscles.

Joints. There are hundreds of joints in the human body occurring anywhere that two

bones meet. Joints are designed to work in harmony with muscles to help us move with

ease. To simplify the process of creating animations, it is necessary to vastly reduce the

number of joints presented in an animated human model (Figure2.1). For example, the

joints interlock between our 24 vertebrae that surround thespinal cord are usually simpli�ed

to a few ball-and-socket joints. In our simpli�ed model, each joint is associated with a set

of a�ne transformations that de�ne the movement enabled by t he joint. There are three

types of joints:

� Hinge. A hinge joint, such as knees, has one degree of freedom(DOF), qz, that allows
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the connected bone to move forward and backward. The movement of hinge joint can

be described by a single rotation transformation

R h(qz) =

2

6
6
6
6
6
6
6
4

cos(qz) sin (qz) 0 0

� sin (qz) cos(qz) 0 0

0 0 1 0

0 0 0 1

3

7
7
7
7
7
7
7
5

(2.1)

� Saddle. A saddle joint, such wrists, allows movement back and forth, and up and

down. In a simpli�ed representation, the movement of a saddle joint is de�ned by the

concatenation of two rotational transformations associated with two euler anglesqz

and qy respectively. (qz and qy).

R s(qz; qy) =

2

6
6
6
6
6
6
6
4

cos(qz) sin (qz) 0 0

� sin (qz) cos(qz) 0 0

0 0 1 0

0 0 0 1

3

7
7
7
7
7
7
7
5

2

6
6
6
6
6
6
6
4

cos(qy) 0 sin (qy) 0

0 1 0 0

� sin (qy) 0 cos(qy) 0

0 0 0 1

3

7
7
7
7
7
7
7
5

(2.2)

� Ball-and-socket. A ball-and socket joint, such as shoulders, allows for radial movement

in almost any directions, making swing and rotating movements possible. We represent

a ball-and-socket joint as a quaternion rotation with four DOF s.

R b(qx ; qy ; qz; qw) =

2

6
6
6
6
6
6
6
4

q2
w + q2

x � q2
y � q2

z 2qxqy + 2qwqz 2qxqz � 2qwqy 0

2qxqy � 2qwqz q2
w � q2

x + q2
y � q2

z 2qyqz + 2qwqx 0

2qxqz + 2qwqy 2qyqz � 2qwqx q2
w � q2

x � q2
y + q2

z 0

0 0 0 1

3

7
7
7
7
7
7
7
5

(2.3)

The exponential map is another common representation for a ball-and-socket joint

in graphics applications. The exponential map maps a vectorin R3 describing the

axis and magnitude of a three DOF rotation to the corresponding rotation. Grassia
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showed that for most applications all singularities presented in quaternion rotations

can be avoided through a simple technique of dynamic reparameterization ([32]).

Primitives. The shape of the human body is a crucial element to modeling its dynamics of

the motion. Changes in body shape a�ect the moment of inertiathat dictates the dynamics

of rotational motion. Two bodies of the same mass may end up with di�erent motions

under the same external forces due the variations in body shape and mass distribution.

We can view each body parti as a collection of particles. Each particlex ij residing in

i contains in�nitesimal mass � ij . The shape of body part i is determined by the lengths

along three major axes of a ellipsoid, (l i � wi � hi ). We can then compute several important

physical properties of body part i

Mass ( mi )

mi =
Z l i

0

Z wi

0

Z h i

j =0
� ij dx dy dz (2.4)

Center of mass (c i )

ci =
1

mi

Z l i

0

Z wi

0

Z h i

j =0
x ij � ij dx dy dz (2.5)

Mass tensor (M i )

M i =
Z l i

0

Z wi

0

Z h i

j =0
x ij xT

ij � ij dx dy dz (2.6)

To avoid complicated integration in Equation 2.4 to 2.6, we make following simpli�ca-

tions:

1. The body parts are represented as rigid bodies instead of deformable bodies

2. Each body part is represented by a single ellipsoid primitive

3. The primitive has uniform mass distribution

4. The dimension of each primitive is approximated from motion capture data
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Figure 2.2: Left: The simpli�ed muscle model is consist of an active componentand a passive
component. The active component produces self-propelling force that enables locomotion,
whereas passive component acts like a damped spring that models the elastic behavior of
muscles.Right: An anatomical model displays the muscles around knee joint.

5. The mass of each body part is computed from the mass distribution for humans

described in the biomechanics literature [19] (Figure 2.1).

Muscles. An anatomically correct muscular system should accuratelyrepresent muscles,

ligaments, cartilage, and tendons. Our simple muscle modelcontains the key factors that

a�ect the variations in human's locomotion, while abstract ing away many details of the

muscle structure and the functionality (Figure 2.2). Inspired by Hill muscle model (Section

2.1.3), this simpli�ed muscle model consists of an active component and a passive compo-

nent. The active component is capable of producing a joint torque that enables locomotion,

whereas the passive component acts like a damped spring thatmodels the elastic behavior

of muscles. Although our model simpli�es complex muscle forces generated by multiple

muscles around each joint with a constituent individual force, we argue that human mus-

culoskeletal system is redundant in that it consists more muscles than are necessary. For

example, the human body has multiple muscles around the kneewhile only one muscle is

needed to produce the movement of knee 
exion (Figure 2.2).
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2.1.2 Lagrangian Dynamics

Articulated human motions can be described by a set of dynamic equations of motion of

multibody systems. Since the direct application of Newton's second law becomes di�cult

when a complex human skeleton is considered, we useLagrange's equationsderived from

D'Alembert's principle to describe the dynamic of the motions. The entire human skeleton is

consist of a collection of particlesf r 1; r 2; : : : ; r np g. Each particle, r i , is de�ned by Cartesian

coordinates that describe the translation with respectiveto the world coordinates. We can

represent r i by a set of generalized coordinatesthat indicate the joint con�guration of the

human skeleton:

r i = r i (q1; q2; : : : ; qn j ; t) (2.7)

where t is the time and qj is a joint angle value in the skeleton.

The virtual displacement � r i can be written in terms of generalized coordinates

� r i =
X

j

@r i

@qj
�q j (2.8)

We can write virtual work of force F i acting on particle r i as

F i � r i = F i
X

j

@r i

@qj
�q j

=
X

j

Qj �q j (2.9)

where Qj is de�ned as generalized forceassociated with coordinateqj .

The virtual work of the inertia force of r i can be written as

�W i = � i •r i � � r i

=
X

j

� i •r i �
@r i

@qj
�q j (2.10)

where � i is the in�nitesimal mass associated with r i . The component of inertia force asso-
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ciated with qj can be written as

� i •r i �
@r i

@qj
=

d
dt

 

� i _r i �
@r i

@qj

!

� � i _r i �
d
dt

 
@r i

@qj

!

=
d
dt

"
@

@_qj

�
1
2

� i _r T
i _r i

� #

�
@

@qj

�
1
2

� i _r T
i _r i

�
(2.11)

We can denote the kinetic energy ofr i as

Ti =
1
2

� _r T
i _r i ; (2.12)

and rewrite Equation 2.11 as

� i •r i �
@r i

@qj
=

d
dt

 
@Ti
@_qj

!

�
@Ti
@qj

(2.13)

Using D'Alembert's principle, the following equation holds when r i is at the dynamic

equilibrium: "
d
dt

 
@Ti
@_qj

!

�
@Ti
@qj

#

�q j = Qj �q j (2.14)

If the set of generalized coordinatesqj is linearly independent, Equation 2.14 leads to

Lagrangian equation:
d
dt

 
@Ti
@_qj

!

�
@Ti
@qj

� Qj = 0 (2.15)

2.1.3 Muscle modeling

Muscles are the "engine" that a human body uses it to propel itself by turning energy into

motion. Every functional activity the human's brain concei ves of is executed by muscles that

convert signals from the nervous system into forces acting on the skeletal system. Muscles

play a crucial role from controlling sophisticated verbal articulation to generating powerful

punches in boxing.

Before the 20th century, scientists commonly believed that the quantitative relation

between input nervous signals and output muscle forces was linear. However, the advent

of electromyography (EMG) technology allowed the scientists to examine how the nervous
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Figure 2.3: Left: The Hill muscle model consists of three components: a contractile com-
ponent (CC), a series elastic component (SEC), and a parallel elastic component (PEC).
Right: Despite that Hill muscle model is overly simpli�ed to represent the structure of an
anatomical muscle model, it can explain many aspects of muscle functions.

system elicits muscle activities in a quantitative way. It became obvious that muscular tissue

could produce di�erent amount of forces for a given level of nervous signals, depending

on other factors such as the kinematic state of the muscle. Among all the models that

study muscle mechanics,A. V. Hill developed a simple but powerful conceptual model

that explains many aspects of muscle functions. Note that Hill's muscle model represents

the muscle behavior rather than the structure. Therefore, adirect mapping between Hill

muscle model and the anatomical model does not exist (Figure2.3). The three-component

Hill muscle model consists of a contractile component (CC),series elastic component (SEC),

and parallel elastic component (PEC).

Contractile Component (CC). CC plays an active role in terms of converting nervous

signals into muscular forces. The magnitude of force produced by CC depends on the level

of muscle activation stimulated by nervous signals and other kinematic factors such as the

muscle length and the muscle twitching velocity. When forceoutput is required, the central

nervous system initiates the simulation signal which causes the muscle activation. The

activation level of muscle can be modi�ed by the central nervous system to regulate the

force capabilities. The central nervous system can also control the mechanical state of the

muscle, i.e. the length and the velocity of the muscle, whichin turn dictate the magnitude
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of the actual force.

Series Elastic Component (SEC). Besides active contractile component, there exists

materials that display elasticity in Hill muscle model. The elastic elements in series with

the force-producing structure act like non-linear springs that generate elastic forces when

the contractile component is actively producing forces. Although a direct correspondence

between Hill muscle model and an anatomical structure is unnecessary, we can view SEC

as the equivalent of tendons and connective elements withinmuscles. The behavior of SEC

can be quanti�ed by its sti�ness, k = � F=� L , where � F indicates the force applied to SEC

and � L is the change in the length of the material. Experiments showthat the force-length

relation in the SEC is highly nonlinear. At low force levels, the SEC is quite compliant

while at higher force levels the SEC becomes sti�er.

Parallel Elastic Component (PEC). The existence of muscle elastic response when CC

is inactive shows that muscle consists of other elastic elements in addition to SECs. This

passive elastic response is produced by structures in parallel to the active force-producing

component. When an external force is applied across an inactive muscle, PEC generates

passive force to resist the external force. Similar to SEC, PEC is highly nonlinear in nature,

with increasing sti�ness at higher force levels.

2.2 Representation of motion

We view a motion as a set of joint trajectories through time. In practice, a joint trajectory

can be represented by a piecewise constant function or a continuous spline.

2.2.1 Sample-based vs spline-based representations

The most common representation of motion in a character animation system is based on a

set of trajectories, each of which describes a joint position through time. Most keyframe-

based techniques represent a joint trajectory as a set of samples (frames) that allow the

animator to have precise control of the joint con�guration at speci�c times. Sample-based

representation, while having less computation overhead, is a poor choice of representation
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Figure 2.4: Top: Catmull-Rom representation. Bottom: B-spline representation.

for high-dimensional variational optimization methods due to its large number of variables

and discontinuity. An alternative is a continuous spline-based representation for joint tra-

jectories. In a high-dimensional variational optimization method, the solution is carried out

by reducing the space of possible trajectories to those representable by a linear combination

of basis functions such as B-spline or Catmull-Rom splines (Figure 2.4). Instead of solving

for actual joint con�guration at each time instance, we solve for a set of control points hq

that de�nes the shape of the splines. The joint angle position at a particular time instance

t can be evaluated through a functionq(hq; t).

2.2.2 Cyclic representation

When a cyclic motion sequence is required (a walking or a running cycle), the representation

of joint trajectory has implicit constraints that make the p osition and the velocity of the

joint at the initial time instance identical to those at the � nal. A sample-based trajectory

can achieve cyclic motion by setting the last two frames to bethe same as the �rst two

frames. Similarly, a spline-based trajectory can ensure cyclic feature by making the �rst

three coe�cients identical to the �nal three coe�cients (Fi gure 2.5).
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Figure 2.5: Top: A sample-based trajectory can achieve cyclic motion by setting the last
two frames to be the same as the �rst two frames. Bottom: A spline-based trajectory
can ensure cyclic feature by making the �rst three coe�cient s identical to the �nal three
coe�cients.

2.2.3 Spline re�nement

An even more important feature of spline-based representation is its ability to construct an

approximation to the continuous solution. We represent the solution as a set of adaptive

splines that adjust the resolution of the computation domain to re
ect the various com-

putation needs in di�erent regions. Initially, the solutio n is represented by fewer control

points with rather large discretization error. The optimiz ation is carried out by a series of

re�nement iterations, each of which constructs a new splinewith less discretization error

than the previous one. Adding more control points to the new spline, however, increases

the size of the optimization, thereby causing a signi�cant computation penalty. The goal of

re�nement procedure is to select the number and location of the control points in the new

spline so that the discretization error decreases iteratively. Moreover, the spline re�nement

can avoid undesired local minima in the vicinity of the initi al state.

2.3 Numeric methods

Motion synthesis can be formulated into a variational optimization problem that solves for

the optimal joint angle trajectories given a set of physicalor user-speci�ed constraints and
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an objective function de�ned by a metric of performance. Witkin and Kass [92] described

the Spacetime Constraintsmethod that is reminiscent of collocation methodswell known in

the �eld of optimal control.

In this section, we �rst describe the general problem of optimal control in two varia-

tions: multiple shooting method and collocation method. We then discuss the spacetime

constraints method as one application of collocation.

2.3.1 Numerical optimal control

An optimal control problem is generally de�ned by a system of ordinary di�erential equa-

tions (ODE) that determine the dynamics of the state vectors. A multiple shooting method

using discretized ODEs is assumed to be the form:

min
y ;u

F (y ; u) subject to

8
>>>><

>>>>:

y(t0) = y0

_y(t) = f (y ; u; t)

Ck = y k (tk+1 ) � yk+1 = 0

(2.16)

where y is a vector of state variables andu is a vector of controls. It is assumed that given

control function u = u(t) and the initial condition y0, the state vector function y = y(t) is

uniquely determined by the di�erential system 2.16. The total time interval is divided into

N equal subintervals of length � t each. y k denotes the solution of the di�erential equations

on the interval [tk ; tk+1 ] with initial condition y k (tk ) = yk . The vector yk ; k = 1 ; 2; : : : ; N � 1

are variables to be solved by the optimizer. By adjustingyk , and u, the optimizer can �nd

solutions that satisfy the continuity condition, Ck . Objective function F (y ; u) expresses a

metric for maximizing the performance of evolving dynamic system.

Collocation method can be regarded as a form of multiple shooting in which an s� stage

implicit Runge Kutta formula is used to solve the initial val ue problem. Additional s

continuity conditions Ckj and s unknowns ykj are introduced to each interval [tk ; tk+1 ].

Ckj = ykj � yk � � t
sX

l=1

� jl f (ykl ; ukl ; tkl ) = 0 ; j = 1 ; : : : ; s (2.17)

� jl is the constants speci�ed by a Butcher tableau ([15]) for a Runge Kutta formula.
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2.3.2 Spacetime optimization

Spacetime Constraints method adapts the idea of collocation methods for optimal control

problems. In the context of motion synthesis, Spacetime Constraints formulation solves

for the character's motion (state variables y) and time-varying muscle forces (control vari-

ables u) over the entire time interval. The choice of objective function determines the

performance or style of the motion. Common metrics for objective functions include power

consumption[92], joint torque[55], kinematics smoothness[21], and mass displacement from

the original motion[68]. The ODE and the continuity conditi on in Equation 2.16 can be re-

placed by dynamic constraints that describe the dynamics ofmotion under Newtonian Law,

F = ma. We can modify the collocation method to Spacetime Constraints formulation

min
y ;u

Z t1

t0

ju(t)j2dt subject to

8
>>>>>>><

>>>>>>>:

y(t0) = y0

y(t1) = y1

Cd(y ; u) = m•y � u � mg = 0

Ce(y ) = 0

(2.18)

where Cd indicates dynamic constraints andCe indicates user-speci�ed constraints such as

keyframes or foot positions. The optimizer will �nd a soluti on that satis�es these constraints

and minimizes the magnitude of muscle forces.
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Chapter 3

SYNTHESIS OF REALISTIC HIGHLY DYNAMIC MOTION

Figure 3.1: Top: Simple input animation depicting hopscotch (a popular child game con-
sisting of hops, broad jumps and a spin jump). Bottom: Synthesized realistic hopscotch
animation.

In this chapter we present a general method for rapid prototyping of realistic character

motion. We develop an algorithm for synthesizing highly dynamic motions such as jumping,

diving, or gymnastics from basic motion sketches provided by the user. An important

property of these motions is that they are strictly constrained by the laws of physics and

biomechanical principles. Our algorithm uses these very same rules to transform a simple

sketched motion into a physically realistic one. In particular, we formulate an optimization

problem that preserves the general pattern of linear and angular momentum transferred

during dynamic motion. From a user's perspective, this system provides a novice animator

the ability to create realistic motions with very few keyfra mes, and provides an expert

animator the �ne-grain control of keyframing.

We describe a novel constraint detection method that automatically determines di�erent

constraints on the character by analyzing the input motion. We show that realistic motion

can be achieved by enforcing a small set of linear and angularmomentum constraints. This

simpli�ed approach helps us avoid the complexities of computing muscle forces. Simpler
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dynamic constraints also allow us to generate animations ofmodels with greater complexity,

performing more intricate motions. Finally, we show that by learning a small set of key

parameters that describe a character pose we can help a non-skilled animator rapidly create

realistic character motion.

3.1 Introduction

Generating realistic character animation remains one of the great challenges in computer

graphics. To appear realistic, a character motion needs to satisfy the laws of physics,and

stay within the space of naturally occurring movements. Simulated human models can move

their muscles in many di�erent ways to accomplish the same task, but only a small subset

of these motions appears realistic. Creating such natural models of motion has proven to

be an extremely di�cult task, especially for characters as complex as humans.

Complex models of character dynamics are also di�cult to control. Computing the cor-

rect dynamics requires an extensive mathematical infrastructure that often hinders artistic

expressiveness. On the other hand, granting more control toanimators provides greater ex-

pressive freedom often at the cost of realism because the burden of being physically correct

falls into the animators' hands.

An ideal realistic character animation system should be able to synthesize natural motion

of arbitrary characters, and, at the same time, provide the expressive power of keyframing.

Furthermore, the system should allow non-skilled users to create realistic animations easily

with minimal training. Our framework strives to make a step i n that direction. We present

a novel approach for rapid prototyping of realistic character motion. We focus on the

synthesis of highly dynamic movement such as jumping, kicking, running, and gymnastics.

Less energetic motions such as walking or reaching are not addressed in this chapter. Our

system could be used by both experts and non-skilled animators alike.

The animator �rst creates a rough sketch of the desired animation. From this initial

simple animation the system infers environmental constraints on the character motion (e.g.

footsteps). We choose not to use the full character formulation of dynamics. In fact, we avoid

solving for muscle forces altogether. Instead, we focus on determining more fundamental
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properties of realistic, highly dynamic motion and try to pr eserve these features throughout

the process of animation. In particular, our system extracts the general patterns of linear

and angular momentum transfer during dynamic motion and tries to preserve these patterns

during animation. We ask the animator to fully specify a small set of speci�c keyframes.

Since our target users are animators of all skilled levels, our system can also make suggestions

for each of those keyframes. Finally, the animator can �ne-tune the motion by specifying

additional keyframes anywhere in the motion sequence.

3.2 Related work

Synthesis of natural motion has its roots in a variety of research areas ranging from robotics

and spacetime optimization to biomechanics and kinesiology.

Robot controller simulation has been successfully appliedto the domain of realistic com-

puter animation [70, 89, 88, 40]. Controllers drive actuator forces based on the current state

of the environment. Actuator forces, through simulation, produce realistic motion. Once

the controllers have been �ne-tuned and synchronized to eachother, a wide range of realistic

animations can be produced, ranging from human running, diving [42], leaping and vaulting

[94], to motion of non-human characters [89, 48, 85]. Although there have been some recent

promising advances towards automatic controller synthesis [41, 20], creating controllers for

a given task remains a di�cult process. In addition, simulat ed robot controllers do not

expose su�cient control to allow for expressive animations. A number of researchers take

the approach of modeling physical behavior on simpler machines, instead of full complex

characters [85, 68, 87, 64, 12]. In these methods, the physically modeled motion of simple

machines is mapped onto the full character. Our simpli�ed physics constraints are in part

inspired by the idea that simpler physical models can approximate the behavior of more

complex models. In contrast to the approach described by Popovi�c [68], we do not sim-

plify the character, nor do we compute full dynamics of the simpli�ed character. Instead,

we compute signi�cantly simpler momentum constraints directly on the complex charac-

ter. Simpler and more general dynamics constraints allow usto synthesize realistic motion

starting from highly unrealistic motion.
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The spacetime constraints framework, in contrast to simulation, casts the motion syn-

thesis into a variational optimization problem [92, 16, 55, 72]. The animator speci�es an

objective function that is a metric of performance or style (e.g. total power consumption

of all of the character's muscles). The algorithm minimizesthe objective function while

satisfying the pose and Newtonian physics constraints across all animation frames. Optimal

energy movement and intuitive control give this method great appeal. Unfortunately, for

complex characters the Newtonian physics constraints are highly nonlinear, preventing the

spacetime optimization from converging to a solution. Spacetime constraints are also highly

sensitive to the starting position of the optimization | if t he initial state is far away from

the solution, the optimization often does not converge. To date, these drawbacks prevent

spacetime constraints from being used in generating complex character motion. Our frame-

work uses spacetime constraint optimization, but we circumvent its drawbacks by choosing

a simpler set of dynamics constraints.

Realistic motion can also be obtained directly from the realworld. Recently, a number

of methods for editing motion capture data have been proposed [93, 13, 29, 28, 31, 73, 30,

51, 78], including a few that try to preserve physical properties of the motion [68, 66, 65, 97].

In general, these methods produce motion that does not deviate signi�cantly from the input

motion. Motion editing tools rely on the existence of captured motion that is similar to what

the animator intends to create. Also, it is inherently di�cu lt to introduce new expressive

content into the animations, since most editing tools are designed to preserve the original

motion features.

Research in biomechanics and kinesiology provides a great source of information on

the kinematic and dynamic behaviors of animals [76, 59, 96, 3, 2, 61]. Their analysis of

ground and 
ight stages helped us in designing realistic motion constraints. Blickhan and

Full[10] demonstrate the similarity in the multi-legged locomotion of kinematically di�erent

animals. They show striking similarities between a human run, a horse run and the monopod

bounce (i.e. pogo-stick). This similarity motivates our approach of �nding the least common

denominator for a varied set of dynamic motions.
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Figure 3.2: Algorithm overview.

3.3 Algorithm overview

Our system transforms simple animations into realistic character motion by applying laws

of physics and the biomechanics domain knowledge. The inputto our system consists of an

articulated character with its mass distribution, and an ar bitrary character animation con-

taining values of joint angles on the character at each frame. Animators are free to provide

input animations with an arbitrary level of detail. In all of our examples we started with

rough low-quality animations. Figure 3.1 shows a synthesized realistic hopscotch motion

and its original simple animation.

We frame the motion synthesis problem as a spacetime optimization. The unknowns

to this problem include the values of joint angles at each frame, along with parameters

that determine the behavior of angular and linear momentum. The entire synthesis process

breaks down to four key stages (Figure 3.2):

Constraint and stage detection. Automatically detect environment constraints that cor-

respond to user-intended motions, and separate the originalmotion sequence into

constrained and unconstrained stages.

Transition pose generation. Establish transition poses between constrained and uncon-

strained animation stages.

Momentum control. Generate physical constraints according to the Newtonian laws and

the biomechanics knowledge.
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Objective function generation. Construct the objective function that favors motion

that is smooth, similar to the input motion, and balanced when stationary.

Each stage improves speci�c aspects of the input motion sequences by introducing con-

straints or objective function components to the spacetimeoptimization problem. We then

use a sequential quadratic programming method to �nd the optimal animation. In the

subsequent sections we describe each of these steps in detail.

3.4 Constraints and stage detection

From the standpoint of a user, each input motion sequence simply comprises two parts: the

part that needs to be improved and the part that needs to be kept intact. For example, a user

might wish that the hands of the character stay stationary on a high bar while our system

makes the rest of the motion look realistic (Figure 3.8). Moreover, users usually require

a number of environmental restrictions on the movement of the character. For example,

the feet should always remain above the ground. Violating these restrictions modi�es the

semantics of the animation that the user conveyed in the input animation. We represent

these environmental restrictions with positional and sliding constraints. Since the rough

sketch animation does not explicitly contain these requirements from users, our system

automatically extracts the constraints from the input moti on. In this section, we present

an algorithm that automatically detects positional and sli ding constraints from the original

motion sequence.

3.4.1 Positional constraints detection

A positional constraint �xes a speci�c point on the characte r to a stationary location for

a period of time. For example, when a character's heel touches the ground at landing, a

positional constraint occurs on the heel across a number of frames. Violating positional

constraints frequently causes undesirable artifacts suchas feet sliding or penetrating the

ground.

To detect positional constraints, we need to �nd all points on the body that stay �xed in

space for some period of time. We would also like to determineif these points are isolated
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(a) (b) (c)

Figure 3.3: Positional constraint types: (a) A single positional constraint on a toe, (b) a
line positional constraint on the front of the foot, and (c) a plane positional constraint. The
green arrows indicate the free motion range.

in space or if they lie on a line or a plane in order to detect constraints at a �ner granularity

(Figure 3.3). For example, when the character takes o� in a jumping motion, a plane of

positional constraints on the bottom of the foot is detected �rst, followed by a single point

constraint when the character transfers from standing on the entire foot to being on its toes.

Because each body part of the character is a rigid body, we reduce the problem of �nding

the constrained points on the whole character to �nding constrained points on each body

part. To illustrate our approach, we describe the movement of a body point through time.

Let W t be the matrix that transforms a point in a local coordinate fr ame x to its world

position r t at time t, or

r t = W t x: (3.1)

At time t + 1, x will be transformed to W t+1 W � 1
t W t x. We then de�ne

T t+1 = W t+1 W � 1
t ; (3.2)

as the transformation that brings r t to r t+1 . A positional constraint on x from time 1 to

time n implies that T 1 through T n all bring x to the same global position

T t r t = r t or (T t � I )r t = 0; (3.3)

for t = 1 : : : n. The solution for each time t is the eigenvector forT t corresponding to the
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Figure 3.4: Left: A �xed-point positional constraint occurs at the intersecti on of three lines
representing the solutions for the linear systems of three consecutive animation frames.
Right: A �xed-line positional constraint occurs at the intersectio n of three planes.

unit eigenvalue. BecauseT t is an a�ne matrix, it can be written as

T t =

2

6
4

bT t b t

0 1

3

7
5 (3.4)

so that we can reformulate Equation 3.3 as a linear system

( bT t � I )r̂ t = � b t : (3.5)

The linear system in Equation 3.5 is not always consistent, so we solve it in a least-

squares sense. Depending on the rank of (bT t � I ), the solution for each time t can be

represented as a point, a line or a plane.

If the intersection of the geometries representinĝr 1 through r̂ n , V , exists and falls on the

body, then we de�ne a constraint that �xes r to V . In other words, we establish position

constraints where there exists a collection of points that remains stationary over a time

period 1: : : n (Figure 3.4).

Our algorithm can be �ne-tuned by modifying following parameters:

Minimal frames required ( n) The intersection has to exist across at leastn frames to

be considered a positional constraint.

Tolerance of intersections ( � ) Two solutions are considered intersecting if the distance
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between them is less than� .

Constrainable body parts Constraint detection is performed only on a subset of body

parts where users are interested in �nding positional constraints. This is useful when

we want to detect constraints only on speci�c body parts in the case when the entire

character stands still.

3.4.2 Sliding constraints

Sliding constraints are a generalization of positional constraints. Instead of �xing a point on

the character to a single world coordinate, a sliding constraint limits the point's motion to

a particular line or plane in world space. For example, a �gure skater is free to change the

location of the foot on the ice as long as it slides along the same line. Thus, we need to solve

for both the constrained body points and the line or plane to which they are constrained.

We describe the algorithm for �nding a line constraint. The p lane constraint is computed

analogously. We want to �nd a body point x that is constrained to a line l . Instead of

establishing a closed-form solution, we construct a least-squares problem, where unknowns

are the parameters forx and l

min
x ;l

X

t

Fd(T t W t x; l ) (3.6)

whereFd is a function that computes the distance between a point and aline. Equation 3.6

minimizes the sum of distances betweenr t and line l at each framet.

Because the de�nition of a plane sliding constraint subsumes line sliding constraints, and

a line sliding constraint subsumes a point constraint, we perform our constraint detection

in the order of decreasing restriction. First we solve for position constraints and then line

sliding constraints and �nally plane sliding constraints.

Although we tried to design our constraint detection to be as general as possible, in

practice the rough sketch motion is rarely detailed enough to be able to �nd the exact

location of the constraint. For example, the animator often leaves the entire character static

during the time when character is on the ground. In that case,our constraint detection
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Figure 3.5: Left: The input parameters of a training example in the motion database include

ight distance ( D), 
ight height ( H ), previous 
ight distance ( D 0), takeo� angle ( � ), landing
angle (� ), spin angle (! ), feet speed at takeo� (� r , � l ) and landing (� r , � l ), and horizontal
average speed (v). Right: The KNN algorithm selects the k most similar examples based on
the input parameters and outputs a simpli�ed representation of a character. The simpli�ed
representation consists of centers of mass for the lower body (cl ), upper body (cu), and
arms (ca), all relative to the center of support ( r s).

would �nd constraints on each body part. In those situations, we allow the animator to

select speci�c body parts that should be tested for constraints. For example, we only select

the feet of the character to be detected in the hopscotch example. This approach would

also not fare well on extremely noisy data such as poor-quality motion capture.

3.4.3 Stage detection

Given the list of detected constraints, the system separates the original animation into

unconstrained (
ight) and constrained (ground) stages. We draw the distinction between

unconstrained and constrained stages because the physics and biomechanics rules in the air

are di�erent from those on the ground. During the unconstrained stage, gravity is the only

external force acting upon the character.

3.5 Transition poses

A transition pose separates constrained and unconstrainedstages. We ask animators to

specify these speci�c poses because all other non-transition frames are more directly con-
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trolled by the realism constraints. Transition poses also tend to be interesting from the

animator's perspective. The following two sections describe a learned estimator that sug-

gests a pose at each transition frame. We also describe a set of tools that allow users to

position the character at the phase transitions.

3.5.1 Suggesting learned poses

Our pose estimator predicts poses at transition frames based on the input motion sequence.

The estimator is a K-nearest neighbor (KNN) algorithm. The tr aining consists of storing a

speci�c set of parameters about the transition poses for each example motion. The examples

can be generated by the animators or captured from real world. We also incrementally

update the database by inserting motions as they are speci�ed by the user during the

animation process. The training input parameters include 
ight distance, 
ight height,

previous 
ight distance, takeo� angle, landing angle, spin angle, foot speed at takeo� and

landing, and average horizontal speed (Figure 3.5). To compute an appropriate distance

between training examples, we scale each input parameter byits natural bounds. The

estimator predicts a simpli�ed representation of the transition poses at the constraint release

(takeo�) and constraint creation (landing). For each pose, the characteristics of the target

motion must match the prediction. The output representation consists of three mass points:

center of mass (COM) of the lower body, COM of the upper body, and COM of two arms

(Figure 3.5). The locations of mass points are stored relative to character's center of support.

This makes our parameterization invariant of the global transformation.

To predict a candidate pose from the input, the KNN algorithm selects the k most

similar examples from the motion database (k = 3, in our implementation). The estimator

computes the candidate pose, which consists of the positions of the three mass points, by

interpolating the poses of the selected neighbors, weighted by their similarities to the input.

We reconstruct a full character pose from three mass points by solving an inverse kine-

matics (IK) problem, constraining the three mass points to values returned by KNN, while

minimizing the deviation between the suggested and original poses. We set the initial states

of the unknown DOFs equivalent to the DOFs of the poses from the nearest training-set
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example, so that the solution pose keeps some plausible details from the database examples.

There are a number of advantages to estimating a small set of pose parameters. Joint

angles themselves are poor estimators of the pose since theyare not uniformly scaled.

Furthermore, with our representation we can use the same motion database to learn the

poses of characters with drastically di�erent skeletal structures. We use a simple formula to

scale the estimated relative mass points positions to accommodate a di�erent skeleton. Let

cA be one of character A's COM output parameters from the learning algorithm and cA

be the corresponding COM for the default pose. Suppose we know cB , the corresponding

default pose of another skeletal structure, we can computecB as follows:

cB = cB + ( cA � cA )
kcB k2

kcA k2
(3.7)

Intuitively, we displace the center of mass parameter by therescaled di�erence between

the default and suggested pose of the character in the database. We also found that this

parameterization allows us to learn poses from a relativelysmall set of examples. We used a

database of about 50 motion captured constrained and unconstrained segments to synthesize

all of animations described in Section 5.7.

3.5.2 User pose adjustment

Because the estimated poses do not always meet the needs of the animation, we allow

animators to directly modify transition poses. Our posing tool gives the user both �ne-

grain and high-level control of the pose edit process. Users can directly modify the learned

mass points by dragging them to a new location. The IK solver adjusts the joint DOFs

accordingly. For greater control, the animator can modify the transition pose directly. The

user can also customize the importance of the similarity between the current pose and its

corresponding pose in the original sketch. By �ne-tuning transition poses animators can

impart expression and style to the overall motion.

Animators are also free to introduce new keyframes anywherein the animation to re�ne

more detailed aspects of motion. However, when an animator creates too many of these

constraints, the spacetime optimization problem becomes over-constrained. At that point,
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Figure 3.6: The general angular momentum pattern modeled after biomechanics data. Dur-
ing the unconstrained stage (left ofp1 and right of p4), the angular momentum is constant.
During the constrained stage (betweenp1 and p4), the curve is smooth,p2 is lower than p1,
d2 is less thand1, and p2 and p3 are on opposite sides ofp4.

the animator has the option of turning momentum constraints into soft constraints. The

optimization honors all of the animator's constraints whil e trying to satisfy soft realism

constraints as much as possible. This approach provides graceful degradation of realism in

the event that the animator's keyframe poses force the character into unrealistic movement.

3.6 Controlling the character momentum

The transition poses constrain the motion at a few key pointsof the animation. In a sense,

they provide sca�olding for the motion, whereas dynamic constraints ensure realistic motion

during each animation segment. We achieve this realism by formulating constraints on the

behavior of the character's linear and angular momentum. Wederive these constraints from

the laws of physics and biomechanics domain knowledge.

Linear momentum determines the location of COM at each frame. The computation

of angular momentum involves di�erent body parts and their moments of inertia relative

to the center of mass (for computation of angular momentum onan articulated charac-

ter see Appendix A). The constraints on linear and angular momentum are di�erent for

unconstrained and constrained stages, and we discuss them separately.
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3.6.1 Momentum during unconstrained stages

Since gravity is the only external force acting on the unconstrained character, the following

equation holds

dP(q)=dt = m•c(q) = mg; (3.8)

wherec is character's center of mass, andq are character's joint con�guration at a particular

time instance.

During 
ight there are no external torques acting on the character, so the angular

momentum is constant

dL (q)=dt = 0: (3.9)

The spacetime optimization enforces these two constraintsduring an unconstrained stage.

E�ectively, these constraints ensure that the center of mass falls into a parabolic trajectory

and the joints move in such way that the angular momentum of the whole body remains

constant (Figure 3.6).

3.6.2 Momentum during constrained stages

Unlike the unconstrained stage where gravity is the only external force acting on the char-

acter, the momentum at a constrained stage results from a complex exchange of energy

between the character and the environment constraints. We would like to avoid comput-

ing linear and angular momentum by complex physical simulation. Instead, we build an

empirical model for the behavior of momentum based on biomechanics studies [60, 43] and

the analysis of motion capture data. We observe that the momentum during a constrained

stage has a characteristic shape shown in Figure 3.6. The �gure shows a graph of an angular

momentum component during a constrained stage between two unconstrained stages. Note

that the angular momentum is constant during the two unconstrained stages.

During the constrained stage, the momentum transfers from one constant value to an-

other. Natural dynamic systems achieve this transfer by �rst storing energy (momentum

decreases), and then releasing it in a burst which causes a small overshoot at p3.

The characteristic pattern of the linear momentum is the same with the exception that
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the linear momentum in the neighboring unconstrained stages has a slopemg instead of 0.

We try to capture all aspects of this curve by enforcing the following invariants:

� the curve is C1{continuous at transition points p1 and p4

� p2 is less thanp1

� d1 is larger than d2

� p2 and p3 are on the opposite sides ofp4

Since the momentum pattern during the constrained stage is fully determined by the

control point vector u = [ p1; p2; p3; p4], we formulate the linear and angular momentum

constraints as

P(q) = Sl (u) (3.10)

L (q) = Sa(u) (3.11)

During optimization we solve for both u j vectors for each constrained stagej and qt for

each time framet enforcing the constraints in Equation 3.8 to 3.11, as well asthe inequality

constraints on u j governing the shape of the momentum curves.

3.7 Objective function

The momentum constraints enforce realism of the motion while detected constraints take

into account the user intent and environmental restrictions. However, natural looking mo-

tion also requires natural joint movements, smoothness across frames, and static balance

during stationary points of the animation. We formulate each as an objective function

component.

Minimum mass displacement. To achieve natural joint movement, we use the mini-

mum mass displacement metric [68]. Instead of comparing DOFs directly, this metric com-

putes the integral of mass displacement over the character's body. This metric is loosely
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analogous to the measurement of power consumption. Our results show that minimum mass

displacement presents its own merits in producing natural looking animations. For example,

the compression on the body of the character before the unconstrained stages would not

a�ect the lower body (knees, especially) without the minimum mass displacement as an

objective function. Without it, the character tends to bend at the waist in order to lower

the COM.

Minimal velocity of DOFs. Time coherence plays a major role in creating visually

plausible animations. To account for the smoothness acrossframes, we de�ne an objec-

tive function that minimizes the deviation of each DOF between two consecutive frames,

e�ectively minimizing the velocity of each joint angle over the entire animation.

Static balance. The static balance is important during constrained stages when the

character is standing still [81]. We measure balance by the distance between the COM and

constraints when projected onto the plane normal to gravity.

The spacetime objective function is the sum of the three objective components.

E (qt ) = Ed(qt ) + Ev(qt ) + Eb(qt ) (3.12)

3.8 Putting it all together

All constraints and the objective function �t naturally wit hin the spacetime framework.

The unknowns of our systemX include the character's joint DOFs qt for each time in-

stance t and the control point vectors for all constrained-stage momentum curves u j :

X = f q1; q2; : : : ; qn f ; u1; u2; : : : ; unc g. nf indicates the number of frames in the motion,

and nc represents the total number of constrained stages in the motion. The optimization

needs to enforce three types of constraints:

Environment constraints(C e). Constraint detection produces a collection of user-intended

constraints that partition the motion into constrained and unconstrained stages.
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Figure 3.7: A handspring motion: simple and synthesized animation.

Figure 3.8: A high-bar gymnastic exercise: simple and synthesized animation.

Transition pose constraints(C p). These constraints were de�ned between each motion

phase either by our pose estimation method, or explicitly bythe user.

Momentum constraints(C m ). During both unconstrained and constrained phases we

dictate the behavior of the linear and angular momentum through constraints de�ned

in Equation 3.8 to 3.11.

The spacetime constraints formulation �nds the unknowns X that minimize the objective

function while satisfying all the constraints:

min
X

X

t

E(qt ) subject to

8
>>>><

>>>>:

Ce(X ) = 0

Cp(X ) = 0

Cm (X ) = 0

(3.13)
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Figure 3.9: Jumping on ice-skates: simple and synthesized animation.

Figure 3.10: Spin jump by a three-legged creature: simple andsynthesized animation.
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3.9 Experiments

We used our framework to generate a wide range of animations on a male, female and child

�gure, all of which comprise 51 DOFs, including 16 Euler rotations, 3 translations, and 32

quaternion rotations. We also created a three-legged creature with 58 DOFs. Inequality

constraints enforce bounds on each DOF. We obtained the bodydimensions and mass

distributions from the biomechanics literature [19, 63]. To start the animation process, the

animator creates a simple animation as an input to the synthesis process. In some cases

the animator also selects the parts of the body to be used for constraint detection (e.g.

feet and hands). Once motion phases have been determined, the animator can also change

the relative timing between each phase. In some cases, the animator adjusted the learned

transition poses to achieve a desired e�ect. For the karate-kick animation, the animator also

created an additional pose. Creating the initial simple animation often takes less than two

minutes, while modi�cation of the transition poses can be avoided completely by accepting

suggestions presented by the learned-pose estimator. In addition, a skilled animator can

�ne-tune transition poses as well as add any number of additional keyframes to achieve

desired details.

We solve our optimizations using SNOPT [27], a general nonlinearly-constrained opti-

mization package. The optimization times depend on the duration of the motion sequence.

All of the simple animations took only a few minutes to sketch. For all examples, the

synthesis process took less than �ve minutes.

3.9.1 Results

Broad jump. We synthesized a broad jump motion that clearly improves a crude input

animation where only global translations of the character (3 out of 51 DOFs) are keyframed.

The original animation is created by interpolating only 3 keyframes at takeo�, peak, and

landing. The appropriate movement on the arms and legs results from enforcing the mo-

mentum constraints and learning the realistic transition poses.
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Twist jumps. The input motion for this sequence consists of two jumps, each with a

90� turn. The output animation shows the preparation before each take-o�. The character

twists away from the turn to increase the potential energy sothat it can generate enough

angular momentum at take-o� to accomplish the 90� turn.

Hopscotch. Much like for the broad jump example, the animator created ananimation

of a popular child game, consisting of hops, broad jumps and aspin jump. Each hop

only requires 3 keyframes, each of which has fewer than 7 DOFsspeci�ed. This example

shows that our system can deal with asymmetric motions by coordinating di�erent parts of

body to accommodate the momentum constraints. This examplealso demonstrates smooth

transitions among di�erent types of jump styles (Figure 3.1).

Running. The input for the running motion sequence required keyframing of 7 DOFs.

Originally, the upper body is completely sti� since no upper body DOFs were keyframed.

The angular momentum constraint creates a counter-body movement by the shoulders and

arms to counteract the angular momentum generated by the legs. In the synthesized ani-

mation the arms clearly twist to counter the leg movement.

Handspring. We generated a rough sketch of an advanced handspring motionon an un-

even terrain (Figure 3.7). This hazardous movement of landing and jumping with arms

would be di�cult to capture in the real world. The constraint detector successfully �nds

constraints on both the feet and hands. Since there were no handstands within the learning

example database, the animator had to substantially modifythe suggested handstand tran-

sitions poses. This example demonstrates that momentum constraints are general enough

to capture the dynamics of movement regardless the orientation of the model.

High-bar. Figure 3.8 shows a character performing a high-bar gymnasticexercise. The

two positional constraints on the hands during bar-contact time create a \hanging" con-

strained stage. The constraints of linear momentum and angular momentum apply equally

to the bar-contact and the more common ground constrained stage.
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Skating. This example demonstrates sliding constraint detection. The motion is similar to

the 180� spin jump, except that the character slides a single leg along a straight line through

the take-o� phase and landing phase. The resulting motion resembles an ice-skating �gure

(Figure 3.9).

Karate kick. The karate kick animation was created by an incremental synthesis process.

First the animator created a simple side-jump animation. The �rst synthesis pass created a

realistic side jump. The animator then introduced an additional keyframe at the peak of the

jump indicating a leg kick. The second synthesis pass created the �nal karate-kick animation

by enforcing the original constraints augmented by the additional mid-
ight constraint.

Other humanoid characters. Our framework can also animate characters with di�erent

skeletal structures and mass distributions. We created a child character whose limbs are

shorter and whose torso is relatively larger. Our algorithm successfully scaled down the

poses learned from motion database to accommodate a di�erent skeletal structure. In

another example, we removed the left knee DOF of the character and generated a motion

sequence of the twist jumps. The character had to drastically twist the pelvis while landing

to place the sti� leg on the ground properly.

Non-humanoid characters. Our method also generalizes to non-humanoid characters.

We created a strange three-legged creature and synthesized anumber of animations experi-

menting with various locomotion gaits. In Figure 3.10 we show the creature jumping to the

side and doing a 180� turn jump.

3.9.2 Computing angular momentum

We compute the angular momentum of a body pointr in its global coordinate as

L = � (r � c) � ( _r � _c); (3.14)

where c is the COM of the whole character, � is the in�nitesimal mass of r . The angular

momentum of each body nodei is computed by integrating all body points r i comprising
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node i , which contributes to the net angular momentum of the whole character:

L =
X

i

Z Z Z
� i (r i � c) � ( _r i � _c) dx dy dz

=
X

i

Z Z Z
� i (r i � _r i � c � _r i � r i � _c + c � _c) dx dy dz (3.15)

We begin with the computation of the �rst term of Equation 3.1 5

X

i

Z Z Z
� i r i � _r i dx dy dz

=
X

i

Z Z Z
� i (W i x � _W i x) dx dy dz

=
X

i

Z Z Z
� i cr(W i x � xT _W T

i ) dx dy dz

=
X

i

cr(W i M i _W T
i ) (3.16)

where operatorcr() transforms a 3 by 3 matrix A to a 3 by 1 vector as follows:

cr(A) =

2

6
6
6
6
4

a23 � a32

a31 � a13

a12 � a21

3

7
7
7
7
5

(3.17)

aij indicates the element ofA at row i and column j . We compute the mass matrix tensor

M i of the node i as an integral over body pointsx of outer products scaled by mass of the

node mi .

M i = mi

Z Z Z
xx T dx dy dz (3.18)

The second term of Equation 3.15 can be computed as follows:

X

i

Z Z Z
� i c � _r i dx dy dz

=
X

i

c � _W i

Z Z Z
� i x dx dy dz

=
X

i

mi c � _W i ci (3.19)
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where ci represents the COM in the local coordinate of body nodei . Combining the rest

of terms together, we derived Equation 3.15 as follows:

L =
X

i

cr(W i M i _W T
i ) +

X

i

mi c � _W i ci

+
X

i

mi W i ci � _c +
X

i

mi c � _c (3.20)

3.10 Discussions

The algorithms presented in this chapter are best suited forsynthesis of highly dynamic

motion sequences, because such motions are mainly governedby Newtonian physics. In

Chapter 5, we will describe how these methods can be extendedto low-energy character

motions such as walking.

The idea of reducing the number of keyframes by exploiting physics and biomechanics

rules can be utilized in motion data compression. Instead ofstoring complete joint con�gu-

rations periodically, our framework can store the motion sequences in a much more compact

format that only comprises center of mass positions at transition points and few parameters

for momentum curves.

It is worth noting that our synthesis approach does not fundamentally need to start

with an input animation. A skilled animator could, alternat ively, specify the environment

constraints and keyframes explicitly. This is probably the most likely approach for using

our algorithms in the production environment. To make our methods more accessible to a

wider audience, we need to develop a more e�ective user interface. In the future, we hope

to make our tools accessible to animators of varying skill levels.
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Chapter 4

ADAPTATION OF HIGHLY DYNAMIC MOTION

Figure 4.1: A forward hopping motion (shown in yellow) is modi�ed to make a 360 degree
spin in the clockwise direction followed by a 180 degree spinin the opposite direction (shown
in blue).

The framework described in the previous chapter could be potentially applied to other

animation problems, most notably realistic editing of motion capture data. In this chapter,

we present a system for rapid editing of highly dynamic motion capture data. At the

heart of this system is an optimization algorithm that can tr ansform the captured motion

so that it satis�es high-level user constraints while enforcing that the linear and angular

momentum of the motion remain physically plausible. Unlike most previous approaches to

motion editing, our algorithm does not require pose speci�cation or model reduction, and

the user only need specify high-level changes to the input motion. To preserve the dynamic

behavior of the input motion, we introduce a spline-based parameterization that matches the

linear and angular momentum patterns of the motion capture data. Because our algorithm

enables rapid convergence by presenting a good initial state of the optimization, the user

can e�ciently generate a large number of realistic motions from a single input motion.

The algorithm can then populate the dynamic space of motionsby simple interpolation,

e�ectively parameterizing the space of realistic motions. We show how this framework can

be used to produce an e�ective interface for rapid creation of dynamic animations, as well
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as to drive the dynamic motion of a character in real-time.

4.1 Introduction

Despite great advances in recent years, creating e�ective tools for synthesis of realistic

human motion remains an open problem in computer animation.This is particularly true for

synthesis of highly dynamic character motion such as running, leaping, jumping and other

athletic and acrobatic maneuvers that frequently occur in feature special e�ects and video

games. Synthesizing such motions can be challenging because any physical inaccuracies in

these motions are particularly noticeable.

Both spacetime optimization and controller synthesis approaches have been proposed for

direct synthesis of dynamic character motion. Although these methods do satisfy physical

laws, they tend to appear overly smooth and at times robotic. Furthermore, these meth-

ods do not provide interactive control, often requiring considerable o�ine processing time

before the animation sequence is generated. In addition, itis di�cult to achieve a graceful

degradation of realism for the purpose of greater control.

In contrast to direct synthesis, methods based on adaptation of motion capture data pro-

duce highly realistic motion, especially in the neighborhood of captured motion samples.

They also run at interactive speeds, as they employ data interpolation techniques. Unfortu-

nately, these methods require a large number of motion samples. If the animator wants to

interactively control a speci�c parameter of the animation such as the landing foot position

in a particular acrobatic stunt, the need for a large datasetis particularly pronounced: the

interpolation techniques would require an already existing family of motion sequences where

the only di�erence in motion is the landing foot position. Gathering such a dataset is not

only laborious, but it also requires that the captured family of motions is similar in all other

respects (e.g. other landing points, initial and �nal state, overall style) | an aspect that is

quite hard to reproduce by real actors. In fact, the process of generating such parameterized

motions is the most challenging aspect of data acquisition for video game production [14].

In addition, the animators often wish to create non-realistic motions that defy the laws of

physics, a space where motion capture simply fails to



46

We take the approach to acquiring similar motions is to adapta single motion sequence

several times to synthesize a family of motions that preserve physics constraints. Motions

created in this manner can satisfy an animator's exact speci�cations with a minimum of

deviation from the initial motion sequence. Ideally, we would like to use a minimal source

of motion data, perhaps a single captured movement, to create a wide range of additional

motions. Recently a number of dynamic motion adaptation methods have been proposed

[68, 97, 83, 79, 75], and the work presented in this chapter falls into this category. In

this chapter, we describe the momentum-based motion editingtechnique. In contrast to

the existing methods, our proposed framework is particularly robust to large-scale motion

modi�cations. For example, we can adapt a forward leaping movement, to a collection of

leaping movement in di�erent directions including a backward leap, or a 360� leaping spin.

Using our motion editing framework, we show how a family of dynamic movements can

be synthesized based on the animator's needs for interactive control. Because our family

of motions samples the space widely, satis�es exact constraints, and otherwise deviates

minimally from the original source sequence, we can use simple interpolation techniques to

allow real-time exploration of this synthetic motion space. We describe a number of real-

time animation tools that can be constructed using these synthetic motion families, such as

interactive displacement of constraints (e.g. varying foot landing position), as well as inverse

control examples such as the determination of the natural volleyball spike that would hit

the ball arriving at a speci�c position in space. In addition , we describe how the same

synthetic sampling/interpolation approach can be used to develop real-time controllers for

leaping character motion, all synthesized from a single motion-captured leap.

4.2 Related work

Recent research in computer animation focused on techniques for remapping existing data

to given speci�cations of a new scenario. In this chapter, webuild on the research in both

physics- and interpolation-based motion editing methods.
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Figure 4.2: System overview

4.2.1 Physics-based motion editing

Optimal trajectory methods introduced by Witkin and Kass [9 2] provide a powerful frame-

work for enforcing dynamic constraints while searching forthe most favorable motion judged

by the objective function. Extending physics-based optimization to a full human �gure, how-

ever, has presented a signi�cant challenge mainly due to thenonlinearity of the dynamic

constraints, and sensitivity to the starting point of the op timization. The dependency on

the initial point has been somewhat alleviated by starting out with the captured motion

sequence. Popovi�c and Witkin in 1999 developed a �rst method that transforms motion

capture data while preserving physical properties [68]. They found solutions by perform-

ing optimizations on the reduced character model. More recently, editing motion capture

data based on spacetime optimization has become a popular strategy for producing realistic

character animations [72, 79, 75]. These methods provide control for modifying data while

retaining physically plausible properties of captured motion by restricting the optimization

space with additional kinematic constraints (e.g. [72]), or by solving within the PCA-reduced

space of motions [75]. It has recently been shown that relying on simpli�cations of dynamic

constraints is not necessary if proper scaling and estimation of joint angles, torques, and
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Lagrange multipliers are provided [79]. Our work uses a similar spacetime optimization

framework. In contrast to other approaches, we formulate signi�cantly simpler momentum

constraints on a complex character model, without solving for muscle forces explicitly, sim-

ilar to [53]. Since we do not compute internal torques for joints, scaling and convergence

issues are less critical in our optimization framework.

Our physics-based motion editing approach is based on the momentum constraints intro-

duced by Liu and Popovi�c [53]. In that work, momentum constr aints were used for synthesis

of highly dynamic motion from simple animations that did not contain su�cient information

to synthesize the full motion. As a result, transition poseshad to be introduced to further

restrict the optimization space. There are two main advantages of momentum constraints

over the full dynamics constraints. First, since dynamic constraints are reduced to only

global momentum patterns, we are solving for a much smaller set of unknowns, and over a

much \better behaved" set of constraints. This allows us to � nd solutions quickly. Also, in

our experience, these constraints do not su�er from many local minima, thus enabling us

to �nd solutions signi�cantly further away from the origina l motion. The second advantage

of momentum constraints is that they encode more about the natural motion than just

physical correctness. For example in natural motion, passive elements such as tendons and

ligaments store and release energy during ballistic motion. To model this with a full dy-

namic system, one would have to include a complex muscle model. Momentum constraints

e�ectively record the aggregate e�ect of the natural torque usage and energy storage/release

in a speci�c momentum pattern. This additional information embedded within the momen-

tum constraints ensures that adapted motion is not just physically correct, but that it also

constrains the motion within the momentum exchange patterns observed in nature. In con-

trast to the previous chapter that introduced momentum constraints, our method applies

momentum constraints directly on the motion capture data. Our algorithm does not require

any additional pose constraints at the transition points between 
ight and ground phases.

Furthermore, we introduce a novel spline-based representation for the momentum patterns

that can be used to intrinsically enforce the similarity between the resultant motion and

the input motion.

Instead of formulating a physics-based optimization, dynamic �ltering is an e�cient
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alternative for motion editing of smaller amplitude. Per-fr ame based frameworks largely

reduce the computation time, providing an interactive editing interface to the user [83, 77].

Unfortunately, the per-frame approach means that animatorscan modify the spatial position

of constraints, but not their position in time. Tak et al. app lied Kalman �lter to estimate

an optimal pose for the current frame subject to the given constraints. The result of the

estimation is then recti�ed by least-square-�t to ensure a physically sound motion [83].

Shin et al. approximated the adjustment made to the original motion capture data by

correcting the momentum of the character during 
ight and using the balance constraints

on the ground [77]. In general, these methods are geared toward the local modi�cation

compared to the overall motion, such as improving the balance, whereas our approach is

able to handle global changes of the motion such as transforming a forward jump to a

360� backward spin jump. Another branch of dynamic �ltering empl oys dynamic tracking

[97, 66]. These methods combine motion capture data and dynamic simulation to retain

human-like details from the data while presenting interaction with the environment. These

methods produce motions that do not deviate signi�cantly from the input motion, relying

on the existence of captured motion that is similar to what the user intends to do.

4.2.2 Interpolation-based motion editing

Straightforward interpolation of joint angles usually fai ls to preserve physical realism from

the original data. However, many methods have shown that small modi�cation of the

motion can be easily done by linear interpolation of joint angles [13, 93, 91]. Combining

interpolation with kinematics constraints, Gleicher adapted original motion to a new char-

acter while maintaining environmental constraints such asfoot contacts on the 
oor [29]. A

more sophisticated interpolation was presented using radial basis functions to blend motion

sequences with various inverse-kinematic goals [74] or di�erent style [73]. Unfortunately,

data acquisition and post-processing for these methods present a signi�cant challenge since

motion sequences need to be carefully crafted so that they contain the same content yet

di�erent in style. Our approach only requires one single motion capture sequence as the

seed. This seed is used to generate a family of motion sequences that parameterize the
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dynamic space.

Lee and Shin presented a multi-level B-spline representationby which they transform

existing motion to satisfy desired constraints adaptively through direct manipulation [51].

Using B-spline representation, the motion edits can be limited to user-speci�ed frequency

bands, providing a more e�ective optimization framework. Our work adapts the idea of

using spline-based representation to constrain the search of the optimization. We model the

momentum curves by a B-spline representation which are �tted to the original motion so

that the search space in the optimization is limited to solutions that have similar dynamic

behavior of the original motion.

4.3 Algorithm overview

Our system is based on an optimization algorithm that can transform the captured motion

to satisfy high-level user constraints while preserving physical realism. As input, the system

takes a single motion capture sequence and the user-speci�edmodi�cation. We describe the

algorithm in three separate components: Motion pre-�tting, optimization, and interpolation

(Figure 4.2). The pre-�tting optimizes a set of coe�cients us ed to model momentum curves

so that they are constrained to the similar shapes of the original motion. The system then

formulates a spacetime optimization that solves for a new motion, where both high-level

physical constraints and the user speci�cation are met. With a family of such optimized

motions that parameterize certain dynamic space, we can apply a simple linear interpolation

to generate arbitrary new motion within the dynamic space in real-time.

4.4 Motion editing with momentum constraints

Our algorithm adapts the momentum-based constraints [53] for the task of motion editing.

Instead of �lling in missing data, motion editing must solve the converse problem of pre-

serving the original data while still satisfying animator-i mposed constraints. There is no

need for keyframing of any kind because the motion already starts in a good initial state.

Any underlying physical model employed by the system must be
exible enough to precisely

describe the initial state of the motion and, at the same time, rigid enough to maintain a
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semblance of the original motion throughout the editing process.

4.4.1 Motion pre-�tting

At the heart of our algorithm is a set of full-body angular and l inear momentum curves.

These curves constrain the edited motion to the realm of physical realism without the

need to simulate expensive dynamical properties such as joint torques and contact forces.

The momentum curves are parameterized by a set of coe�cientsthat are pre-solved to

closely match the input motion. The advantage of this approach is twofold. First, a good

initial state of the momentum coe�cients results in rapid co nvergence of the optimization.

Second, the coe�cients that control the shape of the curves can be �xed throughout the

editing process, e�ectively performing a biased search forsimilar motions in the momentum

space.

After the motion is captured using an optical system and processed to �t the character's

skeletal structure, we employ the constraint detection technique described in [53] to partition

the motion into ground-contact and 
ight stages. Since the the animator may at times wish

to produce physically impossible jumps that are not constrained to the earth's gravity, and

because the sampling rate varies for each input motion sequence, we also need to determine

the time interval between two animation frames. Gravity and time step are directly related

because we can equivalently choose to �nd the right gravitational constant that makes the

motion realistic for a given unit time step. During free-fall stages, the linear momentum is

only a�ected by gravity and the angular momentum remains constant. By observing that

the center of mass (COM) of the model must follow a parabolic trajectory, S(t), we can

compute the gravitational constant, g, by solving a system of equations

S(t) =
1
2

gt2 + v0t + c0

S(tn ) = cn

S(tn=2) = cn=2

where t0::n are time steps in the free-fall stage,c0::n are corresponding values of the COM,

and v0 is the unknown initial velocity of the COM.
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When the body is in contact with external forces, the momentum curves can no longer

be represented by a simple set of linear equations. Instead,we represent the momentum

curves with a 3rd-order non-uniform B-splines for their 
exibi lity and convenient knot based

parameterization. In our spline representation, the �rst and last knots have duplicity 4 to

ensure interpolation of the end points [24].

A de�ning characteristic of motion is the shape and magnitude of its momentum curve

(Figure 4.3). In the case of our spline representation, the control points determine the

magnitude of the curve and the spacing of the knots in
uence the shape. We note that this

formulation can capture a greater variability of momentum patterns than the previously

used hardwired patterns [53]. This is especially importantwhen dealing with motion capture

data due to wide range of di�erent maneuvers possible in the real world. To �nd a set of

control points, f p i ji 2 1::kg, and knots, f u i ji 2 1::k +4g, that closely match the momentum

pattern of the input motion, we solve the following constrained optimization problem for

each momentum splineS(t; p1::k ; u1::k+4 ):

min
S

nX

i =0

(P i � S(t i ))2 subject to

8
>>>>>>><

>>>>>>>:

S(0) = P0

S(n) = Pn

_S(0) = mg

_S(n) = mg

u i � u i � 1 < � , for i 2 1::k + 4

whereP i is the momentum of the input motion at time step i and m is the total body mass

of the character. In other words, we perform a least-squares regression over the momentum

curve in the ground stage, while maintaining C1 continuity through the transitions to the


ight stages.

There are few exceptions to the problem described above. When there is no adjacent


ight stage, we remove the constraint corresponding to _S from the statement of the problem.

Also, the constraint corresponding on _S(0) is entirely removed when pre-�tting the vertical

linear momentum curve since the transition from a free-fall stage to a ground stage is typi-
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Figure 4.3: Linear momentum of a jumping motion in vertical direction. The gray area
indicates the 
ight stage. Left: The control points f p i ji 2 1::kg, visible as red circles,
determine the magnitude of the curve. The spacing of the knots f u i ji 2 1::k + 4g, visible
as blue triangles, in
uence the shape. Pre-�tting phase solves for a set of control points
and knots that closely match the momentum pattern of the input motion (shown as green
squares). Right: During the spacetime optimization, u i is held �xed while p i is part of
free variables. In this example, the optimized control points p i result in a more energetic
jumping motion.

cally dominated by impulsive forces, which are notC1 continuous in the vertical momentum

component.

4.4.2 Motion editing and optimization

In this section we discuss the process of editing motions using our system. As in the previous

chapter, we model motion as an optimal dynamic process with aset of realistic constraints.

In general terms, our condition for optimality is that the ou tput motion be both as smooth,

and as similar, to the original motion as possible. Constraints on the solution ensure that

the character's limb do not bend unnaturally, that the character's feet do not pass through

the ground, and that the character's full-body momentum curve follows the path of the

pre-�t momentum splines. The degrees of freedom to be optimized are contained inQ
S

G,

whereQ is the set of joint angles through time describing the motionand G is the set of the

control points controlling the momentum splines. In the ini tial state of the optimization,

Q is a good initial guess at the target motion formed by linearly interpolating the original

motion between user speci�ed translations and orientations, and G contains the pre-�t

momentum coe�cients. In addition to the constraints and obj ectives used in Chapter 3,

we also introduce a similarity objective and a pseudo balance objective as described in the

following sections.
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Similarity objective The similarity objective is intended to keep the optimized motion

as similar to the original as possible. We formulate this objective as the squared distance

between the original vector of DOFs,Q init , and the solution vector, Q. Each joint DOF is

scaled by its natural bound. The energy function we wish to minimize is then,

Es(Q) = ( Q init � Q)2

Pseudo balance objective Since we do not model the speci�c human preference to

stay out of extreme leaning movements that in real life can often cause foot slipping on

the ground, there are some instances when the resulting motion would leave the character

unnaturally leaning without a means of support. To pull the optimized solution away

from these unstable regions, we include a pseudo balance objective. The objective we use

attempts to minimize the squared distance between the COM,c(t) of model in the �rst

time-step, t0, and last time-step, t f , of the initial and �nal ground stages of the motion.

For interior ground stages, we instead minimize the distance between the COM of the

model in the middle frame of the stage,c(tm ), and the COM of the linearly interpolated

input motion, corig (tm ), in the same frame. In other words, we introduce an additional

objective function term, Eb(Q) = ( c(t0) � c(t f ))2, for the initial and �nal ground stage,

and Eb(Q) = ( corig (tm ) � c(tm ))2 for each interior ground stages. We �nd that the correct

weight of these objectives do not vary much from motion to motion and, in fact, as long as

the weight is well scaled w.r.t. other parts of the objectivefunction, one value tends to \�t

all".

Spacetime optimization To summarize, the unknowns of our system,Q and G, are the

character DOFs and the control points for the momentum splines. Note that spline knots are

omitted to maintain the similar momentum pattern of the orig inal motion. The optimization

enforces two types of constraints: environment constraints, Ce, such as feet positions on

the ground, and momentum constraints,Cm . The following spacetime formulation �nds the
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unknownsQ and G that minimize the objective function while satisfying all t he constraints:

min
Q ;G

Es(Q) + Eb(Q) subject to

8
><

>:

Ce(Q) = 0

Cm (Q; G) = 0

User interface Our system provides several high level motion speci�cationtools so that

the animator never has to think of editing in terms of constrained optimization. First,

motions are automatically partitioned into alternating 
i ght and ground stages. Alterna-

tively, the user can manually adjust the partitioning to mak e corrections. Next, the user

manipulates ground stages with the mouse to translate theirposition and turns a dial to

change the orientations as desired. The system treats thesespeci�cations as o�sets from

the original state of a ground stage. In other words, given the original translation, qT , and

original orientation, � , of the ground stage, the user speci�es o�sets �qT and � � . The new

translation and rotation of the ground stage is then altered to be qT + � qT and � + � � ,

respectively. To form a good initial guess at the solution for the frames of the 
ight stages,

the system linearly interpolates the o�sets of the adjacentground stages over each time step

of the 
ight stage. The resulting motion is a crude approximation of the �nal result, but

provides a good initial state for the spacetime optimization. The animator can also change

the height of the trajectory in a 
ight stage by interactivel y shaping a visualization of the

trajectory. This is particularly useful when creating non-realistic motion that de�es gravity,

as will be explained below. Once the user is satis�ed with theedits, the optimization process

takes between 1 to 5 minutes per motion. Alternatively, several motions can be generated

together in a batch mode.

4.4.3 Populating the dynamic space of motions

In this section we describe a technique for generating a continuous ranges of physically

plausible motions from a single motion capture sequence. The technique constructs an

output motion in real-time by performing a simple weighted average over the DOFs values

from a set of sample motions. A family of motions can be populated from the input motion

by systematically varying the position and orientation of one or more ground stages and
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Figure 4.4: Left: Line motion family that varies the translation of a ground st age along
a line. Middle: Grid motion family that varies the translation of the ground stage along
a two dimensional grid. Right: Circle motion family that varies both the translation and
orientation of the ground stage along a semi-circle such thatthe orientation of the character
is always aligned with the normal vector on the arc.

then performing a sequence of similar optimization.

Motion families We provide a user interface for the three most useful types ofmotion

families (Figure 4.4). The �rst type varies the translation of a ground stage along a line, the

second type varies the translation of the ground stage alonga two dimensional grid, and the

third type varies both the translation and orientation of th e ground stage along a semi-circle

such that the orientation of the character is consistently aligned along the normal vector of

the arc. The size of the sample space as well as the density at which it is sampled can both

be adjusted as necessary. Other types of motion families canbe easily added.

Once a motion family is populated, we are able to generate arbitrary intermediary mo-

tions by blending the nearest 2n samples, wheren is the number of dimensions in the

parameterized space. We chose to use a simple linear blending method for several reasons.

First, the algorithm is very fast and well suited to any appli cation where the output motion

must be generated \on the 
y". Since motion families are produced o�ine, they can be as

densely populated as necessary to increase the accuracy of the interpolation. Second, since

the members of a motion family are produced by the same optimization setup, varying only

in speci�c dimensions (e.g. landing positions, height, orientation, etc), it is often the case

that they blend very well and need not be sampled very densely. In our results section,

9 samples is the most that was ever required to adequately sample the dynamic space of

a motion. While a more sophisticated blending technique might have been devised (for
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example spline-based interpolation or radial basis functions (RBF) interpolation [74]), our

focus is to show that even the most naive of approaches will yield reasonable results given

similar samples from the carefully constructed motion family.

Foot glide Although foot glide is among the most troublesome artifacts for most mo-

tion blending techniques, we �nd that it is imperceptible fo r both the line and grid motion

families. However, when the global orientation and the translation of the motion are inter-

polated simultaneously, as is the case in the circle motion family, a very minuscule amount

of foot glide becomes perceptible. A simple �x is to apply a per-frame inverse kinematic

(IK) solver to slightly adjust the lower body to satisfy the p ositional constraints on each

foot. Solving IK on the lower body not only has the e�ect of planting the foot �rmly on the

ground without changing the overall looks of the motion, but is also light-weight enough to

converge in real-time, as the motion is being displayed.

Inverse control So far we have shown how to populate the space of dynamic motion

by interpolating between samples. Here we will discuss a more intuitive way of controlling

these animations. In many applications the most important aspect to control is the position

and time at which the character makes contact with an object in the environment. Consider

the example of a soccer header motion, where it is required that the character's head always

makes contact with the soccer ball at the correct moment in time. Starting from a single

input motion we can generate an arbitrary header by creatinga grid motion family that

varies the translation of the landing stage. The joint con�guration at each time-step in

the output motion is then de�ned as a vector function Q(x; y; t ) of the landing position,

(x; y), and the time-step, t. If we denote the position of the character's head by the function

h(Q(x; y; t )), the problem of �nding the motion that constrains the char acters head to ball

position r c at time tc, is reduced to that of �nding values (x; y) such that r c = h(Q(x; y; t c)).

This is, in turn, analogous to minimizing the energy function E(x; y) = ( r c� h(Q(x; y; t c))) 2,

which can be solved e�ciently by a simple gradient descent method. The gradients are

computed using �nite di�erences. One caveat is that Q is actually a piecewise function that

performs a bi-linear interpolation of the 4 nearest sample motions. When one sample motion
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Figure 4.5: In the example of the soccer header motion, the user speci�es the contact point
of the head and the soccer ballr c at time step tc. Inverse control mechanism is able to
immediately determine the four nearest neighbors among thesampled motions as well as
their weights that interpolate the desired motion. An e�cie nt gradient descent method
solves for the landing position (x; y) by optimizing E(x; y) = ( r c � h(Q(x; y; t c))) 2.

is replaced by another in the set of 4,Q ceases to beC1 continuous, causing convergence

problems with the gradient descent method. A simple solution is to replace the linear

blending functions f (x) = x and g(x) = ( x � 1) with smooth in/out functions such as f (x) =

sin 2(x) and g(x) = cos2(x), thereby maintaining C1 continuity through the transitions.

4.4.4 Interactive control

One advantage of our motion generation algorithm is that it provides for a wide range

of physically plausible animations in real-time. To demonstrate the full bene�t of this

approach, we have created a video game interface where the user controls the trajectory of

a jumping character with a multi-directional control pad (Fi gure 4.7). The task is similar

to that of creating a walk-cycle except that, in this case, we loop a jumping motion and

that the direction and length of the jump are controllable in real-time.

We start with a motion capture sequence of a character makingtwo consecutive jumps.

The interesting aspect of this motion is that the character must exhibit foresight in the

motion of the �rst jump, so that the correct contact forces can be generated in the interme-

diate ground stage, to create the necessary momentum for thesecond jump. The spacetime

approach is ideal for editing such a motion because of how interdependencies between dif-

ferent stages of the motion are intrinsically modeled. Our approach inherits the same key

bene�t from spacetime, but allows for control of the motion in real-time.

In order to construct our real-time controller, we generate amotion family that varies
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Table 4.1: Computation time for optimizations

Motion Sequences Frames Time
Forward jumps 1 46 2 min
Two-step hop 1 49 3.5 min

360 degree spin 1 79 3.5 min
Volleyball slam 9 44 17 min

Interactive controller 81 56 4.5 h

both the �rst and last ground stages along a 3x3 grid. The entire motion family then

consists of 81 optimal motions resulting from permuting the 9 possible starting positions

with 9 possible ending positions. Using the interpolation technique described previously,

we are now able to create a motion with arbitrary starting and landing position within the

sample space. Alternatively, we can view this as controlling the direction and length of the

�rst jump, d1, and the direction and length of the second jump,d2. It follows that we

can express the interpolated output motion as a vector function Q(d1; d2; t). Given two

permutations of the jumping sequence,Qa = Q(da1; da2) and Qb = Q(db1; db2), we can

easily blend the last 
ight stage of Qa into the �rst 
ight stage of Qb so long asda2 = db1.

The real-time controller is completed by chaining the motion segments in such a manner

while the user speci�es the next direction with the control pad. (Figure 4.6)

The end result is an interactive jumping simulation where the user controls the direction

that the character jumps and then sees the motion carried outin a physically plausible

manner. Due to the foresight discussed earlier, the character must always have prior knowl-

edge of the next two directions it will jump. This causes somelag time between when the

user speci�es a direction and when that motion will occur, but this is only natural given

the deterministic nature of the ballistic motion.

4.5 Results

The motion sequences in our demonstration were captured at 120 frames per second using

an optical motion capture system. The character is composedof 18 rigid links and 43

degrees of freedom.S0(3) rotations are expressed in exponential map representation. The
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Figure 4.6: Lines and circles represent the position of 
ight and ground stages, respectively,
in the real-time motion sequence, as viewed from above. Threeper mutations of the original
motion are chained together by blending along the intermediate 
ight stages, F 1 and F 2.

mass distribution of the model is an appropriately scaled version of the population average

as obtained from the biomechanical literature [19]. We usedSNOPT [27], a nonlinearly-

constrained optimization package, for solving spacetime optimization, as well as for pre-

�tting the momentum curves. Most edits shown in the accompanying video clips were done

in less than 1 minute. The optimization process for each motion took on the order of 2 to

4 minutes to fully converge on a 2Ghz Pentium 4 machine (Table4.1).

4.5.1 Motion editing

Our system provides a set of UI tools to help the user rapidly specify modi�cations to existing

motions. In a hopping example, the animator interactively manipulates the position, height,

and orientation of each ground stage. The character must cover a longer distance, reach a

greater height and assume a new orientation in the modi�ed hopping motion, so she must

lower her center of mass, lean farther to the right, and pivotslightly in preparation for the

take-o�. Despite these changes, the resultant motion remains stylistically similar to the

original. To show that our system is capable of making drastic changes from the original
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motion, we edited the same hopping motion to exhibit a 360� spin followed by a 180� spin

in the opposite direction(Figure 4.1).

4.5.2 Real-time interpolation

In order to demonstrate real-time motion interpolation we modi�ed a motion with two

consecutive leaps. We let the user control the landing and take-o� positions along an evenly

spaced grid to generate a set of parameterized motions. Since the interpolation can be

performed in real-time, we are able to generate a jumping motion with arbitrary take-o�

and landing positions within the parameterized space in an interactive fashion. Another

example shows a soccer header motion observed to miss its target. First, we correct the

motion by increasing the height of the jump to meet the ball at the point of contact. Next,

we use our editing algorithm to generate a motion family parameterized over the space of

the landing position of the motion. By interpolating between the optimal motions, we are

able to generate arbitrary intermediary motions where the character contacts the ball at

any location within the sampled space, in real-time.

4.5.3 Inverse control

A more intuitive way to edit motion capture data with arbitra ry positional constraints

is to use our real-time inverse control mechanism. In the volleyball slam example, the

user interactively speci�es the position of the character's hand in mid-
ight. Our system

immediately determined the correct linear interpolation of 4 nearest neighbor samples to

meet the positional constraint on the hand. The brightness of the sample motions on the


oor indicates the weights associated with each sample. We used 9 sampled motions which

are all edits of the same input sequence. The demonstration shows various slam motions

being generated in real-time by using the trajectory of the volleyball to guide the character's

motion. (Figure 4.7).
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4.5.4 Non-realistic motion

Our system can also be used to create a class of non-realistic motions that allow the character

to exhibit superhuman strength and to defy the laws of physics. Consider an example where

we wish to edit a jumping motion to reach a higher mid-point in t he same time span as

the the original motion. The �rst observation to make is that this is physically impossible

without altering the gravitational constant, which dictat es the maximum rate at which the

character returns to the ground from the height of the jump. In our system it is easy to alter

the gravitational constant in one or more ground stages. Still, the character must gain the

momentum required to achieve the speci�ed height on takeo� and, subsequently, absorb the

same amount of momentum on landing. This requires a super-human muscle strength, but

since we do not directly model muscle forces, and we place no limits on their magnitude, our

system can easily handle these imaginary circumstances. From the animators perspective,

editing non-realistic motion is the same as editing any othermotion. To increase the height

of a 
ight stage, the animator simply manipulates a visualization of the trajectory of the

motion in the 
ight stage to the required height, and then speci�es whether the system

should change gravity or, alternatively, the total time in t he 
ight stage. If the animator

chooses to leave the gravity unaltered, the system increases the length of the time-step in

each frame of the 
ight stage and then continues the editing process as normal. In one

example, we edited a forward jump into a 2-meter-long backwardjump (Figure 4.8).

4.6 Discussions

The major drawback of this work is that the number of samples required grows exponentially

with the number of dimensions, hence the expensive o�ine computation. There are several

ways to facilitate the computation by taking advantage of the similarity among the sample

motions. A more intelligent sampling strategy is essentialfor generalizing our approach

to a multi-dimensional dynamic space. Active learning algorithms have shown reasonable

results in learning problems where acquisition of trainingsamples is costly [17, 56, 35, 84].

We anticipate that active learning algorithms can signi�ca ntly reduce the number of sample

motions required in a high-dimensional parameterized space.



63

Figure 4.7: Left: For a volleyball slam motion, the user interactively speci�es the position
of the character's hand in mid-
ight. The system then determines the correct linear inter-
polation of the sampled motions to meet the positional constraint on the hand. Middle:
The volleyball motion in pro�le. Right: The user interactively controls the direction the
character jumps with a multi-directional control pad.

Figure 4.8: The timeline of this animation goes from left to right. To demonstrate a motion
that is impossible to achieve in the real world, the animator altered a forward jump to a
2-meter-long backward jump.



64

Because our model does not account for the realistic muscle strength and the friction

during ground contact, there are some cases when our algorithms fail to produce realistic

motions. Adding heuristics such as balance during contact can to a large extent eliminate

these problems.
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Chapter 5

LEARNING PHYSICS-BASED MOTION STYLE FOR LOW ENERGY

MOTION

Figure 5.1: An example of synthesized motions in \happy" style. The algorithms learn the
\happy" style from a motion capture sequence and apply the style to a new scenario where
the character carries a 3 kilogram suitcase on the right hand.

This chapter presents a novel physics-based representationof realistic character motion.

The dynamical model incorporates several factors of locomotion derived from the biome-

chanical literature, including relative preferences for using some muscles more than others,

elastic mechanisms at joints due to the mechanical properties of tendons, ligaments, and

muscles, and variable sti�ness at joints depending on the task. When used in a spacetime

optimization framework, the parameters of this model de�ne a wide range of styles of natural

human movement.

Due to the complexity of biological motion, these style parameters are too di�cult to

design by hand. To address this, we introduce Nonlinear Inverse Optimization, a novel

algorithm for estimating optimization parameters from mot ion capture data. Our method

can extract the physical parameters from a single short motion sequence. Once captured,

this representation of style is extremely 
exible: motions can be generated in the same style

but performing di�erent tasks, and styles may be edited to change the physical properties
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of the body.

5.1 Introduction

Creating expressive and realistic character motion remains one of the main challenges in

computer animation. Traditional keyframing techniques, while expressive, are not well-

suited for achieving realism. Physics-based methods for locomotion synthesis show promise

for highly dynamic motions such as jumping, diving, and gymnastics, but it remains very

di�cult to specify styles of motion. Dynamic simulation of l ow-energy motions | such

as walking, jogging, and other common movements | are even more challenging, because

these motions are not tightly constrained by physical requirements, and so physical style

plays a signi�cant role in determining motion. Style itself is very di�cult to parameterize,

especially in terms that can be applied to dynamic motion representation. More recent data-

driven approaches to motion synthesis can preserve the realism provided by example motion

capture data, but cannot produce new motions. Consequently, data-driven methods require

a large database of training motions in order to allow 
exibility. In this representation, the

style and dynamics of motion are tightly coupled, so there isno way to reason about how

the style of the motion would transfer to a motion with di�ere nt dynamics.

In this chapter, we present a physics-based approach to creating realistic, expressive

motion. Our dynamic model includes an abstracted representation of an actor's muscles

and tendons, su�cient to capture the essential qualities of locomotion arising from mus-

culoskeletal structure. Furthermore, the model includes parameters that encode an actor's

relative preference for applying torques at some joints more than others. New motions are

created by spacetime optimization, minimizing the total muscle torques according to those

preferences. The individual physics and style of an actor are described by the complete

set of musculoskeletal parameters and muscle preferences,and modifying these parameters

yields new motion styles.

Due to the complexity of biological motion, these style parameters are too di�cult to

design by hand. Moreover, it is controversial whether optimization is even a good model for

human motion [4]. To address these questions, we introduce Nonlinear Inverse Optimization
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(NIO), a new algorithm for automatic estimation of physics parameters from motion capture

data. NIO assumes that the motion capture is optimal for a spacetime optimization problem

with unknown parameters and known constraints, and solves for physics parameters to make

the observed motion optimal. We can then generate new motionsequences as if performed

by that actor, in the same style as the real actor, but satisfying entirely new constraints.

Because our method learns a high-level description of style,we do not require large training

databases; the styles are estimated from a single short motion sequence each. For example,

once we have extracted the style parameters of a speci�c walk, we can determine how this

same person would move with a large briefcase in their hand.

Our physical model incorporates several hypotheses about locomotion from the biome-

chanics literature. First, there is a distinct preference for using speci�c joints rather than

others, due to variations in joint strength, stability, and other factors [25]. Second, biolog-

ical systems use passive elements in their musculoskeletalstructure, such as tendons and

ligaments, to store and release energy, thereby reducing total power consumption [1]. Third,

animals vary sti�ness of their joints when performing di�er ent tasks. For example, leg sti�-

ness is considerably higher during running than during walking [22, 23]. Incorporating these

factors leads to increased realism in our model. Although some of these factors have been

used in animation systems, they have not been used together in physics-based animation.

This is likely due to the di�culty of selecting a large number of simulation parameters by

hand, a problem we address by learning these parameters fromdata. Moreover, we antici-

pate that our approach can be used as a means to explore biomechanical theories; to this

end, we show a preliminary experiment in which our system accurately predicts the overall

features of a new motion, as compared to ground truth measurements.

We focus on modeling human locomotion for two reasons. First, locomotion is central to

human movement. Second, in contrast to high-energy motions such as high-jumping, it is

much more di�cult to generate realistic walking and other lo w-energy motions by optimiza-

tion. Whereas high-energy motions are determined primarilyby a small number of dynamic

and physical constraints, low-energy motions require much more accurate, detailed models

of dynamics and style. In fact, it has not previously been shown that full-body human

walking is optimal with respect to muscle-usage. Our learning and synthesis procedures are
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general and we anticipate that they will enable analysis of more general types of motions,

as well as analysis of animals with di�erent kinematics or dynamics from humans.

All biomechanical models involve simpli�cations, and ours is no exception. We use

an abstracted representation of dynamics in order to capture the most salient elements of

motion. The most signi�cant simpli�cation is that we treat j oint sti�ness as an element

of style that does not vary during a motion. Consequently, walking and running | which

normally entail di�erent degrees of muscle sti�ness | are tr eated as two di�erent styles.

Additionally, we employ a minimal model of the musculoskeletal system that represents

aggregate forces at each joint, rather than the speci�c structure of individual muscles,

bones, and tendons.

5.2 Related work

Robot controller simulation has been successfully appliedto the domain of realistic computer

animation, yielding a variety of types of motions [20, 42, 41, 70, 48, 80, 85, 89, 88]. These

methods yield physically valid motions, often in real-time. However, creating controllers for

a given task remains a di�cult process, and it is even more di� cult to create a controller

to represent a speci�c style of motion.

The spacetime constraints framework, in contrast to simulation, casts motion synthesis

as a variational optimization problem of minimizing some physical measure of energy, such

as muscle exertion [55, 72, 53, 62, 68, 92], or joint angle acceleration [21]. Optimal energy

movement and intuitive control give this method great appeal. Unfortunately, for complex

characters, Newtonian physics constraints are highly nonlinear, often preventing the space-

time optimization from converging to a good solution. This problem prevents spacetime

optimization from being used when the starting guess for theoptimization is far away from

the desired solution. Because many aspects of the real-life physics are abstracted away

from the model, the optimization tends to produce reasonable results only for high-energy

motion (jumping, diving, acrobatics, etc.), because thesemotions are largely constrained

by what is physically possible. Low-energy motions, such as walking and running, depend

more on the �ne details of the physical model, because there are many ways to perform
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these motions while still satisfying the physical constraints. Much of the motion style is

determined by musculoskeletal intricacies that are not usually modeled. For this reason,

when applied to low-energy motion, spacetime optimization is highly sensitive to the start-

ing position of the optimization | the optimization often co nverges to a physically-valid

but unrealistic solution. Safonova et al.[75] obtain better convergence and more realistic

motions by parameterizing motion within a low-dimensional subspace obtained from a col-

lection of example motions. Our framework shows that realistic motions can be obtained

within a purely energy-based model without a subspace projection or extra penalty terms.

Additionally, our method requires only a single example motion to de�ne a style, rather

than a database of motions in the same style.

Because of the di�culties in directly modeling physics and style, learning simple models

of style from examples has recently been an extremely activeand productive area of research

[6, 7, 11, 33, 46, 45, 50, 52, 69]. These methods modify existing motion clips to create new

motions according to some constraints, while maintaining the speci�c style and expressive-

ness of the original motions. However, since these methods do not explicitly model physics,

the output is limited to direct modi�cations to the availabl e motions. For example, if we

only have clips of an actor walking, then we can only synthesize more walking, and not,

say, climbing or descending stairs. Consequently, extremely large motion databases may

be required for general-purpose synthesis. Our work aims to infer the physical system that

produced a given motion, which provides the ability to generalize to many new motions that

were not included in the training data; the representation of style is much more compact.

Our work has the disadvantage that it is more computationally intensive, and can only

capture styles described by the physical model. Motion �ltering, warping, and retargetting

methods [29, 73, 82, 86, 90, 93] can be used to modify existingmotions, but are limited to

small modi�cations of motion trajectories without changin g constraints, such as the num-

ber of footsteps, and without maintaining dynamic validity of the motion. In contrast, our

system is not tied to the particular events in the example motion, and can generate new

physically-correct motions with new sequences of constraints and new lengths.

Ne� and Fiume [58] point out the importance of muscle and spring tension in motion,

and apply these observations to keyframe animation. In their system, all parameters must
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be determined by an animator. Previous Inverse Optimization algorithms search for energy

functions in which the measured data is optimal; Heuberger [37] provides a detailed sur-

vey of inverse optimization. Existing methods apply only when the forward optimization

problem has restricted structure, such as linear programming and network-
ow problems.

Approximate inverse optimization is an open problem [37]; we present NIO, a �rst attempt

at addressing this problem area. NIO does not require special structure in the energy func-

tion, except that it be di�erentiable. NIO does not ensure th at an inverse is found, but we

have found it to produce good results nonetheless.

Alternatively, maximum likelihood and Bayesian learning methods can learn energy func-

tions de�ned in terms of probabilities. However, these methods lead to objective functions

with intractable integrals (Section 5.8.2). Previous methods have used random sampling

techniques to optimize this integral [26, 39, 38]. However,no existing algorithm is capable

of e�cient random sampling in our case, where the problems have thousands of dimensions

and are subject to hard nonlinear constraints. However, NIOis inspired by Contrastive

Divergence [38], a probabilistic method. We also show a connection between inverse op-

timization and maximum likelihood. In concurrent work, LeC un and Huang [49] describe

related energy learning methods for classi�cation and regression.

Our work also relates to methods that learn dynamical systems from data. NeuroAni-

mator [34] �ts a neural network to a known dynamical system, whereas we focus on learning

dynamics and a physical energy function from motion capturedata. Bhat et al. estimates

the parameters of a 2D rigid-body system [8] or a cloth simulation [9] from a video sequence.

These methods focus on passive systems or systems in which all forces are known. In con-

trast, we address problems involving unknown forces designed to minimize an unknown

energy function.

5.3 Algorithm overview

We view realistic human locomotion as a result of an energy-optimal process that achieves

a given set of tasks represented by environment and goal constraints C. To compute a new

motion X , we minimize the energy objective function E(X ; � ) which computes the total
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amount of torque due to muscle forces (Section 5.5). The parameter vector � encapsulates

all elements of physical style: muscle/tendon elastic properties, shoe elastic parameters, and

relative preferences for muscle usage at each joint. In Section 5.4, we describe our model

of motion as a function of all external and internal forces: muscle torques, gravity, spring

forces, internal elastic forces, ground contact forces, and shoe elastic forces.

Given a motion capture sequenceX T and constraints C, we can estimate the parameter

vector � that gave rise to it. This is done by �nding a � for which X T is the minimizer of

E (X ; � ). This search is performed by Nonlinear Inverse Optimization (NIO), as described

in Section 5.6. The constraintsC are estimated in a preprocess described in Section 5.7.3.

Having extracted the physical style � , we can generate a wide range of motions in the same

style as the example motion, by minimizing the energy function with the same � but new

constraints; examples are shown in Section 5.7.

5.4 Motion dynamics

The distinctive feature of our spacetime optimization framework is a representation that

accounts for key aspects of the musculoskeletal structure:relative strength of muscles,

impedance, and neutral position parameters of passive structures around each joint. We

represent the character skeleton as a transformation hierarchy that comprises 18 body nodes,

29 joint DOFs and 6 root DOFs, and rotational joints are parameterized by exponential

maps [32]. We write the Lagrangian equations of motion1 so as to include the e�ect of

generalized forces associated with DOFqj :

X

i 2 N (j )

d
dt

@Ti
@_qj

�
@Ti
@qj

= Qj (5.1)

where Ti denotes the kinetic energy of body nodei and N (j ) is the set of body nodes in

the subtree of joint DOF qj , and Qj is the aggregate generalized forces acting onqj (See

Section 2.1.2 for derivations). To compute the kinetic energy of the motion, we treat the

1The more common de�nition of the Lagrangian incorporates potential energy. We include gravity in
the aggregate joint forces instead (which is equivalent to the more common form, but simpler for our
purposes).
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character as a collection of pointsx = [ x y z 1]T in the coordinate of nodei each with an

in�nitesimal mass � i . The global coordinate of each point is de�ned asW i x, where W i is

the chain of the transformations from the root of the skeleton to body node i .

Ti =
1
2

Z
xT _W T

i
_W i x � i dx dy dz

=
1
2

tr
�

_W i M i _W T
i

�
(5.2)

where M i is the mass tensor of the body nodei .

M i =
Z

xx T � i dx dy dz (5.3)

Taking various derivative of the kinetic energy Ti yields:

@Ti
@qj

=
1
2

tr

 
@_W i

@qj
M i _W T

i + _W i M i
@_W T

i

@qj

!

(5.4)

@Ti
@_qj

=
1
2

tr

 
@W i

@qj
M i _W T

i + _WM i
@W T

i

@qj

!

(5.5)

d
dt

@Ti
@_qj

=
1
2

tr

 
@_W i

@qj
M i _W T

i +
@W i

@qj
M i •W T

i + •W i M i
@W T

i

@qj
+ _W i M i

@_W T
i

@qj

!

(5.6)

The left-hand side terms of Equation 5.1 can be computed as:

d
dt

@Ti
@_qj

�
@Ti
@qj

= tr

 
@W i

@qj
M i •W T

i

!

(5.7)

The aggregate generalized forceQj acting on a DOF qj is a sum of generalized forces:

Qj = Qm j + Qgj + Qpj + Qcj + Qsj (5.8)

The right-hand-side terms in this expression represent the aggregate generalized forces due

to muscles (Qm j ), gravity ( Qgj ), passive springs and dampers (Qm j ), ground contact (Qcj ),
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Figure 5.2: The character consists of 18 body nodes and 35 DOFs. The aggregate generalized
forces acting on each jointj are: muscles (Qm j ), gravity ( Qgj ), passive springs and dampers
(Qpj ), ground contact (Qcj ), and shoe springs (Qsj ). The aggregate spring force from the
passive elements (Qpj ) is illustrated as a spring and a damper, and the active muscle force
(Qm j ) is illustrated as a motor.

and shoe springs (Qsj ). These equations represent the forces at a speci�c time instant t; for

brevity, the dependence ont is omitted from these equations.

We next describe the generalized forces in detail.

5.4.1 Gravity

Gravity can be viewed as a constant forcemi g acting on the center of mass of each body

part i . The generalized force due to gravity acting upon joint DOF qj is computed as:

Qgj =
X

i 2 N (j )

 
@W i

@qj
ci

!

� (mi g) (5.9)

where ci is the center of the body nodei in its local coordinate frame, mi is the mass of

the body node i , and g is the gravitational acceleration.

5.4.2 Passive joint forces

Our model accounts for the passive joint forces due to the stretching of opposing muscles,

tendons and ligaments. Tendons are stretchy tissue connecting muscles to the bones, and

ligaments are �brous tissue that join one bone to another across a joint, keeping the joint
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in place. Both tendons and ligaments act as spring-like elements that dampen motion. It is

worth noting that these passive generalized forces are usedextensively in natural locomotion

to reduce energy consumption, increase stability and simplify the control. As the tissue

around each joint stretches and contracts, energy is temporarily stored and released, thus

increasing the e�ciency of locomotion. In running, this mechanism of exchange between

kinetic and elastic potential energy appears to conserve about 20-30% of the energy that

would otherwise be supplied by muscles [1]. Similarly, although opposing muscles are the

only real torque generators around each joint, they are alsoquite elastic and contribute to

the aggregate passive forces around the joint. Our model separates the generalized force

contribution of all muscles around a joint into a passive andactive portion. If all muscle

loads around a joint are kept constant, the entire joint system can be viewed as passive,

even though all muscles might be actuated. Any variation of muscle loads away from this

equilibrium is considered an active component of the generalized force, and is subsequently

minimized with the objective function. Some studies suggest that animals keep overall leg

sti�ness �xed during walking and running [36], but vary sti� ness muscle loads according to

the speci�c locomotion task, such as running on a surface of varying sti�ness [22]. These

collective spring-like e�ects are also signi�cantly di�ere nt for each joint. In the absence of

all muscle forces and gravity, each joint also has a default rest state at the equilibrium of all

muscle, tendon and ligament forces. NASA experiments have reported on these equilibrium

joint positions for humans in a relaxed state in outer space,and reported that the values

are di�erent for di�erent people [57]. Opposing muscles around each joint can easily set

these neutral positions to di�erent values depending on thelocomotion task.

We write the force due to passive elements as a linear damped spring force:

Qpj = � ksj (qj � �qj ) � kdj _qj (5.10)

where ksj and kdj are the spring coe�cient and damping coe�cient that model th e spring

force caused by the stretchy tissue around joint DOFqj , and �qj is the joint angle of qj

at rest in absence of all external forces. We use two di�erentspring coe�cients, ks1j and

ks2j , to model the passive elements in stretching state and contracting state respectively
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Qp=0

Qp= - ks1(q - q) - kd q

Qp= - ks2(q - q) - kd q
q

q

q




Figure 5.3: We use two di�erent spring coe�cients ( ks1 and ks2) to model the passive
elements in stretching state and contracting state respectively. �qj is the joint angle of qj at
rest in absence of all external forces.

(Figure 5.3). Since our optimizer requires forces to be continuous, we use a sigmoid function,

g(x) = (tanh(500 x)+1)
2 to approximate the discontinuity at qj = �qj :

ksj (qj ) = g(qj � �qj )ks1j + (1 � g(qj � �qj ))ks2j (5.11)

5.4.3 Environment constraint forces

During ground contact, we use Coulomb's friction model as described by Pollard and Re-

itsma [66] to compute the force caused by the friction between the character and the envi-

ronment. A friction cone is de�ned to be the range of possibleforces satisfying Coulomb's

friction model for an object at rest (Figure 5.4). We ensure the contact forces stay within

a basis that approximates the cones, with nonnegative basiscoe�cients � p:

Qcj =
X

p
� pV

@Cp

@qj
(5.12)

where V is a 4� 3 matrix consisting of 4 basis vectors that approximately span the friction

cone. Finally, @C p
@qj

projects the contact force into the space ofqj , where Cp is a positional

constraint that �xes a point on the character to its environm ent.
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Figure 5.4: A friction cone is de�ned to be the range of possible forces satisfying Coulomb's
friction model for an object at rest. We ensure the contact forces stay within a basis that
approximates the cones, with nonnegative basis coe�cients. V is a 4� 3 matrix consisting
of 4 basis vectors that approximately span the friction cone.

5.4.4 Shoe forces

The spring-like nature of shoes contribute to the overall \bounciness" of locomotion. To

simulate this elastic force, we use a spring that only activates when the distance between

the foot and the 
oor is less than the rest length of the spring (Figure 5.5). Again, we use

a sigmoid to approximate a step function:

Qsj = g(�h � h(q)) kshoe(�h � h(q))
@h(q)

@qj
(5.13)

where �h denotes the rest length of the shoe spring,h(q) indicates the vertical distance

between the heel and the 
oor, andkshoe denotes the spring constant for the shoe. As with

the contact force, @h(q)
@qj

projects the elastic force into the space ofqj .

5.4.5 Determining muscle forces

A complete motion is represented as a vectorX containing joint angle con�gurations q and

coe�cients of ground contact forces � : X = f q1; q2; : : : ; qn f ; � 1; � 2; : : : ; � nc g, where nf is

the number of the frames in the motion, andnc is the number of footstep constraints. For

e�ciency, we parameterize motions as cubic B-splines, with asu�cient number of control

points to allow detailed motion. The muscle forcesQm j can easily be computed from

Equations 5.1 and 5.8, as a function of a motionX , the physical parameters� , and the time
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h
h(q)

Figure 5.5: The elastic force of the shoes is modeled by a spring that only activates when
the distance between the foot and the 
oor is less than the rest length �h of the spring. h(q)
indicates the vertical distance between the heel and the 
oor.

instant t:

Qm j (t; X ; � ) =
X

i 2 N (j )

d
dt

@Ti
@_qj

�
@Ti
@qj

� Qgj � Qcj � Qsj � Qpj (5.14)

Since there are no muscles or tendons that apply forces directly to the root DOFs, a

separate equation applies at the root; this equation says that the global motion of the

character is completely determined by the aggregate external forces:

Q0k (t; X ; � ) =
X

i 2 N (0)

d
dt

@Ti
@_qk

�
@Ti
@qk

� Qgk � Qck � Qsk = 0 (5.15)

where k indexes over the 6 global DOFs at the root andN (0) is the set of all body nodes.

5.5 Motion synthesis by minimizing muscle usage

The main functionality of muscles is to move bones around their joints by contracting

and relaxing. While minimizing muscle usage certainly makes sense, optimization methods

often neglect the large variability in muscle strength and usage preference for each joint.

For example, the muscles driving the hip joint can generate signi�cantly larger torque than

the shoulder or elbow muscles. In addition, animals prefer to use certain muscles and

joints simply because they may be more robust (less likely tosprain or tear) [25]. Di�erent

muscle preferences signi�cantly change the resulting style of the optimal motion. We will

refer to the relative preference of power usage for joint DOFqj by a corresponding scalar

� j . We speci�cally measure e�ort in terms of muscle force usageby summing the squared
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magnitudes of the forces at all joint DOFs j over all time steps t:

E � (X ; � ) =
X

j

X

t

� j (Qm j (t; X ; � ))2 (5.16)

The weights � capture the relative preference for usage of di�erent joint DOFs, and are

normalized to sum to 1. The complete physical style of a character is collected in a parameter

vector � = f �; ks; kd ; �q; kshoe; �hg. In our system, the parameter vector� is 147-dimensional.

In order for a motion to be physically valid, it should satisfy Q0 = 0. However, our

simpli�ed skeleton does not provide enough accuracy to satisfy this constraint exactly.

Instead, we add a soft constraint:

E (X ; � ) =
X

j

X

t

� j (Qm j (t; X ; � ))2 + wr
X

k

X

t

(Q0k (t; X ; � ))2 (5.17)

We usewr = 100, a large value compared to� .

The motion with the speci�c physical style � is computed as a solution to the following

nonlinear optimization problem:

min
X

E(X ; � ) subject to C(X ) = 0 (5.18)

where C denotes the footstep constraints and the bounds onX . As a short-hand, we will

also write this minimization as:

min
X 2 C

E(X ; � ) (5.19)

For all examples, motion constraints were expressed in the form of constraints on foot-

steps. Speci�cally, each constraint �xes a point on one of the character's feet to a speci�c

point in the environment for a speci�c period of time. These constraints are either provided

by the user using a simple sketching tool we designed (see accompanying video), or ex-

tracted from a captured motion sequence, as described in [53]. In our experience, manually

creating footprints with reasonable positions, durations, and the frequency is not easy. We

use captured footprints for those motions containing complex steps, such as for a sharp 180�

turn.
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5.6 Nonlinear inverse optimization

We now describe Nonlinear Inverse Optimization (NIO), a method for determining opti-

mization parameters from measured data. Given an observed energy-optimal motion2 X T ;

how can we determine the physical parameters� that gave rise to it? One approach would

be to minimize the least-squares di�erence between the observed motion and the result of

spacetime optimization; however, as discussed in Section 5.8.1, this approach leads to many

di�culties.

We begin with the assumption that the motion X T was generated by spacetime opti-

mization as in Section 5.5. Consequently, the true motion parameters � should satisfy

E(X T ; � ) = min
X 2 C

E(X ; � ) (5.20)

However, it is not immediately apparent how one would searchfor a � that satis�es Equation

5.20. Moreover, there is no guarantee that such a� exists, because of noise and inaccuracies

in the model.

Instead, we propose the followingInverse Optimization Objective:

G(� ) = E(X T ; � ) � min
X 2 C

E(X ; � ) (5.21)

This objective function has the property that G(� ) = 0 only when � satis�es Equation 5.20;

G(� ) > 0 otherwise. This means that any parameters� that satisfy Equation 5.20 are

global minima of G(� ). Even if we cannot �nd a � that satis�es Equation 5.20, minimizing

G(� ) will try to get X T as \close" to being optimal as possible. Hence, we useG(� ) as

an objective function for estimating � . Additionally, in order to avoid degenerate solutions

where � j � 0, we would like to ensure
P

j � j = 1, and, in order for muscle preferences to

be plausible, we also require� j � 0 for all j . In practice, we use soft constraints:

D (� ) = wjj
X

j

� j � 1jj2 + w
X

j

S(� j ) (5.22)

2We extract motion parameters X T and constraints C from raw marker data as described in Section
5.7.3.
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where w is a large weight (we usew = 104), and S(x) penalizes negative values (S(x) = 0

for x � 0; S(x) = x2 for x < 0). The problem of determining � from the observed motion

is then

arg min
�

G(� ) + D(� ) (5.23)

The second term in Equation 5.21 cannot be evaluated exactly, as it would require global

optimization. We evaluate it approximately using SNOPT [27], a non-linear optimizer.

Equivalently, one may also modify the objective function to consider the local minimum

discovered by SNOPT, rather than the global minimum. In this latter view, it is possible to

design optimization algorithms for G(� ) that are guaranteed never to increase the objective

function.

5.6.1 Learning algorithm

We now describe an algorithm for learning� by minimizing G(� ). Standard search tech-

niques cannot be applied because the objective function is highly nonlinear and non-di�erentiable:

evaluation of G(� ) requires a solution to a complex non-linear minimization problem. For

example, since� is 147-dimensional, and each evaluation ofG(� ) in our examples takes 4-8

minutes, computing a single gradient would take approximately 15 hours; even then there

is a question of whether the gradient would be accurate. However, suppose, for a given

estimate �̂ , we compute the optimal motion X S = arg min X 2 C E(X ; �̂ ). The key idea of our

algorithm is to locally approximate G(� ) with

~G(� ) = E(X T ; � ) � E (X S; � ) (5.24)

so that we may approximate the gradient of G(� ) at �̂ as

d
d�

G(� ) �
d
d�

~G(� ) =
@
@�

E(X T ; � ) �
@
@�

E(X S; � ) (5.25)

This gives us an approximate gradient direction that can be used as a search direction within

an iterative numerical optimization procedure: at each iteration, the algorithm computes
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Figure 5.6: Intuition for NIO. The horizontal axis of each pl ot corresponds to a space of
possible motions, and the vertical axis indicates the energy of each motion. The plot at the
right shows our goal, namely, to �nd a � for which X T is \at the bottom" of the energy
function. During optimization, however, we may have an energy function more like the one
on the left, in which X T is not at the bottom. In each step of the optimization process,
we generate a motionX S that has lower energy thanX T , and then adjust � to \push" X T

slightly downward and to \push" X S slightly upward.

a \counterexample motion" X S, evaluates Equation 5.25, and then updateŝ� by taking a

small step in the negative approximate gradient direction. We can interpret this algorithm

as follows. During optimization, the current parameter estimate �̂ views X S as a motion

that has lower energy than the observed motionX T (Figure 5.6). Taking a step in the

negative approximate gradient direction causesX S to have higher energy andX T to have

lower energy, thus moving closer to a� in which X T has the lowest energy of all possible

motions. The step-size is determined by a line-search with respect to G(� ) + D(� ); this

prevents a step from inadvertently making some other motionmuch better than X T . If �̂

is optimal, then X T and X S have the same energy, and the approximate gradient is zero.

The entire algorithm may be summarized as follows:3

function NonlinearInverseOptimization (X T )

initialize �̂

while not done do

X S  arg minX 2 C E(X ; �̂ )

3The line search procedure is:

�  1
while G(�̂ � � � � ) + D (�̂ � � � � ) > G (�̂ � � � �= 2) + D (�̂ � � � �= 2)

and � > 10� 6 do �  �= 2 end while
return �
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Figure 5.7: NIO of the neutral walk. The horizontal axis shows the iteration number n,
and the vertical axis shows the value ofG(�̂ ). NIO obtains a good solution in very few
steps. After learning, E(X T ; �̂ ) = 8009:37; and E(X S; �̂ ) = 7535:32, indicating that, for the
learned style �̂ , the energy of the optimal motion is very close to the energy of the observed
motion.

� �  @
@�E(X T ; � ) � @

@�E(X S; � ) + d
d� D(� )

�  arg min� G(�̂ � � � � ) + D(�̂ � � � � )

�̂  �̂ � � � �

end while

return �̂

We initialize � j to be 1=nj , where nj is the number of joint DOFs, for each DOF j .

The rest pose �X is initialized as the average pose ofX T . The shoe parameterskshoe and �h

are initialized to the values obtained during preprocessing (Section 5.7.3). We select initial

values for ks1J , ks2j , and kdj for each joint, by minimizing the inferred muscle forces:

min
f ks1j g;f ks2j g;f kdj g

X

j

(Qm j (t; X ; �̂ ))2 (5.26)

The bottleneck in this algorithm is in computing X S; however, this may be sped up

by initializing SNOPT with X T , and by not running it to convergence (so that X S is not

necessarily optimal for �̂ , but is rather some motion which has lower energy thanX T .)
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Figure 5.8: Examples of synthesized motions in various walking and running styles. From
top to bottom: 180-degree walking turn, limp walk, descending an incline, walking with a
suitcase, running with springy shoes, ascending an incline.
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5.7 Experiments

We tested our algorithm by learning the styles of several walking and running motion capture

sequences. Each style is learned from a single motion sequence of 50-90 frames at 30 fps (2-3

seconds duration). We then used these dynamic style parameters to synthesize a wide range

of di�erent motions (Figure 5.8). We solve spacetime optimization problems using SNOPT

[27]. on the order of 4 to 6 hours per style, on a 2Ghz Pentium 4 machine. Synthesis took

approximately 10 to 30 minutes per motion. During synthesis, we obtained somewhat faster

convergence by optimizing explicit Qm j and Q0k variables together with the motion, and

introducing explicit dynamics constraints (Equations 5.14 and 5.15).

5.7.1 Initialization

Our synthesis algorithm does require a reasonable initial state. From our experiments,

simple initializations, such as a default pose translatingthrough space, lead to poor local

minima. The following procedure was used for initialization in all of our experiments. Given

new footstep constraints (C) and the target motion ( X T ), we generate an appropriate initial

sequence in the following three steps. First, we �t a spline to the horizontal coordinates of

the footstep constraints, and initialize the horizontal coordinates of the root position to be

the spline's position at each time instant t. Second, we initialize the global rotations with

the spline tangents at each timet. Third, for each time t, we �nd the pose in the example

sequenceX T that has the most similar footstep constraints to the constraints in time t, and

copy the joint angles and root height to time t.

5.7.2 Convergence

We ran the algorithm for exactly 50 iterations in each of our tests, although convergence

could also be detected automatically by comparing successive values of the objective func-

tion. We found that the objective function typically decrea sed by several orders of magni-

tude within the �rst 10 steps, and then made tiny improvement s after that (Figure 5.7), in

a manner reminiscent of the linear convergence of gradient descent. Figure 5.9 and Figure

5.10 show that the gradient of ~G(� ) at the 50th iteration is relatively close to zero comparing
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Figure 5.9: The gradient with respect to muscle preference (� ) is relatively close to zero at
the 50th iteration

Figure 5.10: The gradient with respect to the sti�ness of passive elements (ks) is relatively
close to zero comparing to the gradient at the initial point
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to the gradient at the initial point.

5.7.3 Motion preprocessing

We reconstruct a motion (X ) and the mass tensors (M ) directly from the raw data acquired

by a motion capture system. The motion sequences were captured at the rate of 120

frames/second and then down-sampled to 30 frames/second. Reconstructing the motion

entails estimating the joint angles and the ground contact forces at every time step. We

have found that using standard inverse kinematics to estimate joint angles yields motions

that appear accurate visually, but that contain unrealisti c levels of noise. These minute

variations correspond to very large derivatives, and thus to unrealistic forces. Instead, we

formulated an spacetime optimization that �ts each handle h i (q) on the character to the

corresponding recorded markerr i , subject to a dynamic constraints on the global DOFs:

min
X ;kshoe ;�h

X

i

jjh i (q) � r i jj2 subject to Q0 = 0 (5.27)

Motions obtained this way have much smoother second derivatives, while still matching

the originally markers faithfully. Consequently, style parameters � extracted from these

motions are more robust for synthesizing motions with new constraints. Note that this

optimization also estimates ground contact forces for all time steps (parameterized by�

coe�cients) based solely on the motion of the character's center of mass. Inspecting mea-

sured motions suggests that vertical translation due to theroot DOFs dominates all that

due to all other DOFs, and so the above procedure should yieldreasonably accurate ground

contact forces. Measurements could also be performed on a force platform in order to obtain

exact ground contact forces.

In order to determine the mass tensor for each ellipsoidal body node, we �rst set the

major axis length to match the corresponding limb length, and then scale the other axes

equally in order for the limb's volume to match the mass distribution for humans described

in the biomechanics literature [19, 63].
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5.7.4 Results

Estimating style parameters. We used NIO to learn the style of a neutral, balanced

walking sequence. To evaluate the style parameters learnedfrom this input sequence, we

generated a motion with the learned style and with the same footprints as the input motion.

As shown in the accompanying video, the synthesized motion is visually identical to the

input motion. To demonstrate the importance of muscle preferences and passive elements in

synthesis of natural motions, we designed following two experiments. First, we synthesized

a motion with the same footprints as the input motion, but wit hout considering muscle

preferences (� = 1 for all the body nodes) and without passive elements (ks1j = ks2j =

kdj = kshoe = 0). In the second experiment, we learned muscle preferences � in a model

without passive elements and used the learned� to synthesize a motion constrained by

the same footprints as the input motion. Note that learning the muscle preferences alone

produces a motion reasonably close to the input motion. However, without spring and

damper forces, the movement of some joints appear loose and unnatural.

Creating motions with new constraints. We can synthesize new motions in the same

style as the previous walking sequence by providing new footprint constraints. In the �rst

example (shown in the accompanying video), we show a new walking sequence on a curved

path. The new footprints caused the character to lean her torso into the turn. We also show

the same style applied to a sharp 180� turn, where the character leans even further towards

the center of rotation (Figure 5.8, �rst row). In addition to creating new footprints, we

can also modify the character's skeleton. We show a motion sequence where we \locked"

the character's left knee and decreased the range of movement on the joint of the left hip

(Figure 5.8, second row). To perform the same gait, the character has to twist her torso

more aggressively.

Capturing di�erent styles. We have tested our style learning algorithm on a range of

phenomena, such as variations due to emotional state, individual body shape, and functional

activity such as walking or running. We learned a \sad" style from a captured walking

sequence and synthesized walking uphill and downhill in thesame \sad" style (Figure 5.8,
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third row). In another example, the actor was asked to act \happy" when we captured

her walking motion. We allowed the footprint constraints to slide on the 
oor to create a

skating motion in the \happy" style. Despite changes in constraints, the resulting motions

still exhibit the same styles as the examples.

Our learning algorithm can learn di�erent styles for di�ere nt individuals. We recorded

motions of two subjects walking on a level surface and synthesized walking uphill in their

personal styles (Figure 5.8, �fth row). In our framework, ru nning is considered a di�erent

style from walking because of the di�erence in muscle sti�ness in these two actions. To

illustrate this, we used the style parameters learned from running and applied them to

walking. The character exhibits a lot of tension in her movements, since muscles are sti�er

in running; the resulting motion resembles power-walking.

Editing styles and dynamics. We can also edit the style parameters and the dynamic

properties. To illustrate this, we changed the mass of the character's right hand corre-

sponding to carrying a 3 kilogram suitcase. As a result, the character leans to the left

to counteract the weight and swings her right arm much less than before. Applying this

change to di�erent styles yields di�erent optimal walking m otions. For example, in the sad

style, the character carries the suitcase in front of her body, whereas, in the happy style,

she swings it back and forth (Figure 5.1).

Our physics-based framework also models the elasticity of the character's shoes. By

increasing the elasticity of the shoes, we create a bouncierrunning motion (Figure 5.8,

forth row).

Comparison to ground truth and warping. In order to evaluate our method, we

compared it to a ground truth motion and to a motion warping method, in the case of

walking uphill (Figure 5.11). We performed motion capture of an actor walking up a ramp.

Then, using the neutral walking style learned from an actor walking on level ground, we

synthesized a new motion with the same footstep constraintsas the captured uphill motion.

Note that our method accurately predicts the overall features of the ground truth motion,

including leaning into the slope and applying larger forcesat each step, even though these
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Figure 5.11: Comparison to motion warping and ground truth. Top: Motion capture of a
person walking up a ramp. Middle: Motion predicted by our method, using a style learned
from walking on a level surface. Although the prediction is not identical to the motion
capture sequence, our method has accurately predicted the overall dynamic nature of the
motion, such as leaning into the slope, and exerting more force at each step. Bottom:
Motion predicted by warping the level motion and smoothing the motion while satisfying
foot constraints. Many dynamic features of the ground truth are absent from the warped
motion.

features are not present in the example motion. For comparison, we also generated the

motion using a motion warping method that does not model dynamics; instead, it warps

the example motion to the new constraints, and uses this motion as initialization in an

optimization of the smoothness of the motion subject to footstep constraints. The warped

motion does not capture the proper dynamics of the motion, e.g., the character does not

lean into the slope.

5.8 Discussions

In this section, we discuss other possible approaches to estimating style parameters � from

a given motion X T .



90

5.8.1 Least squares learning

A tempting approach to learning � is to solve for the � that minimizes the following least-

squares objective function:

jjX T � arg min
X 2 C

E(X ; � )jj2 (5.28)

Our early tests with this approach were entirely unsuccessful. This approach is fraught

with many di�culties. First, this objective function presu mes that the observed motion is

the unique minimizer of the energy function; if there is noise in the system, if there are

approximations in the model, or if the energy function does not have a unique minimum,

then the motion X T may be di�erent from that returned by an optimizer. Second, t his

objective function is likely to have many spurious local minima, because adjustments to�

may make very unpredictable changes to the optimal motion. Third, there does not appear

to be a reliable procedure for producing search directions for this objective function; for

example, gradient descent cannot be applied because we cannot compute the gradient of

the objective. As a result, expensive search methods such assimulated annealing or �nite

di�erences would be required. These methods are very expensive even for low-dimensional

problems; in our case,� is 147-dimensional, which suggests that optimization couldtake

days or even weeks. In contrast, NIO su�ers from none of theseproblems: it is very fast,

robust to initialization, and does not require a user-designed mutation function.

5.8.2 Relation to maximum likelihood

In this section, we discuss theoretical properties of Inverse Optimization and how it relates

to maximum likelihood (ML) learning. A common way to de�ne th e probability of an

energy-based system is with a Gibbs distribution:

p(X j�; � ) =
e� E (X ;� )=�

R
X 2 C e� E (X ;� )=� dX

(5.29)

where � is called the \temperature." In ML, we would normally remove the constraint that
P

i � i = 1, and remove the temperature; we then search for the� that maximizes p(X T j� ).

However, suppose we �x the value of� ; learning � by maximizing p(X j�; � ) is equivalent to
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minimizing

L � (� ) = � � ln p(X T j�; � ) (5.30)

= E(X T ; � ) + � ln
Z

X 2 C
e� E (X ;� )=� dX (5.31)

= E(X T ; � ) �
Z

p(X j�; � )E (X ; � )dX

� �
Z

p(X j�; � ) ln p(X j�; � )dX (5.32)

The equivalence of Equations 5.31 and 5.32 may be shown by substituting Equation 5.29

into the �nal instance of p(X j�; � ) in Equation 5.32.

Now, consider the behavior of this optimization in the limit as � ! 0: p(X j�; � ) will

become a delta-function around the minimum-energy motion. Hence

lim
� ! 0

L � (� ) = E(X T ; � ) � min
X 2 C

E(X ; � ) = G(� ) (5.33)

Hence, the Inverse Optimization Objective can be viewed as ML learning in the zero-

temperature limit. Furthermore, our optimization algorit hm can be viewed as a zero-

temperature form of Contrastive Divergence [38], since sampling from the delta-function

is equivalent to �nding the minimum-energy motion.

Developing algorithms for ML learning of � is a promising but challenging avenue for

future work. We suspect that the ML estimate of � would be more useful than the one

produced by our algorithm, as it would likely handle noise more robustly, and provide a

proper probability distribution over motions. Moreover, c onsider the following optimization

scenarios with three possible choices of� that all assign the same energy to the target motion

X T :

E
(X

;q
1)

XT

E
(X

;q
2)

XT

E
(X

;q
3)

XT

The Inverse Optimization Objective views both � 1 and � 2 as optimal, sinceG(� 1) = G(� 2) =
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0. However, ML prefers� 2 to � 1, since it assigns higher probability to the target motion X T .

(This follows from
R

X 2 C e� E (X ;� 1 )dX >
R

X 2 C e� E (X ;� 2 )dX ). Similarly, ML would usually

prefer � 3 over � 1 and � 2, whereas Inverse Optimization would prefer� 1 or � 2. Intuitively,

not only do we want the observed motion to be at the bottom of a \bowl" in the energy

function, but the bowl should be as deep as possible.
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Chapter 6

COMPOSITION OF COMPLEX OPTIMAL MULTI-CHARACTER

MOTION

Figure 6.1: A composite sequence from a single cycle of walking motion

All the algorithms we have introduced so far limited to a single character performing a

single task. This chapter presents a physics-based method for creating complex animation

of single characters, and of multiple interacting characters. We extend the spacetime opti-

mization with a novel timewarp parameterization in order to optimize motion together with

the timing and location of the environment constraints. We additionally describe an opti-

mization framework based on block coordinate descent and continuations that can be used

to compose a large, varied set of long motions, in which one ormore characters interact and

perform multiple actions. A small set of example motions areused to determine physical

parameters for spacetime optimization and to provide initial conditions for optimization.

6.1 Introduction

In last ten years, we have witnessed great strides towards automatic synthesis of character

motion. A common theme is reuse and editing of example motionsequences, using both

physics-based and pure data-driven approaches. Each of theseapproaches has its advantages

and disadvantages. Physics-based motion editing requires very little input data, and can
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be used to modify basic dynamic characteristics of a motion,such as speed or orientation.

However, these methods are limited to low-level manipulation of a motion and cannot

produce a new sequence of actions or satisfy new physical constraints. In contrast, data-

driven approaches take advantage of large motion databases, by composing segments of

example motions. This approach can create long sequences that achieve coarse-grained

goals, but only if appropriate motion segments exist in the database. Existing data-driven

methods cannot satisfy complex low-level constraints in a physically-plausible manner.

In this chapter, we describe techniques for adapting a smallcollection of motions to

create complex new motions with multiple characters satisfying user-de�ned mechanical

and timing constraints. For example, beginning with a single cycle each of one character

walking and an another character running, we can create a newanimation with the same

two characters, in which one character attempts to tackle another character, while the other

character dodges the tackle. By varying constraints, an animator can specify the dodge is

successful, and, if so, by how much. These new motions are de�ned as solutions to a physics-

based spacetime optimization problem, in which the physical style of motion is determined

from the input motions. We do not directly copy or warp the inp ut motions, and so are not

limited to generating poses present in the examples. The input motions are also used for

initialization of the spacetime optimization.

The main idea of our approach is to formulate animation as a spacetime optimization

problem, in which both the mechanical constraints and the actual motion are optimized.

Existing spacetime animation algorithms require a user to specify detailed mechanical con-

straints on a motion, such as speci�c locations of all footsteps. However, specifying these

constraints is very di�cult and time-consuming. In contrast , we introduce methods that

optimize these constraints, and thus automatically determine their timing and placement.

Optimization of constraints and timing is enabled by a dynamic time-warping parameteri-

zation for motion and constraints.

The spacetime optimization framework is prohibitively expensive for sequences longer

than a few seconds, and increasingly prone to local minima. To address these problems, we

extend the spacetime windows approach with continuation constraints, so that we can solve

for each character separately even when the characters' motion is mutually constrained.
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Combining these techniques signi�cantly expands the 
exibility of physics-based ani-

mation and motion editing, to domains of complex multi-character motion (including both

collaborative and adversarial interactions) that have not been successfully synthesized with

spacetime approaches. Furthermore, we believe that our techniques are general enough to be

applied to all previous spacetime formulations in the literature, thus signi�cantly expanding

their applicability.

6.2 Related work

Recent research in character animation has been focused on two main themes: data-driven

synthesis, and physics-based editing and synthesis. We build our work on a physics-based

framework while exploiting a small data set of basic motion from the real world.

In data-driven approaches, motions are created by editing and combining example mo-

tions. Perhaps the simplest approach is to perform direct �ltering of joint angles and

interpolation of example motions [13, 73, 74, 93, 91]. As in these methods, we adopt dy-

namic time-warping to parameterize motions, but also to parameterize physical constraints.

More recent approaches create motions by splicing togethera collection of smaller motion

segments [6, 7, 46, 45, 50, 52, 69] or poses similar to examples poses [11, 33, 52]. Since all

poses come from real human data, the motions are quite realistic. However, only poses that

exist in the motion database (or very similar ones) can be generated, thus requiring poten-

tially vast databases of example motions; handling multi-character interactions would make

the requirements even more stringent. Moreover, these methods do not allow one to reason

about how changes in dynamics a�ect motion, thus requiring substantial user intervention

the right examples or detailed kinematic constraints.

The spacetime constraints framework casts motion synthesis as a variational constrained

optimization problem [92, 55, 67]. The algorithm minimizesa speci�c metric of the move-

ment, such as power consumption or muscle force usage, whilesatisfying dynamic or user-

speci�ed constraints. The optimal energy movement and intuitive user control are appealing

for motion synthesis in low dimensional spaces. However, when applied to complex human

motion, the optimization quickly becomes intractable and highly-prone to local minima.
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Many authors have proposed methods based on optimizing simpli�ed models, including

simpli�ed characters [68], momentum constraints [53], aggregate force models [21], and

data-driven parameterization [75]. In each case, the results are dependent upon choosing

an appropriate parameterization, since this will strongly in
uence the ability of the opti-

mization to �nd appropriate motions. Physics-based methodsfor editing motions combine

the realism of example motions with dynamically-plausible modi�cations [28, 79, 66, 72, 97],

but are limited to relatively small, user-speci�ed changes to constraint positions or timing.

Despite great advances in spacetime optimization, it remains applicable only for relatively

short animation sequences with user-speci�ed mechanical constraints. Gleicher [29] de-

scribed a method for footprint variation, when no dynamic constraints are present (the

problem that is signi�cantly better behaved). We introduce a novel timewarping parame-

terization that allows us to jointly optimize a motion and th e constraints in concert. Liu

and Cohen [54] also allow the keyframe timing to vary | thereb y changing the parameter-

ization of the motion |- but they hold the actual constraints (and, thus, the stride and

timing of the footprints) �xed. We introduce methods that ex tend spacetime optimization

to situations with unknown constraints and complex multi-character interactions. To date,

we are not aware of any physics-based synthesis methods that vary constraints or generate

multi-character motion with full dynamics.

Cohen [16] introduced a spacetime method that optimizes over windows of time to

solve a set of sequential subproblems. We extend the basic idea to mutually-constrained

subproblems, such as hand-holding motion with multiple characters. By using a combination

of block coordinate descent and continuations, we can decouple the degrees of freedom in

any grouping we choose. As long as the coupling constraints are introduced smoothly, in

the limit, this method will yield the true optimal motion of t he original large optimization

problem.

Some multi-character animations can be created with data-driven methods (e.g., [6]) and

controller-based approaches (e.g., [71]). However, data-driven methods based on kinematic

models require su�cient example motions to describe the breadth and variability of multi-

character motion. Our approach is also data-driven, but usesthe data to learn a dynamic

model that can generalize to new dynamic con�gurations not present in the training data.
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Robot controller design for multi-character motions remains a di�cult process in spite of

some recent advances towards automatic controller synthesis [41, 20]. Moreover, these

controllers usually lack the ease of control provided by thespacetime framework. The

goal of our work is to show that complex interacting multi-character dynamics can also be

synthesized with spacetime optimization, which has not previously been demonstrated.

Our work is also related to motion planning, which searches for a motion sequence that

satis�es complex kinematic constraints (e.g., [44, 95]). While these methods can satisfy

complex constraints, they do not model dynamic properties of motion, resulting in less-

realistic motions. Ku�ner et al.[47] describe a method for planning dynamically-stable robot

motions, but require user-speci�ed keyframe constraints, and require that the supporting

leg of the motion not change during the motion. Our method combines physics-based

animation with a form of motion planning, allowing for minim ally-speci�ed constraints

with time-varying dynamic con�gurations, although our syst em cannot solve fully-general

planning problems.

6.3 Optimization framework

The fundamental building block of our framework is a method for optimizing character

motion jointly with the timing and placement of all constrai nts (such as footstep positions

and timings). We achieve this by a timewarp parameterization, in which constraints and

DOF parameters may be warped in time and space together during optimization, preserving

their relative relationship but changing their absolute ti ming and position.

To see the need for this parameterization, consider a na•�veapproach in which the motion

and the constraints are jointly optimized without the timew arp parameterization. Optimiza-

tion with this approach would almost never modify the constraints. For example, consider

changing a running sequence so that the foot constraint happens slightly earlier. For this

to be dynamically possible while reducing the energy, the entire dynamics preceding and

following the modi�ed constraint needs to be updated in a non-local manner all the way

back to the takeo� time. In other words, there is a huge energybarrier between the original

state and a new state that satis�es all constraints with lower energy. This creates a large,



98

discontinuous gap in the search space impossible for any derivative-based optimization to

get across. In general, adjusting constraint times di�erentially (i.e., by a small amount)

creates two problems for optimization: a large number of dynamics constraints (F = ma)

distributed over time become infeasible, and the motion immediately requires very large

forces and thus very high energy (and a low value of the objective function). These prob-

lems e�ectively prevent the optimization from ever changing the constraint timing, when

constraint times and the motion are optimized simultaneously with the obvious parameteri-

zation. To our knowledge, all spacetime formulations in theliterature instantiate constraints

at �xed times.

The key insight of our approach is that a timewarping parameterization allows us to

adjust all DOFs, the timing of the motion, and the timing of th e dynamics and position con-

straints together, while maintaining the relative relationships between DOFs and constraints

(Figure 6.2). This coupling is crucial to avoiding large energy barriers in the gradient-based

optimization problems. Therefore, the constrained optimization can improve the objec-

tive function without violating a large number of constrain ts. It is worth noting that each

DOF can still change individually and achieve an arbitrary motion sequence. Although we

demonstrate the e�ectiveness of this parameterization on aspeci�c spacetime problem, we

anticipate that this framework can be applied to any spacetime optimization formulation

to allow constraints to vary. The following sections describe our parameterization in detail.

6.3.1 Motion representation

We represent a motion as a sequence of body poses through time, using B-spline param-

eterization. Without timewarping, the value of a j -th DOF at time t is written qj (t; hqj )

where hqj are the spline coe�cients. In our formulation, we choose to represent time t

implicitly through a monotonic time warping function Ft (t; h t ) where h t are the coe�cients

describing the warping function. The time warping function is non-linear, so that it can

represent non-uniform temporal deformations. In order to maintain relative relationships

between DOFs, we use the same global warping parameters for all DOFs. Hence, the actual

value of the j -th DOF at time t is given by qj (Ft (t; h t ); hqj ).
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q q

Figure 6.2: Left: A joint (DOF) function plotted in original (unwarped) time d omain. The
gray box indicates an environment constraint and dash linesrepresent dynamic constraints.
Right: The timewarp parameterization adjusts the timing of dynamic and environment
constraints together with the timing of the motion.

Note that this representation is largely redundant, as the coe�cients hqj can represent

all possible DOF variation (provided enough basis functions). However, the time warp-

ing parameters allow us to vary the timing of the motion by changing a minimal set of

parameters, and without disrupting the relative relationship between di�erent DOFs.

In our framework we chose a two-dimensional B-spline to represent a warping function

because of its 
exibility to have non-uniform distribution o f control points in both axes. To

prevent time from being reversed, we constrainh t to ensure the monotonicity of Ft :

Ft (t + 1; h t ) � Ft (t; h t ) > 0 (6.1)

for all time indices t.

6.3.2 Constraint representation

We use the same timewarp parameterization for constraints as for motion. Speci�cally,

let tc be the time index of a constraint C before warping; in the timewarped motion, the

constraint is enforced atFt (tc; h t ). During optimization, constraints always \travel" throu gh

time together with DOFs that satisfy the constraints, resul ting in e�cient optimizations that

can vary both (Figure 6.3).

Current physics-based models of character motion require the footprint locations to be

�xed prior to the synthesis process. This is problematic because natural motions have a

strong dependency on the positioning of these constraints.In our experience, it is extremely

di�cult to manually specify footprint locations that lead t o natural-looking motions. Our
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Figure 6.3: Top: The identity time warping function and the joint function pl otted in
original time domain. A constraint (gray box) states qj = 6 :1 at t = 10. Bottom: A warped
constraint is now activated at t = 13:4 after the change of the time warping function.
However, the joint constraint remains satis�ed without mod ifying hqj .

coupled-warping formulation allows us to optimize for the best spatial location of constraints

in addition to timing. We de�ne a positional environment con straint as follows:

Ce(tw
c ; r ; hq) = h(hq; tw

c ) � r = 0 (6.2)

where tw
c is the warped activation time for the position constraint, h(hq; tw

c ) computes the

position of the relevant handle on the character's body attw
c and r is the desired location

of that handle. Note that h(hq; tc) in turn depends on the time warping coe�cients h t .

This added 
exibility in the constraint speci�cation allow s us to generate optimal mo-

tions that can vary signi�cantly from the initial state. For example, a single optimal walking

cycle can be transformed into arbitrary walking, turning, p ivoting, or maneuvers. More im-

portantly, it allows us to solve larger problems such as coupled multi-character dynamic

motion.

In addition to the positional constraint, we also enforce two inequality constraints (C i ).

The �rst one ensures that the feet do not go through the ground at any point during

the simulation. Second, to prevent interpenetration of the character's legs, we enforce an

inequality constraint that prevents the feet from crossing on the opposite sides of each other
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with respect to the pelvis direction:

vp � (r lef t � r right ) > 0 (6.3)

where vp represents the forward direction of the pelvis whiler lef t and r right represent the

current position of left foot and right foot. Note that vp, r lef t , and r right are all 2D vectors

projected on the 
oor.

6.3.3 Dynamic constraints

To ensure physical correctness, we enforce generalized dynamics constraints (Cd) on each

joint. We use the dynamics formulation described in Chapter5 Here we provide a brief sum-

mary of this formulation. The dynamics constraint is the generalized joint torque equation

that includes the e�ect of a number of external and internal forces:

m•qj � Qm j + Qgj + Qcj + Qt j + Qsj = 0 (6.4)

Note that Equation 6.4 represents the forces at a speci�c time instancet, which is omitted

for brevity. Since there are no muscles or tendons around root DOFs, the global motion of

the character is completely determined by the external forces.

m•qj � Qgj � Qcj � Qsj = 0 (6.5)

6.3.4 Objective function

We measure e�ort in terms of muscle force usage by summing themagnitudes of the forces

at all joint DOFs j over all time steps t:

E =
X

j

X

t

� j kQm j (t)k2 (6.6)

where the weights � represent the relative usage preference for each joint. These weights

are also automatically determined from the motion capture data as described in Chapter 5.

In summary, our unknowns X = f hq; h t ; r ; Qm g are the DOF coe�cients hq, the time
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Figure 6.4: Left: Time-layered schedule used to create optimal long transitions between
motions. First, we solve optimization problems A and B, and then we solve problem C
that straddles the transition from A to B. Endpoint constrai nts are indicated as yellow
bars. Right: A decreasing-horizon planning schedule creates a coarse discretization of the
optimal planning process. Each horizontal bar represents an optimization of a character's
motion. By alternating between the characters and decreasing the time interval of the
optimization, we can create animations approximating character's reactions to unexpected
events.

warp coe�cients h t , the constraint locations r , and the muscle forceQm . Note vector Qm

represents the muscle forces for all body joints over all time instances. We minimize the

muscle force usageE while satisfying environment constraints Ce, dynamic constraints Cd,

and inequality constraints C i :

min
X

E(X ) subject to

8
>>>><

>>>>:

Ce = 0

Cd = 0

C i = 0

(6.7)

6.4 Motion composition

The 
exibility of the framework described in the previous section allows the spacetime op-

timization to solve a signi�cantly more general set of optimal motion problems. It does

not, however, alleviate the poor scaling and convergence issues with larger problems, both

in time and number of characters. Although researchers havepartly addressed these issues

with spacetime windows [16] and wavelet representation of DOFs [55], these methods have

still not been applied to human motion with multiple tasks, o r to a multi-character dy-

namic motion. In this section, we describe how a generalization of the spacetime windows

together with the continuation-based coupling between subproblems can be used to solve
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such problems.

We view the process of synthesis of complex motions as an optimal composition of smaller

optimal sequences. The animator speci�es the important constraints of the animation, and

determines a sequence of optimal example motions for each character. In this chapter, we

use only three such optimal input animations: an adult walk, a run, and a child's walk.

We intentionally restricted ourselves to a small subset of input motions to demonstrate

the versatility of this approach. The composed animations are considerably longer in time

than the examples, contain multiple characters, and entailseveral di�erent goal constraints.

Such large numbers of unknowns normally result in glacial convergence rates and drastically

increase the number of local minima, causing the optimization to stop very close to the initial

state. In our experience, it is virtually impossible to solve such large problems with a single,

simultaneous optimization over all variables.

In order to circumvent these problems, we describe a framework that allows us to both

reduce the number of unknowns and avoid local minima. Instead of optimizing all unknowns

simultaneously, we use a cyclical sequence of smaller optimizations, which we refer to as a

schedule.The choice of the sub-optimizations comprising a schedule are speci�c to the prob-

lem, and fall out of the problem speci�cation. For example, an adversarial chase scenario

determines a speci�c schedule. Di�erent schedules are employed for collaborative scenar-

ios where characters work towards a common goal, or when multiple characters' motion is

constrained (e.g. holding hands). It is worth noting, that spacetime windows describes a

simpler variant of this idea [16]. We generalize these ideasfurther, by applying them to col-

laborative problems, and show how continuations can be usedto decouple even inherently

constrained dynamics of multiple characters.

Our strategies use a combination of block coordinate descent and continuations. We

outline these basic strategies, and then describe a number of particularly useful schedules

and their application to speci�c examples.

Block coordinate descent. This optimization strategy is frequently used for large

optimization problems, including spacetime optimizations where it was called spacetime

windows [16]. The idea is to optimize with respect to a block of coordinates (or unknowns),

while holding the remaining unknowns �xed. The active block of coordinates varies during
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the optimization. As long as the blocks cycle over all unknowns, this process will converge

to a local minimum. In our work, each optimization in the schedule uses the current state of

the animation a�ected by all previous optimizations to construct the boundary conditions,

and the environment constraints that need to be satis�ed. For example, the boundary

conditions (the constraints on the initial and the �nal fram e) can be the values that were

derived from the previous optimizations. Similarly, in the two-character animation, the goal

constraint for character A's optimization depends on the earlier optimization for character

B , and vice versa. For spacetime optimization, there are a number of ways to select the

blocks. For example, we can set unknowns to be only the DOFs ofa speci�c character, thus

treating the motion of all other characters as constant. We can further restrict the set of

unknowns by considering only the coe�cients within a certain time interval, restricting the

optimization to a smaller part of the whole optimization. Wh ichever strategy is chosen, we

interleave the blocks so that all unknowns are optimized.

Coordinate-descent strategies always minimize the same objective function and the same

constraints. In our framework, we also vary the objective function and constraints either

by continuation or by interleaving several di�erent object ives and constraint sets.

Continuations. The idea of continuations is to solve a sequence of di�erent problems

that, in the limit, smoothly approach the objective functio n. For example, if a position

constraint is very di�cult to satisfy, we may replace it with a spring of rest-length zero, and

then, during optimization, slowly increase the spring constant. In the limit, we will strictly

enforce the original position constraint. The key insight in our framework is that, even in

the case of tightly coupled multi-character motions (such asmother and child walking and

holding hands), we can still alternate been optimization each individual person's motion, as

long as we replace the coupling constraint with the continuation.

It is worth noting that such problems simply do not work with t he standard space-

time windows approach. If we were, for example, to �rst solvefor mother's motion and

then for the child's motion, the mother would change her entire motion to accommodate

for the child's movement; the child would then change its motion minimally, resulting in

undesirable behavior where the mother unrealistically tracks the child's hand movement.

By using continuations, such as an increasingly tighteningrubber-band constraint between
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two hands, we can still use the character-decoupling block optimizations, without biasing

one subproblem to another simply because of the ordering. Ingeneral, this approach allows

us to decouple all problem DOFs in virtually any grouping we choose, as long as we have

a way of smoothly introducing the coupling constraints so that, in the �nal optimization,

they revert to the true problem formulation. We suspect that this idea will prove useful

for many other large optimization problems, not just spacetime. Below we describe a set of

schedules that we found particularly useful.

6.4.1 Timewarp schedule

Since the relative importance of global timewarp parameters h t is considerably higher com-

pared to any kinematic parameterhq, it is di�cult to optimize for both parameters together.

We design an optimization schedule that �rst solves for timewarp parameters without dy-

namics constraints, and then forhq with dynamic constraints. It is worth noting that these

two optimizations are still tightly coupled through the sam e collection of constraints. E�ec-

tively, we brie
y relax the dynamic constraints to allow the timing to change more rapidly

and then revert back to the full optimization. We apply this s chedule in all of our examples.

6.4.2 Time-layered schedule

This schedule is automatically deployed for problems with long durations. First, we solve

for two abutting optimizations A and B, and then we solve the optimization C that straddles

across the transition from A to B (Figure 6.4). Each optimization has endpoint constraints

obtained from the adjacent blocks. Repeated application ofthis schedule converges to the

optimal solution over the interval which includes both A and B, thus e�ectively using smaller

interval optimizations to solve for large intervals. This schedule is frequently used to create

long transitions between motions A and B.

Example: Transition synthesis. Since a complex motion is composed of smaller

sequences that can be fundamentally di�erent, there is a large discontinuity between the

two sequences. Given two example sequences, our goal is to generate a realistic transition

between them. The transitions are created with a time-layered schedule. First, we initialize
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Figure 6.5: An example of decreasing-horizon planning schedule.

the problem by connecting the two motions: we determine the average pose between the

start and the end of the two sequences, and then solve two optimization problems (A and

B) so that both motions smoothly lead to the average transition pose, and then solve for the

overlap, removing the transition pose. We continue interleaving A, B, and C optimization

until convergence. The physical style parameters within the overlap region are linearly-

interpolated from the adjacent regions. Note that the transition pose is only used for

initializing the problem, and has no e�ect on subsequent optimizations. The video shows

the synthesized transition between walking and running where the character correctly dips

down and leans forward before reaching the running speed. Note that the optimal timing

and the footprint locations for this transition have been automatically determined.

6.4.3 Constrained multi-character schedule

When the motion of two or more characters is mutually constrained, we employ a schedule

where we alternate between solving for the optimal motion for each person. We also use

a continuation to represent the constraint connecting the two characters. This is very

important, because to �nd optimal way of satisfying the constraint that is mutually optimal

for both characters, we need to allow each character to slowly adjust its motion according

to the behavior of the other character.

Example: Hand in hand walking. When solving for the walk cycle with two people
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holding hands, we start out from two people walking independently without any body

contacts. We �rst optimize for the motion of one person and treat the other person's motion

as constant. During the optimization, we apply a continuation-like \rubber-band" that pulls

the hand of the character towards the other one. After every scheduled cycle, we increase

the sti�ness coe�cient of the rubber-band by 100, pulling the characters further together.

At convergence, the soft constraint is satis�ed. Note that since we used a real rubber-

band force during the schedule optimization the resulting force exchange across the hand

constraint is dynamically accurate. By terminating each subproblem after a small number of

optimization steps, the animator can control the extent to which both characters contribute

to the constrain satisfaction. For example, solving for character A more frequently than

character B would result in the constraint satisfaction where character A does all the work,

while character B adjust minimally. The example shown in the accompanying video took 8

scheduled cycles before convergence.

6.4.4 Decreasing-horizon optimizations

Spacetime optimization is inherently not well suited for creating animations where charac-

ters react to unexpected events, because all events are known a priori and the character

can always plan well ahead. When two people are planning their motions in an adversarial

setting, for example one boxer punching another, at each instance in time, each character

adjusts to the latest movement of the opponent. We approximate this process by interleav-

ing the solutions for both opponents as in other multi-character optimizations, only this

time, we also consistently decrease the reaction time for each character by reducing the

optimization interval. We can control the level of success for the punch by allowing either

the puncher or the target to plan last.

Example: Simulations of optimal adversary behavior. We synthesized several

animations of an attacking tackler and a target. The tackler's goal is to hit the torso of

the target at speci�ed velocity, and wrap his hands around the torso. The location of the

target speci�es the goal. The target subject's goal is to avoid the tackler at the collision

time. We represent this as an inequality constraint that prevents the target from being
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inside the bounding sphere of the tackler. We use one runningcycle and one walking cycle

from the dataset as the initial motions for the tackler and the target. Each scheduling

cycle, we choose to half the interval of time over which we'reoptimizing. First the tackler

would �nd the optimal motion for tackling the target. Then th e target character would

solve for the optimal avoiding motion based on the tacklers state, only this time we would

solve only for the last half of the animation. Then the tackler would plan the optimal

motion based on the new avoidance strategy, only during the last half of the animation.

This process would continue until a su�ciently small time in terval. In the example shown

in the video, we optimize each character for two or three cycles depending on the scenarios.

E�ectively, we have created a coarse discretization of the optimal planning process. We

show the two outcomes of the tackle which were created by varying which character has the

last optimization. We also show an animation where the target avoids two tacklers coming

from di�erent directions.

6.5 Discussions

It is worth nothing that each of these techniques in isolation are signi�cantly less e�ective.

Timewarping parameterization allows for solving shorter spacetime problems that can still

get the generally optimal timing and placement of constraints. Still, timewarping alone

could not solve problems with large time horizon and with many characters. Moreover, our

hope is that these same techniques can be applied to many other large nonlinear optimization

problems to alleviate local minima issues, as well as to signi�cantly improve convergence.

This work presents only the �rst attempt at solving these mor e complex character an-

imations. We have by no means described a general framework that can deal with any

situation, but merely shown that, with thoughtful structur ing of the problem, it is possible

to solve these large problems. For each example, the animator controls the resulting mo-

tion by selecting the optimization schedule to employ. An important open problem is to

generalize this approach for arbitrary composed animation, by automatically determining

the appropriate schedule.
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Chapter 7

CONCLUSION AND FUTURE WORK

In this thesis, we have presented a generative model of humannatural motion for syn-

thesis of both highly dynamic and low energy motions. This isthe �rst model that conceives

and analyzes human motion style from the standpoint of biomechanics. We also introduced

an automatic method for extracting motion style from a single motion sequence. In prac-

tice, this generative model can be applied to producing realistic motions in real-time in a

parameterized motion space, as well as creating complex motions with multiple characters.

In Chapter 3, we introduced a framework for rapid prototypin g of dynamic character

motion that could be used by both experts and non-skilled animators. Animators can use

this system to produce relatively complex realistic motionwith a fraction of the e�ort that

is required by a traditional keyframing system. We have shown that realism can be approx-

imated by a small number of constraints on the behavior of linear and angular momentum.

This approach helps us avoid the complex computation of the muscle force usage. Since we

do not solve for muscle forces, we also avoid to compute the right distribution of muscle

usage essential to produce natural-looking motion. Simplerdynamic constraints allow us

to generate motions for more complicated character models,as well as greater variability of

the resulting motion. This feature enables the animator to add more expressive detail to

the motion by providing additional keyframes.

Insights from the momentum constraints led to new techniques of adaptation of ballistic

character movement. This work builds on the research in bothphysics-based motion syn-

thesis and interpolation-based motion editing approaches.We believed that using physics-

based adaptation to create motion samples for the purpose ofdata interpolation is perhaps

a "sweet-spot" between these two approaches. Once the dataset is created by o�ine algo-

rithms, this paradigm allows animators to interactively edit the realistic dynamic motion.

In contrast to previous dynamic-based adaptation methods, the momentum-based motion
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synthesis approach can produce a wide range of motions that are signi�cantly di�erent from

the original motion. This method does not require model reduction, or a reduced motion

space. Because we do not solve for the generalized forces foreach joint, our method is also

signi�cantly faster than other physics-based transformation methods. The gain in speed

allows us to create a large number of motions within a reasonable time. Once the family

of parameterized motion samples has been generated, we described an interactive frame-

work where the animator can explore the space of realistic motions. We also showed how

the same framework can be adapted for inverse control. Finally, we showed how real-time

data-driven controllers for realistic human motion can be constructed from a single motion

capture sequence.

Naturally, momentum constraints do not handle all realisti c character motions. It specif-

ically applies to highly-dynamic motions with ballistic sta ges. The momentum-based ap-

proach is not well suited for less energetic motions such as walking because low-energy

motions require much more accurate and detailed models of dynamics and style.

Based on these observations, we developed a model of human locomotion that incorpo-

rates several important hypotheses of biological motion: optimality of locomotion, relative

preferences for applying torques at di�erent joints, the importance of spring and damper ele-

ments, and the importance of variable tension to style. We also described a novel framework

for learning parameters in a musculoskeletal system from examples. We have found each

of these components to be essential to producing realistic motions. For example, without

springs, the character is unnaturally loose; without learning, it is too di�cult to determine

reasonable model parameters. The ability of our system to create realistic-looking motions,

and, in the cases we have tested, to accurately predict real motions, strongly suggests that

the system has accurately modeled the essential features ofhuman locomotion.

All of the algorithms we developed for the generative model are only suited for a single

character performing a single task. To conclude this thesiswork, we described a framework

for composing complex optimal motions from simple motion building blocks. We introduced

two simple but powerful extensions to spacetime optimization that make this possible. First,

we introduced a time-warped parameterization of DOFs and constraints that enables us to

vary the timing of the optimal motion and constraints as well as �nd the optimal placement
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of the constraints. Second, we described how a block-coordinate descent approach such as

spacetime windows can be extended to solve tightly coupled multi-character motions by use

of continuations. The combination of these two techniques greatly expands the applicability

of the spacetime optimization to a greater range of problems, including optimal transitions

between di�erent motions, optimal number and placement of footprints, and collaborative

and adversarial optimal motions for multiple characters.

Many open questions remain, as well as exciting avenues for future work. We anticipate

that generalizations of this model can be used to study a verywide range of interdisciplinary

problems.

7.1 Applications beyond computer animation

Computer animation stands at the intersection of a wide range of �elds. Our work draws on

results from biomechanics, robotics, machine learning, and optimization. On the other hand,

we believe that animation holds key insights useful to other�elds of research. Our work

has generated interests from the UWneural system group, who are currently working

on learning human movement for humanoid robots by mimicking motion capture data.

We have discussed potential collaborations withubiquitous computing researchers, who

are interested in developing motion tape technology for thepurpose of real-time motion

recognition. Among all the �elds outside of computer science, biomechanics researchers

have shown the greatest interests in using our generative model as a validation method for

their hypotheses.

The techniques described in this thesis can be potentially applied to the following ap-

plications.

Sport Medicine. A doctor could analyze a patient's motions to diagnose whichjoints are

being overly used or unconsciously avoided.

Athlete Training. We could learn the style of a particular athlete to design a personal

sport technique or identify which muscles need to be strengthened.



112

Motion Recognition. Once the styles for a large group of people are learned, we could

train a classi�er to recognize a person from the motion stylerather than poses. Fur-

thermore, we could analyze the person's emotional state directly from the style pa-

rameters without analyzing the semantic meaning of the activity.

7.2 Other types of motions and characters.

We anticipate that our general approach can be applied to other types of motions and other

types of animals, although the details of the biomechanicalmodel and the energy metric

may vary in di�erent cases. For example, the hypothesis stating that animals minimize the

magnitude of joint torques while generating locomotion might not hold when robustness or

stability of the movement plays a more crucial role in a particular environment.

One practical research direction is to study the animal world for clues about new ways

for mechanical designs. Full et al. [5] have drawn design ideas from the dynamics of geckoes

and cockroaches to develop a robot capable of climbing wallsand ceilings.

7.3 Musculoskeletal modeling

We have used a highly-abstracted model of dynamics in order tocapture the essential

features of motion. There are a number of ways to generalize the model, such as detailed

geometric models of bones, muscles, and tendons, and detailed models of muscle activation.

One important simpli�cation we have made is to keep muscle tension �xed, whereas humans

vary sti�ness for di�erent tasks. A more sophisticated model would learn the energy cost

due to varying muscle activations, although this may require a larger training database.

Hence, our present system will not be able to accurately predict motions with di�erent

sti�ness characteristics, such as accurately predicting the nature of a walking motion from

running data.

We have found the learning process to be e�ective when given di�erent biomechanical

models. For example, an early version of our system used a poor model of ground contact

forces; NIO was able to learn a reasonable model of most aspects of motion, but ground

contact appeared unrealistic in synthesized motions. For this reason, we are optimistic that
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NIO will work well with a biomechanical models of greater or lesser complexity, subject

to the descriptive power of the model. Determining the appropriate model complexity for

various speci�c problems remains an open question.

7.4 Model accuracy and uniqueness

The main assumption of our approach is that the example motion is energy-optimal. It

seems reasonable to hypothesize that a \neutral" walking motion is optimal with respect

to, for example, metabolic energy consumption. On the otherhand, the energetic happy

walk may not be the most energy-e�cient method for locomotion. Nonetheless, it may be

optimal with respect to a di�erent energy function, one that , for example, re
ects the happy

person's strong preference for more exaggerated gestures than necessary. Our approach

models these cases by a physical system that explains the motion and can generate new

motions, but, in doing so, con
ates emotional state with biomechanical properties.

An open question is to determine in what cases are the model parameters uniquely-

de�ned by the motion capture data, and when the estimation is stable. For purposes of

animation, uniqueness of the model parameters is not essential; what matters is the ability

of the system to accurately generate new motions. We suspectthat unique style of the

model could be determined by learning� parameters that �t a set of motions, rather than a

single short motion. Furthermore, it would be valuable to perform detailed biomechanical

analysis of locomotion variability by measuring the forcesand tensions from real subjects

performing a set of tasks, and comparing these measurementsto those produced by our

generative model.

7.5 Extensions of learning framework

We have found NIO to work well in practice, and it has a number of appealing theoretical

properties, such as convergence whenG(� ) = 0. Yet we have an incomplete understanding

of NIO's properties, such as whether it is guaranteed to solve G(� ) = 0 when a solution

exists. One intriguing question is whether we can learn the structure of problems, i.e., to

determine biomechanical models or determine the constraints that were required to create
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motions.

There are a number of practical extensions, such as handlingnuisance parameters, non-

trivial noise levels, and model selection. These issues would be straightforward to model in

a probabilistic setting, but this would lead to substantial computational challenges.

7.6 Biomechanics research

\If one way be better than another, that you may be sure is nature's way." Although

Aristotle clearly stated the premise of optimization in biology more than 2000 years ago, an

important and controversial question in biomechanics is whether movements are \optimal"

in any sense [4]. Based on our preliminary tests, we believe that our learning algorithm

described in 5.6 can be used in human motion research to create highly predictive models

of motion based on optimization, thereby lending support to the optimization theory of

motion.

7.7 Natural motion in real time

One of the di�cult challenges is to apply this generative model to the domain of robot con-

trollers. Ruina et al. [18] showed that humanoid robots with muscle-like devices that mimic

the passive elements in a biological system can produce morenatural walking motion in a

signi�cantly more e�cient fashion. With our generative mod el, the parameters for these

passive elements can be extracted from real human motions with desired styles. Further-

more, we can create a parameterized space of styles using o�ine algorithms. By linearly

interpolating the style parameters, a robot can adjust its style according to the task in real

time.

Animations that depict the interaction between characters and the environment are

becoming increasingly important in the video games and �lm industry. This thesis work

has shown that realistic dynamic motions can be generated byan interactive control in a

real-time fashion. However, creating a true interactive virtual character that responds to

objects and other characters in the environment remains extremely challenging. Today,

we are still a long way from creating a virtual character that acts and reacts in a manner
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consistent with the laws of physics in real-time. This character would walk more cautiously

on an icy terrain, lose her balance when tripping over an unforeseen obstacle, and react

realistically when she reaches the limits of her physical capabilities. One of our future

directions will aim to explore real-time controllers capable of a large repertoire of both

dynamic and low energy motions. We plan on investigating a hybrid method that exploits

the interactivity of the controller approach while leveraging the high-�delity of large motion

capture data sets.

7.8 Motion-based interface

Often the most intuitive way to control an action in the virtu al world is to act it out

in the real world. For example, instead of using a mouse and a keyboard to control a

robotic arm, having a person act out the arm motion can be muchmore preferable. One

interesting future direction is to apply motion capture technology to building novel and

intuitive user interfaces. The motivation for building mot ion-based interfaces is driven by

several applications: (1) gait analysis for training athletes or physically disabled persons;

(2) human activities recognition for surveillance purpose; (3) remote activities performed

by a humanoid robot in hazardous environments; (4) driving virtual characters in a video

game or digital stunt-man in a CG �lm.

7.9 Reusable motion libraries

An appealing metaphor for creating character animation is the process of movie directing.

A movie director often only needs to provide high-level instructions such as \going from

point A to point B in 5 seconds". Without further instruction s, the actor should be able

to �gure out all the details necessary to achieving this goal. The framework of reusable

motion libraries is a �rst step towards this vision. In this p aradigm, each motion sequence

can be decomposed into three simple components: the character, the content of the motion,

and the style. The process of creating animation can be simpli�ed to selecting these three

components from the motion libraries. Our goal for the near future is to empower anyone

with a personal computer to express their own ideas through animations, as if they would
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do with text and images today.
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